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Abstract

Modern communication environments are complex systems, currently sulering from misin-
formation, polarization, and declining trust relationships. Navigating them requires solving a
dual-learning problem: simultaneously extracting reliable information and evaluating source
trustworthiness, both under high uncertainty. Interdisciplinary research, specifically genera-
tive social science, aims to link these micro-level cognitive challenges to emergent macro-level
dynamics from the bottom up, but faces a persistent trade-o [bletween cognitive realism and
network scale. Specifically, Bayesian learning and information-theoretically grounded reason-
ing — despite being optimal frameworks for modeling cognition under uncertainty — have been
mostly excluded from larger multi-agent simulations due to their high computational and
analytic costs.

To bridge this gap, we extend the Reputation Game Simulation (RGS), an information-
theoretic agent-based model intended for socio-physical applications, which uses approximate
Bayesian learning and a Theory of Mind to mimic human reasoning under limited cognitive
resources. Coupling probabilistic belief inference with dynamic, adaptive social interactions
enables the framework to capture both sophisticated individual cognition and emergent group-
level phenomena across diverse, self-organizing networks of up to 50 agents.

Applying the RGS reveals how deeply individual cognition intertwines with social dynam-
cis. At the micro-level, under active manipulation, even rational agents develop a “Learned
Insignificance of Credibility Signs” (LICS) bias, rationally disregarding valid evidence purely
due to deceptive social influence. At the macro-level, baseline communication within small-
world networks shows naturally emerging agreement between agents driven by mutual trust,
though this consensus often remains disconnected from factual reality. The consequence are
illusory group opinions even without any deliberate manipulation. Introducing such manip-
ulation further reveals that both epistemic vulnerabilities and resiliences are strongly bound
to communication habits and thereby emerging network structures: small-world networks are
highly susceptible to rapid informational cascades and central propagandists; dense networks
resist self-reinforcing spirals but foster persistent, equilibrium-like groupthink; and ring net-
works show two phases, exhibiting either polarized fracturing or strong resilience. Across all
topologies, we identified a robust, decentralized intervention: diversifying conversation topics
spreads attention and disrupts manipulative feedback loops, improving group-level epistemic
stability even with minority adoption.

In conclusion, these findings advance scientific methodology, theoretical understanding,
and approaches to societal resilience. Methodologically, we demonstrate that Bayesian cog-
nitive architectures can overcome traditional scaling limits to successfully generate complex
macro-level dynamics from cognitively realistic micro-foundations. Theoretically, our results
reframe cognitive biases systemically: phenomena like polarization and delusion-like states
are not merely products of human irrationality, but emerge dynamically from the interplay
of network communication and deceptive social influence. Ultimately, these results also point
to an important second pillar of collective informational health: beyond relying on top-down
interventions like content moderation or algorithmic restrictions, resilience can as well be
cultivated from the bottom up through simple, decentralized behavioral strategies — such as
topic diversification — providing a powerful complementary defense for modern information
environments.






Zusammenfassung

Um in modernen, hdufig von Fehlinformationen und Polarisierung gepréagten Kommunikati-
onsumgebungen zu navigieren, massen Individuen unter hoher Unsicherheit verlassliche In-
formationen extrahieren und gleichzeitig die Vertrauenswirdigkeit ihrer Quellen bewerten.
Interdiszplindre Forschung, speziell die generative Sozialwissenschaft zielt darauf ab, diese ko-
gnitiven Mikro-Herausforderungen mit emergenten Makrodynamiken zu verknupfen, befindet
sich jedoch in einem steten Kompromiss zwischen kognitivem Realismus und Netzwerkgrofie.
Insbesondere Informationstheorie und Bayes’sches Lernen — obwohl optimal fur das Model-
lieren von unsicherheitsbehaftetem Lernen — blieb aufgrund seiner Komplexitat und hohen
Rechenaufwands in gréieren Multi-Agenten-Simulationen bisher meist ungenutzt.

Um diese Licke zu schlieBen, erweitern wir die Reputation Game Simulation (RGS), ein in-
formationstheoretisches, auf soziophysikalische Anwendungen ausgerichtetes agentenbasiertes
Modell, das approximatives Bayes’sches Lernen und eine Theory of Mind nutzt, um ressourcen-
beschréanktes menschliches Denken nachzubilden. Die Verbindung probabilistischer Inferenz
mit adaptiven sozialen Interaktionen erfasst sowohl komplexe individuelle Kognition als auch
emergente Gruppenphanomene in diversen, selbstorganisierenden Netzwerken mit bis zu 50
Agenten.

Die Anwendung der RGS verdeutlicht die tiefe Verflochtenheit von individueller Kognition
und sozialer Dynamik. Auf der Mikroebene entwickeln selbst rationale Agenten unter mani-
pulativem Einfluss einen ,Learned Insignificance of Credibility Signs* (LICS) Bias, wobei sie
lernen, valide Evidenz durch trigerischen sozialen Einfluss zu ignorieren. Auf der Makro-
ebene sehen wir, dass durch reine Gruppendynamik der entstehende Konsens nicht immer
der faktischen Realitat entspricht und damit illusorische Gruppenmeinungen schon ganz ohne
aktive Manipulation auftreten. Die Einflihrung einer solchen Manipulation o[edbart zudem
die starke Abhéngigkeit epistemischer Verwundbarkeit von Gesprachsgewohnheiten und da-
durch entstehenden Netzwerkstrukturen: Small-World-Netzwerke sind hochgradig anféllig fur
Informationskaskaden und zentrale Propagandisten, dichte Netzwerke fordern zwar zunéchst
widerstandsféhiges, aber spater weitgehend unreflektiertes Gruppendenken, und Ringnetzwer-
ke weisen zwei Phasen auf, bestehend aus entweder hoher Resilienz oder stark polarisierter
Fragmentierung. Uber alle Topologien hinweg erweist sich jedoch Themendiversifizierung als
robuste Interventionsmdglichkeit: Sie streut Aufmerksamkeit, unterbricht manipulative Feed-
backschleifen und verbessert die epistemische Stabilitat, selbst wenn sie nur von einer Min-
derheit angewendet wird.

Zusammenfassend erweitern diese Erkenntnisse Methodik, Theorie und Anséatze zur gesell-
schaftlichen Resilienz. Methodisch zeigen wir, dass Bayes’sche Modelle traditionelle Skalier-
ungsgrenzen Uberwinden kénnen, um komplexe Makrodynamiken aus kognitiv realistischen
Mikromodellen zu erzeugen. Theoretisch werden kognitive Verzerrungen systemisch einge-
ordnet: Phédnomene wie Polarisierung und wahnahnliche Zustdnde sind nicht blo Produk-
te menschlicher Irrationalitét, sondern entstehen dynamisch aus Wechselwirkungen zwischen
Netzwerkkommunikation und manipulativem Einfluss. Letztlich weisen diese Ergebnisse auch
auf eine wichtige zweite Saule kollektiver Informationsgesundheit hin: Statt sich auf Top-
Down-Interventionen wie Inhaltsmoderation oder algorithmische Vorgaben zu verlassen, kann
Resilienz auch Bottom-Up durch einfache, dezentrale Verhaltensstrategien — etwa Themendi-
versifizierung — gefordert werden und so eine wirkungsvolle, komplementére Absicherung flr
moderne Informationsumgebungen darstellen.
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Chapter 1

Introduction

Human communication has always been shaped by the tools available to it — from letters and
newspapers to telephone and television. Yet the past two decades have brought changes that
are qualitatively distinct from earlier shifts. While broadcast media like radio and television
already exposed individuals to large, anonymous audiences, the direction of information flow
remained essentially one-way: a small number of producers reached a large number of passive
consumers. What has fundamentally changed with the rise of social media is precisely this
asymmetry. Today, anyone can produce and distribute content at scale, re-share others’
content to amplify it beyond its original reach, and build a mass audience with minimal
institutional resources. At the same time, these platforms have become an important source
of news for large and growing parts of the population [1], meaning that the same channels
through which people maintain social relationships now also shape public opinion and political
discourse. The roles of producer and consumer, as well as the distinction between private
communication and mass broadcasting, have e [edtively merged.

This way, a complex information environment has emerged: a complex system everyone has
to navigate through in their daily life. This is not only true in a colloquial understanding
of the word ‘complex system’, but also (at least approximately) in a physical or statistical
meaning. Research has shown, that — just like in physical complex systems — information
propagation on social media shows criticality, approximate power-law behavior in cascade
sizes, and percolation-like spreading dynamics [2, 3], albeit to a debated extent [4]. The
resulting opinion formation processes are thus highly non-linear and from a single user’s
point of view certainly not tangible — neither the consequences of their own actions nor the
mechanisms by which a particular piece of information reached them.

Nonetheless, social media is now an integral part of everyday life for most of us, certainly
shaping the dynamics of our communication and opinion formation processes in various ways
[5-9]. Sometimes, especially when intentionally orchestrated, these non-linear dynamics and
large-scale e [edts can be actively used to steer the public opinion into a certain direction [10],
for example around the 2020 US election [11, 12] or regarding the Russian-Ukrainian war
[13, 14].

Apart from the sheer volume of information and unmanageable complex dynamics and its
potential of misuse, other related problems like declining trust and reliability in information
sources or fragmentation and polarization emerge [15-17], which our modern society has to
deal with. While these are usually large-scale e [edts, acting on societal level, and thus belong
to the field of sociology and network science, the underlying dynamics (individual cognitive
processes, decisions, and finally actions) lies within the scope of psychology and cognitive
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science.

Moreover, while this whole subject of communication dynamics and opinion formation belongs
to social- and cognitive sciences in general, more and more computational and physics-inspired
methods enter the field. They bring dilerknt tools and languages, not only for describing
eledts as for example mentioned earlier for complex systems, but also by the very idea of
modeling the observed systems in the first place. Most famously, albeit in a more general
context, this physics-inspired modeling approach was probably expressed by

“What | cannot create, | do not understand.”

— Richard Feynman

Shortly, we will see how this motivation also entered the field of social science.

To set the scene for this thesis, being an interdisciplinary one, the introduction should
bridge the conceptual and methodological perspectives of the social and behavioral sciences
— especially sociology, psychology, and cognitive science, which motivate the research — with
those of physics, particularly statistical physics, thermodynamics, and information theory,
which provide the formal frameworks and tools that enable it. This work is situated in the
emerging field of generative social science, where physics — and especially information theory —
finds its application in modeling and understanding complex social and behavioral phenomena.
In order to make this bridge, I will first motivate the field of research more generally, drawing
on communication and opinion dynamics (81.1); then discuss related approaches from various
disciplines and their contributions to generative social science (81.2); afterwards position my
own work and the model it builds upon within this context (81.3); and finally outline the
objectives and structure of the thesis in particular (§81.4).

1.1 Motivation

Communication and opinion formation are complex processes that, when successful, make
possible the forms of social life and large-scale cooperation we often take for granted. At
the same time, they inherently bear the risk of manipulation and misuse. In particular, we
face two issues that we cannot do anything about: huge amounts of available information
but limited cognitive resources, and cognitive biases. In the following, | want to discuss how
both naturally feed into a number of follow-up problems, and which consequences they might
bring. A rough scheme of this structure is shown in Figure 1.1.

Cognitive Biases First of all, human reasoning underlies a number of cognitive biases,
which can be seen as functional (enabling reasoning under uncertainty and intractability) as
well as dysfunctional (errors that lead to wrong conclusions) [18]. While there are arguments
why biases like reasoning heuristics, overconfidence, or confirmation bias may carry evolution-
ary or functional benefits when it comes to social learning [19-21], they as well come with
risks and the possibility of being misused intentionally. Especially e [edts of the confirmation
bias (i.e., the preference for belief-consistent information [22]) or the negativity bias (i.e., the
systematic over-weighting of negative relative to positive information [23]) are visible on social
media and partly even reinforced by platform algorithms [24, 25].
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Figure 1.1: Mutually reinforcing factors shaping modern information environments, shown
as foundational constraints (dark gray) and emergent shortcomings (light gray).

Information Overload and Limited Cognitive Resources Additionally, we have to
deal with huge amounts of information, which easily get out of hand. Not only what we
consume, but even more so everything we do not consume, is far more than what we could
process cognitively. While human cognition ever since had to deal with limited capacity and
incomplete information, which is why we developed mental shortcuts (a functional applica-
tion of reasoning heuristics) [19], the amount of information constantly presented to us has
increased significantly. This has been referred to as “information overload” [26] or more re-
cently as “epistemic flooding” [27], meaning that due to the sheer amount of information, the
distinction between relevant and irrelevant pieces becomes impossible, cognitive capacities are
overloaded and decision making gets distorted . Further, since the amounts of information is
even far beyond what an individual can possibly process, potential contradictions are hardly
identifiable and allow for parallel, conflicting world-views to coexist [28-30]. It is well possible
to hold one of such worldviews without even knowing of the existence of its opposite (or hear-
ing of it from a distant, seemingly unreliable source), especially as people tend to stay within
small, like-minded bubbles in which echo-chambers reinforce the prevailing opinion [31].
Therefore, even without any active attention steering, deliberate spreading of misinformation
or specific manipulation, information overload and given limited cognitive resources alone may
lead to sub-optimally informed societies and misinformation spreading. But even worse, this
is certainly also a highly fertile ground for intentional misuse.

Misinformation and Deception The presence of misinformation on social media has be-
come undeniable [32-34]. While this might be partially unintended misinformation due to
cognitive biases, information overload and limited cognition in general, the opportunity for
active misuse has naturally been taken by many players as well. On all scales, from single
influences trying to improve their businesses to countries fighting for there future political
orientation, actively spreading fake-news has become a widely used tool. Usually, and espe-
cially the large scale initiatives, use orchestrated campaigns supported by bots or artificial
intelligence-driven software, sometimes even adapting the content to specific audiences and
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contexts [35-40]. The before mentioned 2020 US election or the Russian-Ukrainian war are
just two examples of such social media campaigns trying to convince a broad audience of a
desired opinion [11-14]. Together with the existence of separated opinion bubbles (that we
might or might not be aware of), the existence of fake-news adapted to those bubbles results
in what has been called “post-truth era” [41-43], where true and fake news become hardly
distinguishable.

Conversely, repeated exposure to deceptive misinformation progressively shapes individ-
uals’ cognitive responses, meaning that biases are not merely exploited by the platform en-
vironment but may as well be actively deepened by it over time — a feedback structure that
will be examined in more detail later in chapter 2.

Declining Trust in Information Sources The urge to distinguish true from fake infor-
mation nevertheless, is obvious. However, when doing so, we face a two-fold problem: one
has to find out the reliability of an information source while at the same time learn from it as
much as possible (and reasonable given the reliability estimation) about the content it shares
[44]. For both, we heavily depend on fuzzy information as usually there is no certainty in
either of the tasks. Most of the time, we are only given social information, i.e., information
shared by others without the option to fully check its truthfulness. Finding out which sources
to trust is thus a big challenge itself and goes wrong regularly [15]. Also, information sources
are usually not independent from each other, especially not on social media with opinion bub-
bles and echo-chambers, making it even harder to evaluate how much value should be given
to a certain piece of information [7, 45-47]. Iterating through this process — learning from
a source, later revising one’s assessment of its trustworthiness, trying to unlearn previously
acquired knowledge, which may already have shaped other lines of reasoning in the meantime
- only further compounds the di [culty of this dual learning problem.

It is thus well possible that individuals’ estimation of a source’s trustworthiness become de-
tached from any objective cues of the truthfulness of its shared content [45, 48]. From here,
delusion-like states where opinions are still hold on to despite readily available, contradicting
evidence are possible and show correlation with increased belief in fake news [49]. Once in
this state, it might become very di Ccullt to escape, as endorsing a claim while systemati-
cally trusting those who support it and discrediting those who oppose it forms an internally
coherent belief system — a system that can be symmetrically sustained from either side.

At the same time, this erosion of trust is not only a consequence of misinformation but also
its enabler: as institutional and epistemic trust degrades, individuals become progressively
susceptible to misinformation and thus vulnerable to the very dynamics that drove the initial
erosion [50, 51].

Fragmentation and Polarization A natural e Ledt arising from here is fragmentation and
polarization of groups of people, usually within one or the other opinion bubble. Given those
di Lerknt informational surroundings and as long as the internal world-view is kept consistent,
even rational agents would form and keep up incompatible beliefs [52]. The result are polar-
ized groups of people, each with their own (apparently rational) line of argumentation and
supposedly superior world-view.

With only limited points of contact and communication between these groups, democratic
deliberation and pluralistic engagement become increasingly constrained, trust in political in-
stitutions erodes, and with this, the institutional foundations of society become increasingly
unstable [16, 17].
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Figure 1.2: Schematic overview over relevant research areas for this thesis and their rela-
tionships. The think black arrow represents the specific approach this thesis adopts.

Again, however, fragmentation and polarization are not merely where this process ends but
also where it restarts: separated into like-minded groups, people deepen their selective expo-
sure and erode cross-group trust, thereby recreating the very conditions under which misin-
formation takes hold [53-55].

As demonstrated, the full range of emergent shortcomings discussed above ultimately roots

in two unavoidable constraints — information overload and human cognition — which, together
with the existence of actors who deliberately exploit both, give rise to a system of mutually
reinforcing feedback loops.
However, this does not mean that we cannot do anything to strengthen social unity and create
a more stable society, resilient against misinformation and manipulation. The first step in
this direction is to understand the working mechanisms and underlying principles generating
such dynamics, becoming able to take the right actions and countermeasures. To this end,
various fields within social sciences and more and more also physically or computationally
inspired methods are addressing these issues.

1.2 Related Approaches

The study of opinion formation and social dynamics spans a wide landscape of research areas,
each with dilerknt tools, assumptions, and levels of abstraction. For an overview and to
understand their status quo, | will introduce a few of them that are relevant to this work with
their core objectives and approaches. This will finally allow me to place the current thesis in
that context.

At its core, two interconnected layers of dynamics must be considered: the micro-level
of individuals and the macro-level of society as a whole. These levels are not independent
but influence each other. Macro-level structures and patterns emerge from interactions at the
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micro-level; yet they cannot be understood as the mere aggregation of individual elements, but
only their collective and complex interactions will lead to the full range of emergent large-scale
phenomena. At the same time, an exclusively macro-level description remains insu [cieht, as
explaining social dynamics ultimately requires identifying the underlying mechanisms op-
erating at the level of individuals. As each component in itself is highly complex, the two
perspectives have historically developed in largely separate disciplines, most notably the fields
of sociology (macro-level) and psychology (micro-level).

In physics — most broadly framed, the field studying nature as a whole — similar branches
have emerged distinguishing between macro- or micro-level phenomena. On the macroscopic
end there is statistical physics and thermodynamics, describing many-particle systems as they
emerge from individual particles’ interactions. On the other end, there is particle physics
itself, explaining the behavior and characteristics of single particles, together with theories
that allow us to actually apply single-particle knowledge to many-particle systems, which is
probability theory — or one step further, information theory.

Now, physical systems di Lerl strongly from social systems, most importantly in their com-

plexity. In physical systems (e.g. ideal gas theory, Ising model or the Curie-Weiss model), the
typical assumptions of identical, point-like particles with no inner structure, simple interac-
tion rules, no memory and just a handful of characterizing properties (position, momentum
or binary spins) are often enough to realistically describe phenomena like gas behavior or
magnetism. Albeit no perfect description of reality, it is still close enough to yield quantifi-
able and reliable predictions. Social systems in contrary, are far more complex. They include
very heterogeneous individuals, rich internal states (e.g. beliefs, intentions, emotions, values)
and complex interaction rules, as well as memory and strictly speaking an infinite number
of characteristics. Certainly, scientific descriptions still focus on a manageable number of as-
sumptions but both the the minimal required number of assumptions is usually much higher
than in physical systems and still the simplification of the system is more drastic.
With this observation, we can span a second dimension additional to the micro/macro level:
minimal vs. rich descriptions. Physical systems can be well understood by a minimal models,
whereas in order to understand social systems one has to use richer models. All of the so far
mentioned research fields can thus be organized in this two-dimensional plane, which is shown
in Figure 1.2.

Between the two fields of physics and social sciences, also an interdisciplinary area devel-
oped, usually on a computational basis (middle part of Figure 1.2). Also this happens on
di Lerknt scales, where Sociophysics starts from a macro-level description of sociological phe-
nomena and a very statistical language, while Computational Cognitive Science deals with
micro-level descriptions of individual cognition, highly influenced by both Psychology and
Information Theory. In order to bridge the gap between those two, the field of Generative
Social Science emerged, trying to incorporate as much cognitive complexity as possible on
the individual level, while still aiming at large scale dynamics and many-body systems. Due
to computational resources, however, there is a trade-o [necessary that typically reduces the
feasible complexity with increasing number of interacting agents. This is why the interdis-
ciplinary research fields in Figure 1.2 is illustrated as a diagonal from the lower right to the
upper left.

Having these research fields now roughly sorted, | will dive a little deeper into each of
them individually, highlighting their core objectives and methods, as well as pointing out how
each of them contributes to the overall goal of understanding communication and opinion
formation processes.
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1.2.1 Sociology & Sociophysics

From its emergence in the nineteenth century, modern sociology was strongly shaped by sta-
tistical thinking. From 1835, Adolphe Quetelet pioneered a scientific study of society, which
he even called “social physics”. His aim was to use statistical methods to uncover the laws
governing social phenomena, such as crime and birth rates reliably following certain distri-
butions [56]. His main tool were statistical descriptions, exemplified by the concept of the
“average man”, a theoretical concept representing the population mean. Although the proba-
bility that a particular individual commits a crime is low, the presence of su [cieht statistical
outliers ensures stable crime rates at the national level. Although Quetelet’s approach was not
without critics — particularly those who resisted reducing social phenomena to statistical laws
such as Auguste Comte — his demonstration that macro-level regularities in social data could
be studied scientifically laid the groundwork for what would eventually become sociophysics
[56].

In the meanwhile, especially in 1895 and 1897, Emile Durkheim built on this approach
while redirecting its purpose: rather than describing universal constants, he used statistical
regularities — particularly dilerences between groups — to identify and explain underlying
social forces such as norms and collective representations that shape social behavior. By ob-
serving di Lerences for example in the suicide rates of di[erent nations and mapping them to
social forces characteristic to each nation, he tried to explain the diCerknt shapes of distribu-
tions by nation-dependent parameters [56, 57]. Although this already led into the direction of
theoretical modeling guided by empirical data, the approach was still rather descriptive than
predictive.

Nevertheless, though, a very important and general idea arose from these observations:
a large number of individuals acting seemingly chaotic when viewed separately, would still
yield a stable and even predictable macroscopic behavior. This statistical description of
social systems found its way back into physics little later through Maxwell and Boltzmann,
developing statistical mechanics and kinetic gas theory. The molecules, just like individuals,
have various states of motion, but the macro-level properties of the gas remain unchanged
because the number of molecules in the system, which each follows the same distribution, is
constant [58, 59]. In short: macro-level phenomena emerge from micro-level behavior.

With this idea, agent-based modeling (ABM) in sociology — using individual agents as
the basis for large-scale simulations to study emergent group dynamics — naturally follows.
Since, however, widely dependent on computational resources, large-scale ABMs only became
feasible in the late 20th century with Axelrod’s iterated Prisoner’s Dilemma [60] and Joshua
Epstein and Robert Axtell’s Sugarscape model [61]. Both focused on complex macro-scale
outcomes, such as the emergence of cooperation in decentralized systems or patterns of in-
equality, migration waves, and cultural clustering. Individual agents though, were simple:
minimal memory, static interaction rules, and very limited heterogeneity or context depen-
dence. Their strength lay in demonstrating which minimal assumptions su [celto generate
realistic social phenomena while remaining highly general.
Since then, ABMs have evolved to include rich heterogeneity, adaptive behavior, and empiri-
cal calibration [62]. Agents can carry multiple parameters reflecting personality traits, fit to
data, and are embedded in complex network structures potentially even resembling emergent
or real social networks [63-65]. Also, learning has become a bit more sophisticated, incor-
porating thresholds or DeGroot-style updating, and even agents being able to slightly adapt
their actions depending on context [66—69].

These models can now scale to hundreds of thousands or even millions of agents while re-
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taining detailed heterogeneity and network structures, allowing researchers to explore “what
if” scenarios, policy interventions, social programs, and structural shifts with unprecedented
realism and predictive power [70]. Yet, this scale comes at a cost: due to limited compu-
tational resources, individual interactions and especially reasoning has to remain simple, i.e.
computationally cheap. More realistic cognition (e.g. probabilistic reasoning, potentially in-
volving a Theory of Mind or the simultaneous update of several, interrelated parameters and
rich internal states) is out of scope. Instead, this is where Psychology and Cognitive Science
enter the field.

Objectives: Explain how macro-level social phenomena emerge from micro-
level behavior, e.g. cooperation, consensus, inequality or network
structures

Methods: Large-scale agent-based modeling up to millions of agents

Achievements: Universal models with minimal assumptions that yield realistic
phenomena and enable scenario testing

Limitations: Simplified interaction rules and hardly any individual cognition

1.2.2 Psychology, Cognitive Science & Computational Cognitive Science

The micro-level of human interaction has traditionally been the domain of psychology. It
seeks to understand how individuals think, feel, learn, remember, perceive, and interact with
others. In essence, it investigates why humans behave the way they do — as individuals.
Within psychology, cognitive psychology emerged as a separate branch concerned specifically
with internal mental processes such as memory, attention, perception, learning, reasoning,
and problem solving.

In the mid-20th century, this micro-level perspective underwent a major transformation.
The so-called “cognitive revolution” marked a shift away from the dominance of behavior-
ism, which had restricted scientific research to observable stimulus—response patterns while
largely excluding internal mental states. A key turning point was the year 1956 with a cen-
tral conference on Information Theory at MIT and (among others) the work of George A.
Miller, who applied concepts from information theory to human memory [71]. In his influ-
ential paper “The Magical Number Seven, Plus or Minus Two”, Miller demonstrated that
human short-term memory capacity could be understood in terms of information processing
limits. By quantifying memory in terms of bits and chunks, he introduced mathematical and
computational thinking into the study of the mind [72].

Following this strand, cognition was increasingly modeled as a structured information
processing architecture. Directly applying information theoretical principles, such as the free
energy principle to formalize agents’ learning and decision behavior [73] or Bayes’ theorem in
general to not only gain first order knowledge but also higher-order Theory of Mind [74]. Also
bounded rationality and deviations from rational thinking were explained by limited cognitive
capacity of these ‘information processing units’, i.e., as approximate probabilistic inference
under uncertainty [19, 75]. Further, memory was described as a layered system with distinct
stages of encoding, storage, and retrieval, seeing it as information transfer with noise. Also
the internal information transfer between subsystems was not modeled deterministically but
resembling an early probabilistic learning model [72, 76-78]. Lastly, albeit more heuristic than
based on information theory, also problem solving in general was formalized as a computer



1.2. Related Approaches 9

program searching within defined problem spaces and iterating through its tasks [79].

From here, the step to computational cognitive science is small, as brains are already
framed as computing machines. Thus, contemporary cognitive architectures typically model
human thought as a set of structured, multi-step processes involving perception, memory,
attention, action selection, and reasoning. These processes are often implemented as compu-
tational mechanisms-ranging from symbolic rules to probabilistic and utility-based decision
procedures—that enable the evaluation and selection of competing strategies. As a result,
action selection in these systems frequently incorporates utility-based criteria, supporting
adaptive and flexible behavior in the face of uncertainty [80]. Computational cognitive mod-
els are commonly grouped into three major paradigms based on their representational and
processing strategies [80]. First, symbolic architectures represent knowledge and actions as
explicit and discrete spaces, excelling at modeling goal-directed reasoning, planning, and
problem-solving through structured rule systems. Second, emergent architectures are in-
spired by neural networks, using distributed representations and learning to study perceptual
categorization, adaptation, and sensorimotor control. Most prevalent today, however, (and
especially for interacting agents) are hybrid architectures, which integrate symbolic as well as
emergent components to address a broad range of cognitive abilities, often using probabilistic
or utility-based mechanisms to enable adaptive behavior in dynamic environments.
Typically among the latter are probabilistic and Bayesian models, which conceptualize cog-
nition as inference under uncertainty. Rather than relying solely on fixed rules or learned
weights, these models represent beliefs as probability distributions over possible states and
update them via Bayes’ theorem as new evidence becomes available. They have been applied
to model concept and causal learning, perceptual inference and adaptive task performance in
changing environments, enabling agents to generalize from sparse and noisy data and flexibly
update internal models [81-83].

While trying to be psychologically and neurologically plausible, however, all of these mod-

els rely on numerous assumptions, from architectural choices to probabilistic parameters, mak-
ing it often di Ccult to draw clear or meaningful conclusions, and obscuring whether model
failures reflect theoretical shortcomings or merely implementation choices [84, 85]. Further,
as the main goal of computational cognitive science is the simulation of a single brain’s inter-
nal processes, most studies concentrate on single-agent setups instead of multiple, interacting
agent.
As a result, linking the individual cognition to social dynamics remains challenging, especially
as soon as it comes to more than just a few interacting agents. Here, a third research area,
Generative Social Science, seeks to bridge this gap by using cognitively realistic agents within
multi-agent systems.

Objectives: Explain individual behavior through perception, reasoning, and
decision-making

Methods: Mind as an information-processing system using symbolic, prob-
abilistic, or neural approaches

Achievements: Formalized memory, problem-solving, learning, and adaptive be-
havior as computational models

Limitations: Focus on single minds without interactions, heavy dependence on
model assumptions
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1.2.3 Generative Social Science

Generative social science aims to bridge the gap between micro-level cognitive models
and macro-level social simulations. The field is explicitly concerned with explaining how
individual-level cognitive mechanisms generate collective social structures, and is often re-
ferred to as Cognitive Social Simulation or Generative Social Science. The core idea is to
retain psychologically plausible models of individual reasoning while scaling them to (as large
as possible) systems of interacting agents. In practice, this often means replacing simple
agents in sociophysical simulations with more sophisticated cognitive models.

Naturally, agent-based approaches (unlike e.g. mean-field approaches) play a central role here,
as they precisely mirror the structure of human societies as systems composed of interact-
ing individuals. Within such simulations, researchers frequently employ the above mentioned
hybrid architectures that combine symbolic representations with emergent or subsymbolic
processes. Dilerknt approaches place this balance di Lerkntly, accounting for the trade-o [ble-
tween simplicity of symbolic and logic-based agents to more flexibility of emergent cognitive
architectures.

The idea of cognitively rich agents in social simulations is not new. Already in 1995,
Rosaria Conte and Cristiano Castelfranchi argued for agents equipped with mental represen-
tations, proposing ‘mindful agents’ based on the BDI framework (Beliefs, Desires, Intentions)
embedded in social interaction, and already pointed toward artificial intelligence as a future
direction for this research [86]. Several classical cognitive architectures have since been im-
plemented in multi-agent systems. For example, ACT-R [87], CLARION [88-90], and models
building upon the BDI framework [91, 92] have been used to simulate interacting agents and
study collective behavior grounded in explicit cognitive mechanisms. Some studies have even
scaled such cognitively informed simulations to several thousand agents using for example
relatively simple ACT-R implementations [93] or the agent_ zero model [94].

However, many cognitively detailed approaches remain di [cullt to scale. In particular,
probabilistic and Bayesian cognitive models are still predominantly applied to single- or few-
agent settings, as the computational complexity of inference makes large multi-agent simula-
tions challenging (e.g., [81-83]).

More recent work explores fully emergent neural agent architectures, such as reinforcement
learning agents [95, 96] or simulations based on large language models [97, 98]. While these
approaches can capture complex adaptive behavior, they are computationally expensive and
also require a long, data-intensive training phase. Therefore, also those systems are typically
limited to small numbers of interacting agents (often between two and a few dozen).

Overall, these approaches o[erl complementary strengths but also clear trade-o[S.] BDI

and other explicit cognitive architectures provide high explanatory power, explicit intentional
reasoning and psychological realism, while deep learning agents enable adaptive and emergent
behavior. At the same time, increasing cognitive richness often comes at the cost of compu-
tational complexity and limited scalability: detailed agents and architectures can be heavy or
excessive for simple questions and deep learning models remain largely uninterpretable and
data-intensive.
Besides that, probabilistic and Bayesian models are considered highly promising from a cog-
nitive modeling perspective, as they provide an optimal framework for learning under un-
certainty and reflect how humans flexibly incorporate uncertainty and prior knowledge in
perception and action [99]. However, due to the high computational cost of repeated updates
especially in multi-agent setups, the impact of Bayesian models on society-scale agent-based
modeling currently remains very limited.
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Overcoming this missed opportunity is precisely the goal of the Reputation Game Simulation,
an agent-based model built on information-theoretic principles and Bayesian learning, capable
of handling populations of up to 50 agents and thus matching the scale of other state-of-the-art
implementations.

Objectives: Explain emergence of collective social patterns from individual,
cognitively grounded actions

Methods: Agent-based modeling with symbolic, probabilistic, or neural cog-
nitive architectures. Typical group sizes: 10-50 agents

Achievements: Integration of rich cognitive systems into interacting agent setups
to simulate social dynamics

Limitations: Trade-o [Cetween cognitive realism and network size due to com-
putational constraints. Especially Bayesian models fall short

1.3 The Reputation Game Simulation

Having outlined the landscape of sociophysics, computational cognitive science, and generative
social science, we now introduce our own model: the Reputation Game Simulation (RGS),
originally presented in [100]. Within the previously established map, the RGS can be broadly
located in the domain of generative social science. Like this field more generally, it aims to
bridge the gap between large-scale sociophysical simulations and cognitively grounded models
of individual behavior. In particular, the RGS adopts the information-theoretic perspective
(see thick arrow in Figure 1.2) that has long influenced computational cognitive science,
dating back to the 1956 symposium on information theory at MIT and the work of Miller and
colleagues [71]. However, the idea failed so far to really enter generative social science in the
form of large-scale agent-based-models due to computational complexity.

Thus, our goal is twofold: first, to demonstrate that the RGS can produce realistic col-

lective behavior just like other non-information-theory-based models (which has been partly
already done prior to this thesis but was continued here); and second, to show that we can
at the same time remain computationally tractable even in larger multi-agent settings (fully
within this thesis).
At the core of the model lies learning through Bayes’ theorem. Bayesian updating provides a
principled way of revising beliefs when new information becomes available, formally combin-
ing prior knowledge about the state of the world with the likelihood of new observations (i.e.,
data)

P (statejdata) / P (state) P (datajstate): (1.1

A key feature of this framework is its natural treatment of uncertainty: beliefs are represented
as probability distributions over possible states of the world, where the width of the distribu-
tion reflects the agent’s uncertainty. This perspective aligns well with the cognitive view that
internal representations of the external world are necessarily imperfect models. Knowledge
can never be completely accurate; it is always a probabilistic approximation of reality given
noisy and ambiguous data [99].

This approximation becomes even more essential in social interactive systems. The real world
is highly complex, and neither humans nor artificial agents can maintain fully detailed internal
representations of it. Instead, cognition relies on simplified models and mental shortcuts that
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help cope with limited cognitive resources [19]. Moreover, humans do not act purely rationally
even within these constraints: behavior is shaped not only by informational considerations but
also by social, emotional, or moral goals [101]. However, this raises a fundamental modeling
question: where should one place the boundary between simplicity and realism?

Di[erknt research traditions provide dilerent answers. Sociophysics typically advocates for
models that are as simple as possible in order to reveal universal patterns of collective dy-
namics. Computational cognitive science, in contrast, emphasizes psychological realism and
often attempts to incorporate many aspects of human cognition into detailed architectures.
A further constraint arises from computational scalability. In particular, Bayesian learning
models quickly become intractable when belief updates must be performed across multiple
interdependent dimensions. Analytically computing posterior distributions becomes increas-
ingly di Ccullt as the number of parameters grows, and alternative numerical solutions are
computationally costly, especially when repeated updates are required in large multi-agent
systems.

The design of the RGS reflects a compromise between these competing considerations.
Rather than attempting to capture all dimensions of human cognition, the model focuses on
a single cognitive dimension while modeling the reasoning processes along this dimension as
realistically as possible and in a Bayesian way. By restricting the dimensionality of the belief
space while retaining probabilistic learning under uncertainty, the model aims to preserve
both cognitive plausibility (at least along this one axis) and computational tractability.

Further details on the general model setup will be given in each chapter with regard to the
specific experiments presented there — potentially even overlapping as each chapter should be
self-contained and provide all the information necessary to follow the specific investigation.
At this stage, nevertheless, | want to introduce the very fundamentals of our cognitive model
and underlying choices as well as the interaction rules in order to identify the main similarities
and diLerknces between the RGS and related approaches. All mechanism marked with a ()
will be detailed out later and are not necessary to understand in full detail at this point.

Cognitive Model We begin by describing the cognitive model underlying individual agent
behavior. The central parameter — and the single dimension around which the entire simula-
tion is constructed — is each agent i’s honesty X;, ranging from 0 (always lying) to 1 (always
telling the truth). This intrinsic property governs an agent’s communicative behavior and
simultaneously constitutes the sole subject of inter-agent communication: agents exchange
messages about one another’s honesty, making it the only ground truth their world contains
and the only quantity they seek to infer.
To this end, each agent maintains an internal representation of the world in the form of be-
liefs about how honest every other agent is. Specifically, agent i stores for every agent j two
numbers, jj and jj, which can be interpreted as i’s estimate of how many honest statements
( ij) and how many lies ( jj) agent j has made so far. These two parameters define a proba-
bility distribution over j’s honesty, modeled as a beta distribution. Formally, the probability
of agent j having the honesty x; given agent i’'s knowledge about j, lij = ( ij; ij), IS given
by

Xj ij (1 Xj) ij '
B(ij+1 ij+1)
2 — Cij+D(ij+1)
J| Cij* i+ i+ ij+2)?

P(ijlij) = Beta(xjjlij) = (1.2)

with mean Xij = uu7+1+1 and variance

5 for agent i’s opinion on
agent j.
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Learning, i.e. updating this belief state, happens primarily through the exchange of messages
J. Messages themselves are expressed in the same form as the internal belief representation,
i.e., containing the two parameters J = ( ; ), and may either be honest (occurring with
probability proportional to the speaker’s honesty x) or a lie (occurring with probability (1 X)).
Importantly, the receiving agent does not know whether a given message was truthful or
deceptive. Instead, the receiver must infer the credibility of the message by estimating the
probability that it was honest given all observed data and its current knowledge, P (hjd; 1), in
order to draw the right conclusions from it. Specifically, the agents use a number of criteria to
estimate this credibility such as their current estimate on the speaker’s honest for example,
but also a form of confirmation bias that makes the agents skeptical if information is far o]
their current knowledge. While one might argue that the latter is a sub-optimal (in the sense
of not fully rational) behavior, it also serves as a second safety net, ensuring that agents do not
naively believe statements, even if the speaker has already established themselves (perhaps
falsely) as very honest.

In general, when agent a now communicates a message to agent b about agent c, the receiving
agent b can learn both about the speaker a (was it a lie or the truth and depending on
that, the speaker’s honest or pretended opinion) and about the topic (at least from truthful
statements). Assuming independence between information about the speaker and the topic!,
the receiver can compute a posterior probability distribution representing its updated beliefs
about both the speaker a’s and the topic c¢’s honesty using Bayes’ theorem:

P (Xajlta) = P (Xajd; I5a) (1.3)
= P (hjd)Beta(Xaj ba+1; ba) + (1 P (hjd))Beta(Xaj ba; ba+ 1) (1.4)
P (chlﬂc) = P (Xcjd; Ipe) (1.5)

=P(hjd)Beta(xcj bc + be; bt b)) ¥ (1 P(hjd))Beta(xcj be; ve): (1.6)

In other words, if the message was honest, the receiver can register one more honest message,
i.e., +1, for the speaker as well as incorporate the newly gained information from the mes-
sage ( ; ) into its belief state. If the message was a lie, however, the the receiver will
only register a lie for the speaker, i.e., + 1, and not update its belief about the topic at all.
Up to this point, the knowledge update is fully Bayesian. However, the resulting posterior
distributions are in general no longer single beta distributions but instead became bimodal
superpositions. Since agents cannot store these, the posterior must be approximated by a
simpler version P (xj1Y), again in the shape of a single beta distribution. In order to loose
as little information as possible in this step, we minimize the Kullback-Leibler Divergence
KL(%j1) w.r.t. the parameters 1? = ( ¥; %) of the approximated belief state, thereby
identifying the best memorizable, posterior knowledge state [100, 102]. Conceptually, this
procedure represents Bayesian learning under limited cognitive resources: agents do not re-
tain the full history of observations but instead extract and store the essential information
from each message, while contextual details — such as who said what under which exact cir-
cumstances — are lost after each update.

In addition to these core beliefs, agents maintain several auxiliary variables that are mainly
used in order to evaluate message credibility. Two of them should be named here, as they
are conceptually important: a rudimentary Theory of Mind (ToM) , and a reference surprise

1This assumption is needed in order to keep the posterior analytically traceable. With an extension to the
model planned for the future, we will enable agents to also process such entangled information. More details
on this outlook will be given in chapter 6.
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scale . For the ToM, agents store estimates of what other agents believe about others and even
what others typically lie. To maintain computational tractability, this ToM is not updated
in a fully Bayesian manner but instead follows a simplified update rule similar to DeGroot
learning® [100, 103]. For the reference surprise scale, each agent calculates the median of
the surprise values of the last ten received message to measure how chaotic or aligned the
current discussion environment is. In some sense, this variable can be interpreted as a proxy
for an aledtive or emotional state, such as mental stress or ease, which will itself influence
the agents’ actions later on.

Multi-Agent-Interactions At the beginning of a simulation, agents possess no prior
knowledge about each other’s honesty or any other properties. Also the network structure is
initially completely homogeneous, specifically, no social connections exist between agents at
all. Everything emerges fully from the agents’ interactions over time.

In each interaction step, an agent performs two core actions: (1) selecting a conversation part-
ner and a topic of conversation, and (2) determining the content of the message (specifically
important if the message is a lie). These decisions follow probabilistic preferences, called com-
munication strategies in the following. For instance, agents may prefer to communicate with
already acquainted partners rather than complete strangers, while still retaining a non-zero
probability of forming new connections [104, 105]. Also, agents might prefer communication
partners based on their apparent honesty, choosing specifically honest or dishonest agents for
strategic reasons [100, 105]. Further, also the content of deceptive messages is dynamically
influenced by the speaker’s current knowledge about the receiver (trying to adapt the message
to the latter’s worldview in order to go undetected) or its perception of the state of the world
more generally, e.g. through the reference surprise scale. Thus, even though agents follow pre-
defined behavioral rules, by the dynamic and probabilistic formulation of those rules, their
actions remain strongly context-dependent and situational. Individual simulation runs are
therefore highly stochastic-strongly influenced by the random seed with increasing di Lerences
through repeated history-dependent actions—and can exhibit substantially di [erent trajecto-
ries and outcomes within the same setup (see, for example, Fig. 10 in [100]). In order to draw
conclusive insights from it, we thus have to perform the same simulation setup multiple times
with di Lerknt random seeds (usually 100 times) and evaluate the results statistically.

The number of agents in our simulation ranges from 3 to 50, depending on the focus of the
individual study. For rather cognition-centered questions a few interacting agents are already
enough, while for network phenomena a larger group size of 50 agents is used.

Taken together, the RGS integrates elements from both sociophysical modeling and compu-
tational cognitive science. Following sociophysics tradition it contains moderate heterogeneity
through fixed but controllable parameter distributions (most notably honesty), explicit inter-
action structures in which networks of relationships emerge dynamically from agents’ actions,
and stochastic dynamics where noise and random seeds can strongly influence outcomes.

At the same time, the RGS incorporates several concepts commonly associated with computa-
tional cognitive science. Agents exhibit relatively rich deliberative processes along the modeled
dimension, including continuous belief representations, theory-of-mind reasoning about other
agents, in some sense emotional states, and most importantly, context-sensitive actions that
depend on all those dynamic parameters. Further, learning follows Bayes’ theorem, naturally
incorporating uncertainty, while limited cognitive resources and certain cognitive biases are

2This will as well be replaced by the already planned future improvement, mentioned in the previous
footnote. More details in chapter 6.
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also accounted for.

The model thus enables classical micro-macro analyses typical for generative social science,
allowing the study of emergent patterns and phase-transition-like phenomena from individual
agents’ actions (see especially chapter 5). With up to 50 agents, it furthermore falls within
the typical — and indeed upper — range of network sizes common in this field.

1.4 Objective and Structure of the Thesis

Building on the RGS as a bridge between large-scale sociophysical simulations and cognitively
rich models of individual reasoning, the overarching goal of this thesis is to push generative
social science toward the upper-right region of the interdisciplinary landscape shown in Fig-
ure 1.2: models that simultaneously allow for comparatively large populations of interacting
agents and cognitively rich descriptions of individual behavior at the same time. In particular,
we show that an information-theoretic and Bayesian framework can provide a principled and
computationally feasible way to achieve this.

To that end, several studies were conducted that gradually improve and apply the Rep-
utation Game Simulation in dilerent regimes. Chapter 2, directly continuing on previous
works [100, 106], focuses on cognitive mechanisms at the micro level, specifically learning the
significance of credibility signs, analyzing the individual reasoning processes of agents and
their learning dynamics in small-scale interaction settings. Chapters 3 and 4 then address
the question of scalability. Here we demonstrate that the cognitively grounded agents in the
RGS can be embedded in larger populations and still produce realistic collective phenomena
purely through their interactions. Finally, chapter 5 presents an application of the framework
to a more complex social scenario, investigating how network structures and strategic com-
munication — particularly deceptive and manipulative behavior — a[edt collective dynamics.

The conclusion in chapter 6 places these results in the broader context of generative
social science. It evaluates to what extent the presented work contributes to the thesis’ goal
(moving the field toward a combination of cognitive richness and larger-scale simulations
within a Bayesian fashion), while also addressing the limitations of the current framework
and identifying directions for future improvements and extensions.



16

Chapter 1.

Introduction




17

Chapter 2

Learned Insignificance of Credibility
Signs

Several of the initially mentioned problems in social communication (see Figure 1.1) arise
not only in large networks of interacting individuals, but already in small groups of as few
as 3 agents. As soon as communication is not fully honest, deception has to be considered
and trust relationships become important. Especially if one of the three agents deliberately
spreads misinformation, the calibration of trust and credibility gets challenged, potentially
ending in declining trust in reliable sources and greater trust in manipulative sources. In
this study, we aim to trace this particular mechanism — using the learned (in)significance of
credibility signs as a concrete example — in order to understand how such socially induced
cognitive biases arise and how to combat them.

The following chapter as well as the corresponding appendix A were published in Cognitive
Science with me as first author (see [107]). | contributed through the conceptual development
and implementation of the learned interpretation of credibility signs — specifically, how their
significance and meaning are inferred from data rather than defined statically — building on
an existing codebase from prior work [100, 106]. Closely related, | designed and executed
the numerical studies specifically needed in this chapter, as well as analyzed the results in
consultation wit Torsten EnBlin. The writing was done primarily by me, with substantial
contributions from Justin Sulik, who authored large parts of the introduction. The initial
idea for this project emerged from early discussions together with Justin Sulik and Torsten
Enflin. Torsten EnfRlin further supported the project as Pl through continuous feedback and
guidance on the technical side of Bayesian ABMs and Information Theory, as well as on
the overall research direction. Justin Sulik’s expertise in cognitive science was invaluable
for contextualizing the work within the field and identifying key points of interest. Sonja Utz
supported the project through continuous feedback and discussion, bringing valuable perspective
on communication and sharpening the scope of the work. All authors read, commented, and
approved the final manuscript. Minor wording adjustments were made to individual terms for
consistency within the rest of this thesis.

A large part of how people learn about their shared world is via social information. How-
ever, in complex modern information ecosystems, it can be challenging to identify de-
ception or filter out misinformation. This challenge is exacerbated by the existence of a



18 Chapter 2. Learned Insignificance of Credibility Signs

dual-learning problem whereby: (1) People draw inferences about the world, given new so-
cial information; and simultaneously (2), they draw inferences about how credible various
sources of information are, given social cues and previous knowledge. In this context, we
investigate how social influence and individual cognitive processing interact to explain how
one might lose the ability to reliably assess information. Crucially, we show how this hap-
pens even when individuals engage in rational belief updating and have access to objective
cues of deception.

Using an agent based model, the Reputation Game Simulation, we show that mere
misinformation is not the problem: The dual-learning problem can be solved successfully
with limited Bayesian reasoning, even in the presence of deceit. However, when certain
agents consistently engage in fully deceptive behavior, intentionally distorting information
to serve non-epistemic goals, this can lead nearby agents to unlearn or discount objective
cues of credibility. This is an emergent delusion-like state, wherein false beliefs resist
correction by true incoming information. Further, we show how such delusion-like states
can be rehabilitated when agents who had previously lost the ability to discern cues of
credibility are put into new, healthy — though not necessarily honest — environments.

Altogether, this suggests that correcting misinformation is not the optimal solution to
epistemically toxic environments. Though di Cculit, socially-induced cognitive biases can
be repaired in healthy environments, ones where cues of credibility can be re-learned in
the absence of non-epistemic communication motives.

2.1 Introduction

To learn about the world, we humans depend heavily on social information — information
gained from others, which we often accept on the basis of testimony — rather than evidence
which we gain through our own direct experience. It is challenging to build an accurate picture
of the world in this way because we inhabit a complex informational ecology: Individuals
encounter numerous sources of information, ranging from intimate social networks to vast
media platforms or from peers to experts.

These sources vary widely in their epistemic trustworthiness [15, 108]. For instance, with the
rise of the internet and especially social media, people are exposed to immense quantities
of information, including misinformation [34, 109]*. Belief in misinformation has partly been
explained by aspects of human psychology such as motivated reasoning, unreflective processing
or inattention [112-116]. However, individual psychology is only a partial explanation because
it initially seems hard to reconcile with the contradictory claims of widespread epistemic
vigilance [117].

A fuller picture requires that we situate individual cognitive processes in dynamic social
contexts [118]. In particular, anyone integrating social information into their understanding
of the world faces a dual learning problem: They must learn about the world using infor-
mation from social sources and must simultaneously learn how reliable each source is [44],
all while information spreads across — and is influenced by — social networks. Information
sources are often not independent, showing multiple paths of mutual influence and making
it especially challenging to evaluate the evidentiary value of information in interactive social
contexts [7, 45-47]. The consequences of doing this poorly can be catastrophic at both indi-
vidual and group levels, as when misinformation and mistrust lead to individual rejection of

INonetheless, misinformation is not just a modern problem [110] and it is important not to overstate the
prevalence of misinformation online [111].
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scientific consensus about climate change and vaccine safety, or to ill-advised social policies
and inadequate societal responses to global challenges.

In this context, one puzzle is to understand how individuals form beliefs that persistently
conflict with evidence that is both readily available and objectively useful. For instance, even
though the evidence for climate change is ample, with multiple kinds of evidence aligning to
support consensus climate models, many individuals reject that evidence outright. The same
individuals are also likely to distrust scientific sources [119-121]. The problem is that, if an
individual’s beliefs about a source’s trustworthiness become divorced from objective cues of
the credibility of that source’s claims [45, 48], then that individual could get stuck in a belief
state thoroughly at odds with reality. We describe this as a delusion-like state because —
although we are explicitly not addressing a clinical phenomenon, but rather a phenomenon
in the general population — delusions are ‘fixed beliefs that are not amenable to change in
light of conflicting evidence’ [122]. Even in non-clinical populations, proneness to delusion-like
beliefs is associated with increased belief in fake news [49] and cognitive biases implicated in
delusion-like beliefs are associated with rejection of evidence-based medicine [123, 124].

We aim to understand the causes of delusion-like states in systems of interacting simulated
agents, and in particular cases where individuals learn to discount otherwise valuable evidence.
We further aim to identify potential rehabilitations once an agent is in such a state, pointing
to potential solutions to the problem.

2.1.1 Social vs Cognitive Explanations

Whereas previous explanations of similar phenomena are typically grounded either in social
contexts or in individual cognition, we are searching for explanations in the interaction be-
tween social and cognitive domains. This approach is motivated by the likelihood of feedback
loops between the social environment and individuals’ information processing strategies, and
it builds on a tradition of using physics models of complex dynamic systems to understand
social relationships (socio-physics, or generative social science), here by investigating emer-
gent cognitive biases from interactions with other agents.

Given the flexible and error-prone nature of social learning [44, 125-127] and given path
dependence in evolving cultural systems [128, 129], some explanations of socially learned
false beliefs focus on the social contexts themselves. E [cieht spread of social information can
cause even rational agents to converge prematurely on local optima [130, 131] or boosting error
rates [132]. Over time, social influence can lead agents to form echo chambers where di [erknt
clusters of rational agents nonetheless hold incompatible beliefs [52]. Further, the epistemic
performance of a particular (boundedly) rational strategy is contingent on the distribution of
strategies across the group [133] including on emerging network structures [44]. Finally, social
communication channels typically involve message compression (e.g., when claims are trans-
mitted without supporting reasons [134]), so truthful claims may fail to spread throughout a
network.

A second thread of research focuses on cognitive traits of individuals. Susceptibility to
anti-empirical beliefs is associated with individual di [erknces in preferences for certain kinds of
explanations [135-138], reduced or biased data gathering strategies [139-142], or in tendencies
to engage in low-e [adt processing [143, 144]. However, individual cognitive traits need not be
irrational for a group to form conflicting beliefs. For instance, rational agents can disagree
strongly about empirical matters if they start with dilerknt priors or dilerent models of
the data-generating process [145-147]. Such approaches thus include a causal pathway from
individual cognitive traits to emerging group phenomena, meaning that group-level outcomes
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can be explained by individuals’ behavior.

Our approach here also considers the reverse: a causal pathway from social influence to

emergent cognitive states. Work on collective decision making has shown that social infor-
mation, such as information about the decision-making strategies or status of others, can
reinforce or amplify individual cognitive biases [148-150], leading to suboptimal individual
and group decisions. In a similar vein, we allow in our model for a feedback loop between
social information and individual cognition, such that we expect to see self-amplifying biases
contributing to delusion-like states.
To study this interplay between the individual and group level we will look at small groups of
just 3 agents. This allows us to observe the e [edts of both individual cognitive traits (as they
are still strong and important enough) and the mutual influence of the agents on each other
(which is already observable in a 3-agent system), while we focus on how individuals learn (or
fail to learn) about social signals of credibility. E [edts of group opinion formation that come
on top in larger networks are out of scope of this work and will be part of future research.

2.1.2 Learning to Discount Cues of Credibility

Our approach here builds on a socio-physics model, the Reputation Game Simulation [100],
wherein agents send and receive messages. The messages consist of information about each
others’ honesty (their ‘reputation’). Thus, agent a might communicate to agent b about how
honest agent c is, in which case a is b’s source of some social information. Crucially, the
messages may be accompanied by an objective cue of the source’s honesty. This evidential
cue, which we label a ‘blush’ for ease of reference, sometimes appears when an agent lies but
never when it tells the truth. The frequency of this cue is a fixed parameter of the simulation.

In the original Reputation Game, all agents knew the frequency with which any lie would

be accompanied by a blush. In the current study, the agents have to learn that frequency.
Thus, agents now face the aforementioned dual-learning problem of trying to understand the
world (here: how honest all agents are) while simultaneously learning cues to the reliability
of social information about that world (how often lies are cued by blushes). This speaks to
the problem we identified above because an agent may learn to discount the evidential value
of the blush cue when the source is observed to be blushing if the learner has a strong-enough
prior that the source is honest.
We previously described the situation wherein an agent’s beliefs about a source’s honesty
become divorced from cues to the evidential value of that source’s information as a delusion-
like state. In particular, this has parallels to the Bias Against Disconfirmatory Evidence
(BADE), a bias implicated in the maintenance of delusions and delusion-like beliefs [151—
154], wherein people are prone to disregard new evidence that conflicts with their previously
held (false) beliefs. However, whereas the previous literature treats BADE as a (presumably
stable) trait of individuals and focuses on mismatches between new information and prior
beliefs observed in clinical contexts (common among people diagnosed with schizophrenia), our
model examines a learned bias and incorporates an explicit cue of evidential value (the blush
signal) that accompanies new information. For clarity, we thus refer to ‘Learned Insignificance
of Credibility Signs’ (LICS) rather than BADE.

The LICS is thus a suitable candidate phenomenon given our aim to explain emergent
delusion-like states, whereby individuals could get stuck — whether temporarily or permanently
— in belief states at odds with reality as a result of a dynamic interaction between individual
cognition and social contexts. Further, this counts as a causal pathway from social context
to individual cognition because such an agent would have learned to discount a cue that has
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objective evidential value due — in part, at least — to social information.

2.1.3 Rehabilitating Biased Individuals

Rehabilitating those with anti-empirical beliefs can be challenging. For instance, if someone
has a high prior belief that scientists are lying, then informing them that there is a high
degree of consensus about climate change among scientists may provoke a backlash, actually
decreasing belief in climate change rather than the intended outcome of increasing it [147].

This is one reason we investigate the dynamic interaction between individual cognition
and social context, because rehabilitation may have as much to do with changing the social
context as it does with changing someone’s beliefs. Sociological evidence shows that placing
someone who is sceptical of climate change in a new social context (e.g., when they leave the
family environment and go away to college) may help them learn to recalibrate their cues of
trustworthiness and thereby come to believe in climate change [155]. Thus, we examine two
types of simulation runs:

1. Learning runs: agents with di[erent parameter settings (see formal specifications be-
low) send and receive messages sometimes accompanied by blush cues as they simulta-
neously try to learn about each others’ reputations for honesty and about the evidential
value of the blush clues; and

2.  Rehabilitation runs: agents who lost the ability to discern the evidential value of
blushes during a learning run are placed in a healthier social environment (defined below)
to see when and how they recover the ability to discern others’ honesty in light of the
blush cues.

2.2 Model

The Reputation Game Simulation (RGS) is an agent-based communication model. In each
simulation run, a group of agents (here: 3 agents) repeatedly communicate with each other
about their mutual reputations for honesty. Each agent thereby has its own, intrinsic honesty,
which is the probability of that agent telling the truth in any given conversation. The esti-
mation of one agent a about the intrinsic honesty of another agent b is agent b’s reputation in
the eyes of a. At the same time, this reputation is the agents’ only conversation topic: They
talk (honestly or not) about how honest they believe someone else or themselves to be?.

In doing so, the main goal of the agents is to appear as honest as possible in the others’ eyes.
While one way of achieving this is to actually be honest, a second way — often associated
with more power — is deception. As a consequence, the agents simultaneously face a second
goal in order to handle the potentially false information they receive: They need to estimate

2\We have deliberately designed the model so that honesty is the only topic of conversation and no other
external topic is introduced to keep it as simple as possible. However, one can argue that the system’s dynamics
should not change much even if we introduced such an external topic: From the model’s perspective, one can
understand such an extra topic as an additional agent that the others are talking about, but that does not
contribute to the conversations itself. One can think of letting this agent give some hints (e.g. via blushing in
the model’s current setup) throughout the simulation to introduce some data about this topic, or giving the
others prior knowledge that they want to convince the others of. In any case, this scenario describes the limit
of an agent in the current model setup that does not influence the others’ opinions actively. We thus argue
that the e [edts we observe would be very similar whether or not such an external topic is introduced
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the others’ true, intrinsic honesties accurately to judge the credibilities of their respective
statements in the first place.

For both goals, it is crucial that agents learn as much as possible from all the data that is
available to them. This data mostly consists of the reputational messages their conversation
partners send to them. An additional kind of data is the evidential cue: Whenever an agent
lies, there is a 10% risk that the lie will be accidentally revealed by “blushing”. This is
analogous to any situational or non-verbal sign that humans might give when lying (including
di Lerknces in body language, facial expression, tonality, wording, style, etc.), but ultimately it
is just a second information signal sent (if at all) in parallel with the reputational message. An
agent will never blush while telling the truth, however. This way, a blushing cue (in theory)
should be a clear and unambiguous sign of a lie and should help the agents orient themselves.
Nevertheless, it is crucial for the agents to understand and interpret those conversations and
additional hints correctly in order to master both simultaneous goals.

Belief representation In order to understand how the agents exchange information, we
have to introduce their internal belief representation. Most of the dynamics the agents have
to deal with in the RGS are random events, each with two possible outcomes at a time:
someone lies or says the truth; someone blushes or does not. Note, however, the intrinsic
honesty of an agent is indeed a number out of the continuous interval [0;1]. Similarly, also
the communicated messages about someone’s honesty are continuous, as will be explained
later. Moreover, the way a receiving agent interprets a message is usually anywhere between
surely honest and surely dishonest, but still there are only two possibilities (honest or not) to
which the agent has to assign probabilities. Similarly, also for blushing or no-blushing there
are only these two possibilities at a time, irregardless of how the receiver interprets them.
When reasoning about such two-outcome-events, the beta distribution is a natural way to
describe agents’ evolving knowledge about the frequency f with which one or the other event
occurs. Thus we model the agents’ beliefs and uncertainties about the value of a frequency f
as

. . f@ f)
= + 1 -+ = . .
P(fjl) = Beta(fj 1, 1) B +1 +1) (2.1)
where B is the beta function and I = ( ; ) is the knowledge that an agent has about the

frequency f. It is determined by the two parameters and , which can be understood as the
number of times a specific event occurred or did not occur, respectively. For example, when
considering agent a’s representation of agent b’s honesty, and can be seen as the number
of honest and dishonest statements that agent a has observed (or rather, inferred) from agent
b in the past. From this distribution one can also calculate the mean and the variance of a
belief state, i.e. the agents’ current best guess T and their uncertainty around it. These are
given by

= +1
T= + +2 (22)
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Figure 2.1 illustrates the evolution of such a learning process with increasing amounts of
information.
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Figure 2.1: Examplary evolution of a belief state about a frequency f modeled as a beta
distribution. The true frequency of an event happening in the underlying random experiment
is T = 0:8 (dashed line). By drawing more samples, i.e. performing the random experiment
more often, one gathers more and more data and thus better estimations of the true frequency.
The black line shows an uninformed belief state where no sample has been drawn yet. The green
curves show an exemplary evolution of a belief state that becomes more and more informed
with the number of drawn samples (here 5, 20, 50, 75 and 100), indicated by an increasing
intensity of the line.

Conversations Conversations in the RGS follow a simple schema. First, some agent (the
conversation initiator) randomly chooses a conversation partner (one of the other agents) and
a conversation topic (the honesty of any agent, including itself or its conversation partner).
Then, both conversation partners express their opinions on the chosen topic including their
uncertainty. Each agent communicates honestly or lies based on its individual intrinsic honesty
frequency. Thus, an agent with intrinsic honesty of 0:9 will have a 90% probability of telling
the truth in a given conversation.

In case of an honest statement, the speaker simply transmits its current belief state in the form
of the tuple ( ; ) that specifies the full beta distribution that assigns every possible honesty
value a probability. In case of a dishonest statement, they still communicate a full distribution
given by the tuple ( ; ), which is, however, no longer their true belief but can be any other
values for both parameters. Thus, there are multiple options how to choose them. Following
the main goal of appearing as honest as possible, as introduced above, we can deduce two
subgoals that guide the agents when designing their lies: they want to appear convincing and
to influence others in a way that increases their reputation. In order to meet both criteria,
a lying agent starts constructing the message around its estimation of the receiver’s current
belief on the topic using their Theory of Mind® (in order to sound convincing) and then shifts

3In the Theory of Mind (ToM) the agents keep track of others’ opinions. They do so by evaluating the
others’ statements throughout the simulation not only in order to update their own knowledge, but also to
learn what others currently think, also considering that these statements could only be believed to a certain
degree. l.e., whenever they hear an (at least to a certain degree) honest message, this will be integrated into
their ToM as the speaker’s current belief on a topic, while previous beliefs fade out. For example: when Alice
(a) talked to Bob (b) about Carol (c), Bob updates his estimate on what Alice believes about Carol, lpac,
according to 1, = y3J + (1 Y3)lpac, Where J is the just communicated message and y; the credibility
that Bob assigns the message. How Yy is calculated is explained in more detail in A.1.2. Thus, in case Bob
is absolutely sure that the message was honest (y; = 1), he can update his ToM about Alice fully as she
apparently communicated her true belief. In case of a sure lie (y; = 0) Bob can not learn anything from the
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that belief, i.e. the mean of the distribution, either to the positive (increasing by a certain
value ) or to the negative (increasing by a certain value )* (in order to take influence).
To determine the direction of this shift (positive or negative), we introduced an additional
variable, friendship. Agents can either be friends or enemies (or neutral at the beginning of
the simulation) and the lie direction depends on the current friendship status between the
speaking agent and the topic, which may change during the simulation. Friends and enemies
in the RGS are defined as agents who used to speak more positively/negatively about oneself
than the average in past conversations. Thus, lies about friends (and themselves) are biased
positively in order to increase their reputation in the eyes of others, while lies about enemies
are biased negatively to decrease their reputation. Note: the friendship status between agents
only influences the message construction but not the message comprehension. For the latter
the agents would need to keep track not only of their own, but also of others’ friendships,
which is currently not implemented.

Example: What happens if two agents Alice and Carol talk about a third one, Bob. Let
us assume, Alice currently thinks that Bob has made 17 honest statements and 4 dishonest
ones, e.g. is rather honest. At the same time, Carol might have a worse picture of Bob,
namely 20 dishonest statements and only 5 honest ones. Now, Alice talks to Carol about
Bob. In case Alice communicates honestly, the message would simply be ( = 17; = 4),
her true opinion. In case she lies, we have to additionally consider her friendship status with
Bob. Let us assume she considers him a friend and wants to make a favorable statement.
Since Carol’s current belief about Bob is very bad, and assuming that Alice is roughly aware
of this - say Alice believes Carol’s opinion about Bob is ( =5; = 18) - Alice has to adapt
the message such that it appears reasonable for Carol. Thus, the communicated message
would be ( =5+ 2; = 18), i.e., Alice’s current best guess on Carol’s opinion, modified
by = 2 positive statements in order to increase Bob’s reputation. Note that this means
agents may lie even worse about themselves than they actually are, (while “lying positively”
about themselves) in case their current reputation in the eyes of the receiver (or rather their
estimation thereof) is very low.

Additionally, as mentioned above, agents run the risk of accidentally revealing their lie by
blushing whenever they lie. This happens with a fixed probability of 10%, i.e. on average
with every tenth lie.

message as it had nothing to do with Alice’s true belief and his ToM is not updated. All unclear cases in
between are interpolated linearly [100]. Note: This estimation of others’ beliefs usually works better when
estimating honest agents’ beliefs than dishonest ones’ as more honest agents (assuming that they are also
perceived as honest) reveal more of their true beliefs than dishonest agents do.

4 The amount by which either of the parameters is increased is governed by two considerations: it should
be large enough to have an eledt on the receiver’s opinion and at the same time be small enough to go
undetected as a lie - still appearing plausible in the eyes of the receiver. The optimal value for this trade-o 1]
depends on the current “social atmosphere” the agents find themselves in, or how surprising the messages are
in general at the moment. For instance, if messages are typically very chaotic and spreading a lot, a lie can be
larger without being noticed. If, however, the agents pretty much agree and opinions are settled, lies must be
smaller. Each agent i measures this atmosphere by a parameter i, which is the median of the surprise values
(given by the Kullback-Leibler Divergence (D) [102]) of the last 10 received messages. Assuming that the
normalized surprise of an honest message Sy follows a simple exponential distribution P(Sjjh) = exp( Sj),
which the agents want to imitate with their lies, they choose the lie size  such that the receiver’s surprise
meets a typical surprise value Sy drawn from this distribution: Dk (Lie( )jlapc) = afcautionSs. Here, the
lying agent a has to replace the receiver’s perception of the atmosphere | with its own, which is very similar
in most cases, though, and we introduced the factor fcaution = 0:3 as it turned out that the lies would be to
risky otherwise and work better if they are smaller [100]. In short, the size of lies depends on the current
social atmosphere and is stochastically drawn to imitate the typical surprise of an honest statement.
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Agent strategies The above process describes how so called ordinary agents communi-
cate in the RGS, where the choices of conversation partner and topic happen randomly and
where lies are positive when about themselves and about their friends, but negative when
about enemies. The same holds for deceptive agents, whose only di[erknce is that their
honesty is set to 0% (but who are otherwise like ordinary agents, thus lacking a specialized
communication strategy). Additionally, there are three special strategies, shown to introduce
interesting dynamics in a previous work [100]. All special strategies have an intrinsic honesty
of 0 (which is why we might refer to all of them as “deceptive” in the following work, as op-
posed to the “deceptive strategy” that explicitly refers to the just introduced deceptive agent)
and they use more sophisticated policies in order to boost their own reputations. Specifically
they do so by strategically choosing conversation partners and topics whenever they can, i.e.
whenever initializing a conversation. Manipulative agents preferentially talk to agents they
believe to be dishonest. Thus, the probability of choosing an agent as conversation partner is
proportional to 1  Xgp, Where Xg, is the mean of the manipulative agent a’s current opinion
of how honest the potential conversation partner b is. Further, when choosing the topic of
conversation, they always choose their conversation partner. Whenever manipulative agents
then talk about their conversation partners, they flatter, or lie positively. Given the afore-
mentioned link between friendship and reputational messages, this means that manipulative
agents befriend their conversation partners e [edtively and in turn encourage them to lie pos-
itively about themselves in any later conversation to others. Dominant agents, in contrast,
prefer to talk to honest agents. Thus, the probability of choosing an agent as conversation
partner is proportional to X, where Xy, is the mean of the dominant agent a’s current opin-
ion of how honest the potential conversation partner b is. Further, they like to talk about
themselves, but as learning about the other agents is also important, dominant agents do not
always choose themselves as topic but only in half of the cases. In the other half, the topic
is chosen randomly, same as an ordinary agent would do. In every conversation where the
dominant agent is the topic, it lies positively, boasting its own honesty. If their conversation
partners believe those lies, they will further distribute that message as their own, true belief
in further conversations. Finally, destructive agents do not try to increase their reputation
in any way, but instead decrease the reputations of their enemies. Thus, destructive agents
also preferentially talk to honest agents (same as for dominant agents), but always choose one
of their enemies as conversation topics in order to badmouth them, thus lying negatively. To
compensate for not promoting themselves, destructive agents never blush when lying, which
helps them to lie without being detected. We will later use one of these special agents among
two ordinary agents to study the e [edts of their conversation strategies on the social dynamics
in the 3-agent system.

Learning After both conversation partners have communicated their messages about the
same topic, they have to interpret the received information and draw conclusions as best they
can. In the easiest case, the agents would just observe whether their conversation partner
has lied or not, and thus update their beliefs based on the number of honest and dishonest
statements that agent makes. An example of such an evolution when the observed agent is
honest in 80% of the cases is shown in Figure 2.1, where the more data the agents gather, the
steeper and stronger their opinions grow. In general, however, it is not a priori clear whether
or not the speaker lied, so the receiver typically has to consider both options, usually weighted
with di [erent probabilities. Furthermore, as the topic of conversation could be the reputation
of any agent (not just the conversation partners), agents will often have to simultaneously
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update their beliefs about the honesty of their conversation partner and about some third
agent based on the same message.

Both updates would thus usually result in superpositions of possible belief states, which

rapidly becomes very complex after a few rounds of conversations. To deal with that com-
plexity, and also to mimic the imperfection of human memory and the shortcuts it uses
[19, 75, 156], agents compress that complex belief state back into a single beta distribution
for each other agent separately. This set of one-dimensional beta distribution parameters is
then memorized by the agents after every update, instead of the complex, mathematically
correct multi-dimensional belief state that would capture the entanglements of the agent’s
honesties, with reference to each other.
By minimizing the amount of information that is lost during this step, we ensure that the
agents still extract as much information as possible from the available data®. The omission of
such entanglement between the knowledge on the di [erknt aspects has been shown to lead to
various kinds of confirmation biases [157]. This was already discussed in the initial publication
on the RGS [100].

Learning cues to credibility A final, crucial aspect of belief updating is how agents should
judge the credibility of the received messages in the first place: How do they know to what
degree they should believe the speaker and trust the message’s content? The agents use two
measures for this decision: The overall honesty they currently assign to the speaker, and the
ratio between how likely the observed data is given a dishonest statement compared to an
honest statement. The exact formula how both measures are combined is given in the ap-
pendix A.1.2. Let’s focus on the latter likelihood ratio, though, as the observed data includes
the blush cue, which is crucial for the LICS as we go on to show.

For this likelihood ratio, agents use three® criteria (how they are combined is shown in the ap-
pendix, equation A.4): how surprising the received message was; whether or not the speaker
made a confession; and whether or not the speaker blushed. Surprise, measured by the
Kullback-Leibler Divergence between the incoming message and the receiver’s previous knowl-
edge, is used to make the agents skeptical if the messages deviates too much from their current
world-view. The higher the surprise of a received message, the less likely it is to be perceived
as honest (see footnote 4). This prevents the agents from believing arbitrarily large lies that
would have huge impacts, thus forcing the liars to keep their lies realistic (and small). Con-
fessions are used, on the other hand, to detect situations in which the speaker should be
definitely believed: Whenever a speaker talks about itself communicating a worse opinion
than what the receiver already believes, this statement should be believed. If it were a lie,
the speaker would have tried to communicate a better image of itself. Even if the statement
indeed was a lie and the speaker just misjudged the receiver’s opinion, it is still reasonable
to update according to the message as it lowers the liar’s reputation. On the third criteria

5As the Kullback-Leibler Divergence (KL) measures the amout of information needed to update from one
to another probability distribution [102], the agents minimize the KL, i.e. the amount of lost information
when updating from the correct posterior to the simplified version.

5This holds for ordinary agents. Special agents use a fourth criterion, called expectation matching: they
compare the message with their current estimation of the speaker’s true belief and what the speaker typically
lies to them. Depending on how close the message is to either of the two reference points, the message’s
credibility continually in-/decreases. The agents keep track of what the speaker typically says when lying
to them, using same update algorithm as for the ToM (see footnote 3) but for dishonest statements. For
mathematical details, see footnote 2 in the appendix or [100]. However, this criterion turned out to have only
little impact on the simulation results and is thus not of further importance here. We still retain it in order
to have comparable results to previous work [100, 106, 158].
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— whether not not the speaker blushed — we want to focus on in a bit more detail: As we
(from an outside perspective) know, the probability of blushing for a dishonest statement is
fbj-n = 10% and the probability of blushing for an honest statement is fy;, = 0% we can
conclude that, whenever the speaker blushed, this statement was a lie. On the other side,
if the speaker did not blush, we can not directly infer the honesty of this message, but it
is a hint towards a higher credibility. More generally, we can formulate a ratio between the
likelihoods of observing a blushing sign in dishonest compared to honest statements

P(blushjzh) fbj:h_
P(blushjh) — fujp ’

R(blush) = (2.4)

which should ideally be R(blush) = 0:1=0 = A.. Thus, if agents inherently knew the cor-
rect blushing frequency, they would always correctly infer that any message with a blush
is a lie. However, in the dual-learning problem characterising these simulations, agents do
not know this frequency. Rather, they must simultaneously learn it and all agents’ honesty
levels by observing co-occurrences of blushing and reputational messages, which both involve
uncertainty’.

Naturally, this method does not lead to perfect knowledge, but perfection is also not
necessary in order to draw the right conclusions. Since (apart from being not the only criterion
for lie detection) only the ratio fy,;.n=fy;, (equation 2.4) is used in the agents’ belief updating,
it is su [cieht if the two estimated frequencies are di [erent enough to produce a reasonably
large ratio. Though not infinite, it will often be high enough for agents to associate blushing
signs with dishonest statements in the vast majority of cases. If, however, the estimated
blushing frequencies become too similar, R(blush) becomes close to 1 and the agents would
e [edtively ignore any observed blushing signs in their belief updating. In other words, they
would come to think that blushing is equally likely in dishonest and in honest statements,
and would consequentially not assign it any evidential value. This state, which emerges from
agents’ experiences, is what we call a Learned Insignificance of Credibility Signs (LICS) bias.
To be precise, we consider a LICS not only the exact equality of both frequencies but allow
for an interval of 20%, defining LICS to be cases where 1:1fy, > 0:9fy.,,. This already
reduces the evidential value of a blush cue in the agents’ belief updating significantly. A more
detailed explanation of how agents assessed the credibility of received messages and of their
corresponding belief updating, including about blush cues, is given in Appendix A.1 and a
first analysis of the agents’ learning success can be found in the supplementary material. The
code supporting this study is openly accessible at [159].

2.3 Results

The results are divided into two kinds of simulation runs, described in the introduction. First
(82.3.1), we concentrate on learning runs: how agents learn about blush cues and under which
circumstances a LICS emerges. The second (82.3.2) focuses on rehabilitation runs, wherein
we place agents that developed a LICS during learning in new social contexts, examining
whether it is possible to escape from a LICS and which consequences this has for the agents’
worldviews.

"Even if agents are certain about whether they themselves have lied or told the truth, their self-knowledge
is just one source of information about the meaning of blushes. False assessments of the other agents can thus
prevent them from learning perfectly from their self-observations wherein blushes only occur with lies.
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2.3.1 Learning Runs: The Emergence of a LICS
Observations

We examine agents’ learning of blushing frequencies fy,;., and fy,;,. First, to establish that
agents are in principle able to learn the correct frequencies, we use a setup with three or-
dinary agents, comparing the basic case wherein agents inherently know the exact frequen-
cies (fyj-n = 0:1, fjn = 0) with the more complex dual-learning problem that motivates
the present study, wherein agents must infer those frequencies while simultaneously learning
about others’ intrinsic honesty. Although ordinary agents do not use special deception strate-
gies, they can still vary in intrinsic honesty. For this proof-of-concept, the simulations include
three ordinary agents with intrinsic honesties of 97% (black), 80% (cyan) and 14% (red)2.
Thus, over half of the messages (64%) in the system will be honest on average, and the other
36% will be lies. Figure 2.2 provides two illustrative single runs where the agents are either
informed about the exact blushing frequency (top) or have to infer it (bottom); Figure 2.3
shows the overall pattern across 1000 runs of each type.
In both illustrative single runs, agent black’s honesty was eventually correctly estimated
by the other agents, as was agent red’s honesty (Figure 2.2a, ¢). Agent cyan was slightly
underestimated, but the assessments were still reasonably accurate, suggesting that agents
succeeded well at this aspect of the dual-learning problem. Agents also managed the additional
task of inferring the blushing frequencies (Figure 2.2b, d), where the learnt frequencies are
close to the known ones (as mentioned, given the role of the likelihood ratio in belief updating,
the exact value of the blushing frequencies matters less than their distinctiveness, which is
clearly visible in Figure 2.2). Despite being faced with a substantial proportion of lies, we can
see that it is in principle possible for agents to learn the correct frequencies.
Both illustrative runs were typical of these proof-of-concept simulations more generally. Figure
2.3 shows summaries from 1000 simulations for the honesty estimates in the basic task (a) and
the dual-learning task (b). As the reputation dynamics are strikingly similar, we conclude
that the agents are generally able to infer the blushing frequencies well, or at least well enough
to form the same opinions as before despite the complexity of the dual-learning task.
Although agents generally succeeded at the task, we also observed individual runs where
they failed, where either chance or external circumstances lead to wrong estimations of the
blushing frequencies. Two such runs in which the agents (partially) failed in the dual-learning
task are shown in Figure 2.4.
In the upper panels we see three ordinary agents (the exact same setup as in Figure 2.2
but with a dilerknt random seed). In Figure 2.4a we observe that agent cyan’s and red’s
honesties were estimated accurately, whereas agent black was severely underestimated by
both other agents. Despite its intrinsic honesty of 97%, its reputation ends up around 40%.
Such dynamics have been seen in previous works already, referring to it as the RGS-version
of the Cassandra Syndrome [100].
For the same case, agent black’s estimation of the two blushing frequencies was almost equal
near the beginning of the simulation (yellow highlighted area, Figure 2.4b). We classify this
as a LICS as 1:1fy, > 0:9f,;.,. However, since agent black’s opinions of both cyan and red

8The specific values do not matter and are drawn randomly, though for our core example, we aimed for a
setup with two mostly honest agents and one mostly dishonest agent in order to investigate the e [edt of one
malicious agent on a typically cooperative (in our case, “honest”) society. Following research on the evolution
of stable communication [160, 161], the assumption of such a generally cooperative or honest society seems
reasonable. The eledt of dilerent honesty values is discussed below in section 2.3.1 and even more in the
supplementary material in the section “Special Strategies in Less Honest Environments”.
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Figure 2.2: Comparison of reputation dynamics where the agents either know the exact
blushing frequencies (a, b or top) or have to learn them (c, d or bottom), showing both the
evolution of agents’ mutual reputations (a, ¢ or left) and estimates of blushing frequencies
(b, d or right). The reputations show the average honesty of an agent as perceived by others,
while the thin lines show the agents’ intrinsic honesties (i.e. the ground truth) in the agents’
respective colors. For blush frequencies, dashed lines indicate the evolution of fy;.;, and solid
lines the evolution of fy,;,. The color of the lines represents the color of the agent whose
estimate it is. In (b), the agents know the exact values, such that there is no evolution and
the perceived blushing frequencies are constantly at the correct value. In (d), however, we see
the agents’ learning progress over time and that their perception converges towards values not
far from the ground truths at f,;.;, = 10% and fi,j, = 0% (thin black lines).

were still fairly accurate, agent black was soon able to recover from its LICS all by itself.
This spontaneous recovery from a LICS is very common in simulations with three ordinary
agents, but the dynamics change as soon as we introduce special strategies which were always
deceptive, and which had additional non-epistemic motives.

One case where the emergence of a LICS is particularly clear is when the group includes
a dominant agent. The lower panels of Figure 2.4 show an illustrative simulation run with
a dominant agent red among two ordinary agents cyan and black. From previous works
([100]), we know that a dominant agent often causes a chaotic phase at the beginning of the
simulation, from which it frequently emerges as very highly reputed (as soon as an RGS-
version of narcissistic supply sets in). This pattern can also be observed here in Figure
2.4c, before time-step 1000. The opinion dynamics then usually freeze and the delusion-like
state of both other agents persists, with red remaining highly reputed for the rest of the
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Figure 2.3: Statistics of reputation dynamics. The lines (color code as hefore) show the
average evolution of mutual reputations over 1000 simulations with varying random seeds. (a)
Results from the basic setup where the exact blushing frequencies were given to the agents. (b)
Results from the dual-learning task, where the blushing frequencies have to be inferred from
the agents’ experiences throughout the simulation. Agent red’s and cyan’s reputation match
their honesty in both types of simulations, while agent black’s reputation is on average lower
than its honesty deserves, again consistent in both simulations.

simulation (from time-step 1000 onward). Moreover, we see that red and cyan’s perceptions
of agent black’s reputation was destroyed during the chaotic phase and finally froze at a very
low value. This is often the case and relates directly to the dominant strategy: As agent red
mainly focuses its propaganda on the most honest agent, i.e. black, the latter usually develops
a positive opinion about red first. As soon as black communicates that to agent cyan, it is
typically regarded as a liar as agent cyan still has a bad opinion on agent red. Only after some
time agent cyan is convinced of agent red’s high honesty, but agent black’s low reputation is
already settled at this point. In the end, agent red has a high reputation, while agent black is
perceived as liar, first by cyan and later also by red. Consequentially, agent cyan ends up with
a completely inverted worldview: is believes red to be very honest and black to be a liar. At
the same time, cyan observed red blushing regularly, while the apparent lies from black were
never accompanied by blushes. Thus, cyan learned to assign very little evidential value to
blush cues: Cyan’s fy;., and fy, evolve to become very similar, constituting a LICS (yellow
highlighted area in Figure 2.4d). Thus, by the end of the run, cyan has learned a bias against
disconfirmatory evidence in that it completely discounts objectively reliable signals that its
beliefs are false. We probe the more general socio-cognitive causes of this delusion-like state
in the next subsection.

Figure 2.5 summarizes the number of times a LICS emerged across 1000 simulations with
4500 time-steps each, where agents blue and cyan were always ordinary and agent red had
either an ordinary, deceptive or a special strategy. The temporary LICS case for three ordinary
agents (cf. Figure 2.4a,b) turns out to be rare overall, but an honesty of 0 and the use of
a special strategy caused an emergent LICS phenomenon in a substantial minority of runs.
We see that the transition from a mostly dishonest agent (14%) to a completely dishonest
agent (0%) makes a clear di[erknce. As we will see later in section 2.3.1, this can not only be
related to the higher amount of misinformation in the system, but is mainly caused by the
absence of confessions and the inability of ordinary agents to guess the deceptive agent’s true
beliefs, which elevates the latter to a more powerful position when it comes to influencing the
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Figure 2.4: Exemplary simulations to demonstrate the emergence of a LICS. The color
code is the same as in Figure 2.2. The top panels illustrate a simulation run with three
ordinary agents, showing (a) the reputation dynamics; and (b) the corresponding dynamics of
the blushing frequencies. In this run, agent black gets confused w.r.t the blushing frequencies at
the beginning of the simulation (approx. times 200-600, yellow highlighted area in (b)). Here,
black’s perceived blushing frequencies become very close, indicating a LICS during this time
interval. The bottom panels illustrate a similar run, but with agent red playing the dominant
strategy, again showing (c) reputation dynamics, where the reputations of agents red and black
are wildly misestimated by the others; and (d) blushing frequencies, where agent cyan develops
a LICS around time 2200 (yellow highlighted area in (d)), from which it does not recover
during the rest of the simulation.

ordinaries’ beliefs [158]. We should note that this is exactly the reason why all other special
strategies were designed to be fully deceptive in the first place. As the deceptive agent does
not use any specific communication strategy and targets both ordinary agents equally, it is
also not surprising that the fraction of both ordinary agents falling for a LICS in the presence
of a deceptive agent is pretty balanced. This is not the case for the other special strategies.
Both the pure frequency of LICS and the asymmetry between the two ordinary agents is
highest when agent red was manipulative: The manipulative strategy turned out to reliably
establish an incorrect perception of others agents’ worldviews, consistent with previous work
even without the dual-learning problem [100]. As the manipulative agent mainly targets the
less-honest agent cyan, converting it into a friend that lies positively about red, agent cyan
itself is not a[edted that much (opinion-wise). However, agent black feels the consequence of
having both other agents praising red whenever there is the opportunity, which often makes
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agent black believe their propaganda. Together with the frequent blushes black receives from
red, its confusion is predictable with the logical consequence that it will more likely fall for a
LICS. In contrast, the dominant strategy follows a high-risk/high-gain approach. It causes a
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Figure 2.5: Statistics of the emerged LICSs for di [erknt strategies played by agent red. For
1000 simulations with di Lerent random seeds the percentage of simulations where at least one
of the agents developed a LICS is shown. The distribution of the frequencies among the three
agents is shown in their respective colors. The x-axis indicates the strategy played by agent
red, while agents cyan and black are always ordinary agents. Note that in some simulations
more than one agent develops a LICS (striped areas).

chaotic phase (cf. Figure 2.4c) in about half of all simulations, later freezing in with a specific
set of opinions [100]. These can include a very high reputation of the dominant agent if the
ordinary agents happen to believe its self-propaganda (as in this example run). However, if the
ordinary agents detect the deception, there is also the chance for the dominant agent to fail
completely. Consequently, the risk of falling for a LICS in the presence of a dominant agent
is generally reduced compared to the very reliable manipulative strategy. It is especially
lower for agent black, who is usually not that strongly aledted by the dominant agent’s
propaganda compared to the less-honest agent cyan, as seen in the example above. Although,
the frequency of a LICS under a dominant agent is not significantly higher than under a
deceptive agent, the reason for LICS is quite di[erknt as just explained. The two scenarios
of either succeeding or failing are also well visible in the distribution of perceived blushing
likelihood ratios shown in the supplementary material. The destructive agent is the least
e [edtive strategy in terms of gaining high reputation as it does not even try to manipulate
the others in such a direction, but instead focuses on bad-mouthing enemies. Accordingly,
the frequency of emergent LICS in the presence of a destructive agent is even smaller than
for a dominant agent. Moreover, we see that the destructive agent sulers from LICS quite
often itself, which lowers its ability to interpret and judge the others, making it even harder
to influence them in any direction. This is caused by the fact that destructive agents do
not blush when lying, and consequentially lack the reliable information from self-perception
that other agents have as part of their data on blushing. What was previously intended to
compensate for the non-self-promoting communication strategy seems to be an even larger
disadvantage in this dual-learning problem. Still we see an asymmetry between the e [edts on
ordinary agents black and cyan, which is caused by the fact that the destructive agent red
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badmouths its enemies, usually agent black (as agent cyan is more often able to befriend red
given its more frequent lies). Thus, agent black is usually less reputed than it should be, while
at the same time agent red is usually a lot higher reputed than it deserves, which leads agent
cyan to disregard the evidential value of red’s frequent blushes and black’s rare blushes.

As one might have deduced from these examples already, there are many possible causes and
circumstances that can lead to a LICS. The connections are complex and vary depending
on the specific communication strategies. Nevertheless, there are two essential quantities to
which all of this can be traced back: the reputations the agents assign to each other and their
informednesses about the environment. The following subsection explores these dynamics in
more detail while investigating the general causes and e [edts of the LICS in the RGS.

Causes & E [edts

As established above, a LICS emerges in the RGS when agents learn to discount the evidential
value of the blush cue, ultimately meaning that they display a bias against disconfirming
evidence such that objective cues of falsehood do not perturb their previously held beliefs.
It seems driven by both the low honesty and the use of special communication strategies
by agent red, which is unsurprising as both enable agent red to e[edtively manipulate the
others’ opinions and convince them of its own high reputation. In reality, red agent’s honesty
is 0, meaning it blushes approximately every tenth statement, which conflicts with its goal
of appearing honest. However, if agent red manages to convince the ordinary agents that
blushing signs do not have any evidential value for their lie detection, it becomes much simpler
for agent red to achieve and maintain a high reputation.

This implies that two quantities should be especially related to the occurrence of a LICS:
the reputation of agent red (which should be higher whenever the other agents su Ler from
a LICS) and the other agents’ informedness®. As informedness is an index of how accurate
their representation of the world is, it should be lower when they suLerd from a LICS. We see
these expected patterns, both for red’s reputation and for other agents’ informedness, in the
simulation outcomes (Figure 2.6).

Starting with agent red’s reputation, Figure 2.6a shows that the higher an ordinary agent’s
estimation of agent red’s honesty, the higher that agent’s chance is of su Lering from LICS. The
causal direction of this e [edt, however, is less clear. A high reputation generally brings more
influence on others’ opinions as reputation in the RGS is equal to credibility. This makes the
lies of deceptive agents more powerful and others will incorporate the lies’ content into their
knowledge. As those lies typically are in favor of the deceptive agents, their high reputation
gets further amplified. Not only is this a self-reinforcing e [edt, but also one that causes mis-
interpretation of blush cues in the ordinary agents’ minds. As soon as deceptive agents are
highly reputed in others’ minds, the latter will downgrade the evidential value of blush cues
coming from the deceptive agents, leading to a LICS. At the same time, an already existing
LICS causes ordinary agents to misclassify the deceptive agents’ blushing signs, which, in
turn, increases (or at least, avoids decreasing) the reputation of the deceptive agent. Thus, a
downward spiral emerges with highly reputed deceptive agents and misled ordinary agents.
Agents’ informedness is closely intertwined with this downward spiral: By definition, perceiv-
ing a deceptive agent as having a high reputation already means one is misinformed. This
pattern, too, is obvious in the simulation outcomes (Figure 2.6b). Informednesses was lower

®We define the informedness of an agent i as the aligpgnent of all agents’ true honesties xx with agent i’s
estimation of them, Xix. Thus, agent i’s informedness is | (Xik 0:5) (xx 0:5), where the sum covers over
all agents k in the simulation.
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Figure 2.6: The influence of a LICS on reputation and informedness. (a) The average
reputation of agent red that is held by the agent sulering from a LICS (orange) or the same
agent at the same time in a di Lerent simulation where it did not su Ledfrom a LICS (gray). (b)
The average informedness of ordinary agents while su [ering/not su [ering from a LICS. Filled
bars indicate the informedness w.r.t. to all agents, i.e. the informedness about the deceptive
agent, themselves and the other ordinary agent, while non-filled bars show the informedness
about ordinary agents only, i.e. about themselves and the other ordinary agent. In both panels
a comparison between the di Lerknt strategies used by agent red is shown. Note: The average
is not only taken over times where a LICS was present, but also including the preceeding 500
timesteps in order to account for e Lecks that usher in a LICS state.

under the influence of a LICS compared to cases where an ordinary agent correctly estimated
the blushing frequencies.

Figure 2.6b shows how ordinary agents have lower informedness about all ordinary agents
(including themselves'®) when the agent su[ers from a LICS. This implies that a LICS not
only distorts the a[edted ordinary agent’s view of the deceptive source, but also their percep-
tion of the rest of their environment. Again, we can observe a similarly self-reinforcing e [edt
as before: Being poorly informed (especially about a deceptive agent, but also about the rest
of the system) leads to wrong judgements of the received messages and thus misclassifica-
tions of blushing signs, yielding an emergent LICS. Conversely, a LICS hinders the su Lering
agents from correctly judging the meaning of blushing signs, leading to worse lie-detection
and thereby worse inferences about reputational messages, increasing misinformedness.

Both spirals thus go hand in hand and are schematically illustrated Figure 2.8a. This
suggests a major dilerence between previous simulations without the possibility of a LICS
(when agents inherently knew the blushing frequency) and the new setup (where they face a
dual-learning problem): A new mechanism in the dual-learning case allows deceptive agents
to stabilize their high reputations more e Lciehtly. The eledts of this is shown in Figure
2.8b, which compares the frequency of top-reputed special agents with and without the dual-
learning problem. 3 out of 4 special strategies (deceptive, manipulative and dominant) achieve
top reputations of 90% or higher more often when agents have to infer the blushing frequencies
compared to when they know the exact values. A LICS (including also weaker confusions of

10 Agents do not know their own intrinsic honesty but have to learn it from their experiences throughout the
simulation. In general this works well as they can observe themselves making honest/dishonest statements
and can count, but they might as well be influenced by others’ statements about themselves that potentially
lead to wrong self-images.
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blushing frequencies prior to the emergence of full-blown LICS) helps deceptive agents to
achieve very high reputations and to stabilize them. The only exception is the destructive
agent: It seems that the new additional task of inferring blushing frequencies did not help —
and indeed, may have prevented — destructive agents from achieving top reputations. This is
because the destructive agent is the only one that sulerk from a LICS itself in a significant
number of times (see Figure 2.5), which hinders the destructive agent’s ability to assess and
influence reputation accurately, including its own.

A deeper investigation of this hypothesis, including emerging correlations of the discussed

parameters, is provided in the supplementary material, along with a discussion of how decep-
tive agents achieve high reputations in the first place.
All in all, the additional task of inferring blushing frequencies in the dual-learning version
of the RGS boosts the likelihood of developing a LICS, simultaneously making it harder for
ordinary agents to develop a correct worldview once they have fallen for deceptive strategies
and making the deceptive strategies more e [edtive.

Influence of Honesty on LICS

One might argue now, that this simulation setup - three agents being 14% (0%), 80% and
97% honest - is a very specific choice. We thus want to investigate the influence of the
agents’ intrinsic honesty values on the emergence of LICS in general. For this, we use a
setup with three ordinary agents with uniformly distributed honesties. After drawing those
honesties, we sort the agents by color, where agent red still is the least honest agent in each
simulation (thus implying an average honesty of 25%), agent cyan is in the middle (with
an average honesty of 50%) and agent black is the most honest agent (75% on average).
Again running 1000 simulations with varying random seeds, we can observe how the amount
of misinformation influences the agents’ ability to correctly calibrate the blushing likelihood
ratio R(blush) (equation 2.4). In Figure 2.7 we see a clear correlation between the honesty
an agent is exposed to (i.e., the average honesty of the other two surrounding agents) and its
estimated likelihood ratio. Thus, being in an honest environment helps the agents estimating
the significance of blushing signs. At the same time, we see that even in very dishonest
environments (those with less than 20% honest statements), the agents usually estimate the
ratio to be between 2 and 7, which already yields a significant bias in their reasoning towards
a lower message credibility when accompanied by a blushing sign. Nevertheless, the risk of
falling for a LICS (at least temporarily) is still a lot higher when an agent’s environment is
less honest, especially if the focal agent itself is very dishonest, too. For honest agents, the
estimated blushing frequency is usually a bit higher (4-8) even in those extremely dishonest
environments.

When relating this to the observation above in Figure 2.5 that agent red’s transition from
14% honesty to 0% honesty causes a large dilerence in the frequency of emergent LICS, we
can now be sure that this is not only due to the amount of misinformation in the system as
a whole. For agents black and cyan this switch from ordinary agent red to deceptive yields a
di Lerknce in exposed honesty from 55:5% to 48:5% or 47% to 40%, respectively, which does
not change too much in the statistics of estimated blushing likelihood ratios (Figure 2.7).
Rather, the main diLerknce is the concentration of the full dishonesty in a single agent that
neither makes any confessions nor reveals anything else of its true worldview, as discussed
above.
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Figure 2.7: Correlation between the honesty an agent is exposed to and the time-average of
its estimation of the blushing likelihood ratio in 1000 simulations with three ordinary agents
and uniformly distributed intrinsic honesty values. The exposed honesty is the average honesty
of all other agents in the system (except for the agent’s own intrinsic honesty, which is shown
by color). Furthermore the threshold of LICS at 11=9  1:22 is shown. Note, though, that the
dots are time-averages, i.e. some agents did suLerd from LICS temporarily in the simulation,
although the dot is not below the threshold. All simulations, where agents su [Lered from LICS
for at least one timestep are highlighted by an orange circle around the dot, mostly located at
low blushing likelihood averages.

2.3.2 Rehabilitation Runs: Unlearning a LICS

Finally, in hopes of a solution to the problem of emergent LICS (and the knock-on social
problems outlined in the introduction), we aim to explore how compromised agents might
recover from a LICS. Especially in the vicinity of a special agent, this can be di [cult, as
Figure 2.4d demonstrates. There, agent cyan developed a LICS under the influence of the
dominant agent red. The LICS was stable over the second half of the simulation. As agent
cyan’s LICS strengthened with each further blushing sign it received from agent red that it
classified incorrectly, a spontaneous recovery without external assistance seems unlikely.

Instead we investigate the possibility of removing such an agent from the toxic social envi-
ronment in which the LICS was developed, seeing whether it can recover from its persistent
devaluation of cues to credibility in some other environment. For this we use the following
simulation setup: We take agent cyan with its complete internal state (beliefs about repu-
tations and about blushing frequencies at the end of the simulation shown in Figure 2.4c,d)
and insert it in a new environment with new ordinary agents green and yellow. Though
they lack special communication strategies, these new agents do not have to be completely
honest!!, so we assign the new agents random intrinsic honesties between 0 and 1, resulting
in agent cyan being exposed to an average honesty of 0:5 (or 50%). This setup resembles
a system at an imaginary vertical line at 0:5 in Figure 2.7, showing that we do not rely on
especially honest environments where developing a LICS is fairly impossible (right third), but
use a mid-honesty-regime. Note that the average honesty in the system is also very close to

ndeed, any remedy that required a completely honest society would be useless. Moreover, the presence
of lies is essential to learn to classify blushing signals correctly, because otherwise there would be no evidence
at all to allow any interpretation of blushing signals.
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Figure 2.8: (a) Schematic representation of the mechanism that enables deceptive agents
to stabilize their high reputation. As soon as a deceptive agent is very well reputed by other
agents, the latter are less informed by definition. Once such a state is established, a self-
amplifying e [eck maintains it: The deceptive agent’s lies will be believed more frequently as
the others already have a positively biased estimate of its honesty. At the same time, ordinary
agents still observe many blushing signs from the deceptive agent, which leads the ordinaries
to wrongly infer that that blushing can occur with honest statements, reducing its evidential
value as a cue of lying. In other words, they learned the insignificance of blushing as a
credibility sign. Furthermore, this LICS hinders the ordinary agents from correctly judging
the next received statements, resulting in an even lower informedness. Especially w.r.t. the
deceptive agents, whose blushing signs have now even less significance to the ordinary agents,
their LICS olerk the best opportunity to continue successfully sowing lies in its own favor.
(b) Comparison of reputation statistics on a logarithmic scale between simulations where the
agents have to infer the blushing frequencies from their experiences and simulations where the
exact blushing frequencies are known to the agents. We focus here on top reputations, i.e. show
the frequencies with which the special agents (see individual strategies on the x-axis) achieve
reputations of 90% or higher. Note that the ordinary agent here has an intrinsic honesty of
14% while all others are fully deceptive (have an intrinsic honesty of 0%).

the value it previously had, when agent cyan developed the LICS under the influence of the
dominant agent red. Previously, agent cyan was exposed to (0% + 97%)=2 = 48:5% honest
statements, which is close to the 50% in the rehabilitation runs. The two main di[erknces
between the learning and rehabilitation runs are thus: a) the distribution of dishonesty across
both ordinary agents green and yellow (instead of having one fully deceptive and one very
honest agent); and b) the absence of a dominant communication strategy.

With this setup, we ran 20 simulations with di [erknt random seeds. Figure 2.9a provides
an illustrative example of reputation dynamics in one such simulation run'?, while Figure
2.9b provides a summary of estimated blushing frequencies across multiple such runs.

The reputation dynamics in Figure 2.9a show a typical pattern wherein the honesty frequencies
of all agents are ultimately perceived reasonably, although in this run agent cyan’s honesty was

2\\/e do not show the summary of reputation dynamics across multiple simulation runs for this rehabilitation
scenario. As the honesty of agents yellow and green is randomly distributed over simulations, they would both
reach a value close to 0:5 on average, and so would their reputation. The corresponding graph would therefore
not be instructive.
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overestimated and yellow’s underestimated by both other agents. Such a scenario is common
among ordinary agents and can be understood as healthy. In Figure 2.9b, we can observe
healthy rehabilitation dynamics with respect to the agents’ perceived blushing frequencies.
Agent green’s and yellow’s perception of both frequencies are consistently distinct (as usual
for ordinary agents in non-deceptive environments), and agent cyan’s perception recovers from
its previous LICS state (where both frequencies were equal at timestep 0). We see that the
LICS does not vanish immediately in the new environment (persisting briefly in the yellow
highlighted area), though it improves steadily. At the end of these rehabilitation simulation
runs, agent cyan’s perceived blushing frequencies are readily distinguishable once more: the
LICS has been cured.

Taking into account also the findings from section 2.3.1, that the ability to learn the correct
blushing likelihood ratio only slowly decreases with the growing amount of misinformation
in the system from 50% onwards (left half of Figure 2.7), we can conclude that the recovery
e [edt can be expected to be quite stable in even less-honest environments (although becoming
increasingly unreliable and risky). However, the absence of a 0%-honest agent (and instead
the presence of two semi-honest agents) is crucial, as we saw earlier that the pure deceptiveness
of an agent substantially increases the surrounding agents’ risk of falling for a LICS (Figure
2.5). Further, the removal of a dominant communication strategy might also help for the
recovery, but is probably not the main driver.

At this point, one might wonder whether an agent su Lering from LICS might also be reha-

bilitated without changing environments. We therefore compare two scenarios: The baseline
(unrehabilitated) scenario is a direct continuation of the simulation in Figure 2.4c,d beyond
timestep 4500, without any intervention, except that we re-run the continuation 20 times to
observe its typical further evolution where the previous simulation ended. The results of this
baseline continuation can be seen in Figure 2.10a,b.
Figure 2.10c,d also show a continuation of agent cyan in its original toxic environment, except
that it now has a dilerknt internal state after timestep 4500. Here, its continued evolution
after timestep 4500 is not a direct continuation from the previous run, but rather represents
its reinsertion back into this environment after its rehabilitation during the simulation rep-
resented by Figure 2.9. Agent cyan’s internal parameters instantly jump at timestep 4500 in
this visualization as we aligned the continuation timesteps with those of the baseline (i.e. left
out the interposed rehabilitation run).

Comparing both scenarios yields two main observations. First, contrasting perceived
blushing frequencies, we see that rehabilitation simulations indeed led to a stable distinctive-
ness in agent cyan’s perceived frequencies once reinserted into its original toxic environment
(2.10d), whereas in the baseline simulations agent cyan remains stuck in a LICS for the en-
tire continuation period (2.10b). Although agent cyan’s blushing frequencies are now more
stable than at timesteps < 4500, there is still a tendency for the two frequencies to converge,
meaning the lies of agent red are undetectable by cyan, and can still influence its worldview.
Second, despite this di Lerknce in perceived blushing frequencies, the reputation dynamics are
very similar with or without rehabilitation (2.10a,c). Although agent cyan starts to doubt
the high reputation of agent red a little earlier, and also improves its low estimation of agent
black, these di[erences are not substantial enough to think that it now has a well-calibrated
estimate of others’ honesties.

Overall, then, although a LICS can indeed be cured if the aledted individual comes into
a new, healthy environment and is no longer under toxic influence, renewed contact with
the latter is pernicious, and the aledted individual falls back into old patterns in terms of
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perceived honesty, if not perceived cues of credibility.
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Figure 2.9: Evolution of agent cyan in a new environment, consisting of two ordinary agents
yellow and green. (a) lllustrative simulation of all agents’ mutual reputations; (b) Average
evolution of the agents’ perceived blushing frequencies across 20 simulations with varying ran-
dom seeds. Agents yellow and green also have di [erknt intrinsic honesties in each simulation
to demonstrate that the recovery of perceived blushing frequencies does not rely on the sur-
rounding agents’ honesties.

2.4 Discussion

In this simulation study, we investigated the dual-learning problem whereby individuals in
social networks must evaluate information given by some sources and, at the same time, es-
tablish those sources’ credibility. We explored the risk of individuals in such a system falling
into delusion-like states, developing emergent cognitive biases as the result of social influence.
In particular, we focused on the emergence of a LICS (Learned Insignificance of Credibility
Signs) bias.

With only a few modifications to our previous agent-based model, the Reputation Game Sim-
ulation, we examined such scenarios and their underlying dynamics. We showed that agents
were able to successfully deal with the dual-learning problem, typically performing as well at
forming an accurate picture of the world (here, estimating others’ honesty) as agents who a
priori knew the evidential value of credibility cues (i.e., that blushing signs accompanied a
certain proportion of lies).

Intriguingly, agents succeeded even in environments where the majority of all communication
consisted of lies. This shifts the focus away from misinformation itself (including questions
about its prevalence or how to correct it, which occupy so much of the literature). Instead,
our results highlight how the problem lies in the interaction between social contexts and in-
dividual information processing, given uncertainty both about the world and about cues to
credibility. Since the agents in this simulation are rational (albeit imperfect) reasoners, it
is especially worth noting that even under such idealized conditions, agents fail to learn the
evidential value of blushing signs.

In our model, delusion-like states emerged as a persistent and prevalent issue only when agents
had to learn cues to credibility in the presence of fully deceptive, malicious agents partly also
using specialized communication strategies analogous to flattery, boasting, or bad-mouthing
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Figure 2.10: The simulation from Figure 2.4c,d that resulted in a LICS, is continued here for
additional 7500 timesteps. These plots show the average evolution across 20 continuation runs
for (a,c or left) reputation dynamics and (b, d or right) agents’ perceived blushing frequencies.
(a,b or top) show the baseline simulation, where the continuation starts at exactly the state the
original simulation ended; (c, d or bottom) show the subsequent development of a rehabilitated
agent cyan. Cyan was removed from this environment for recovery (i.e., put into a new,
healthy environment, cf. Figure 2.9), and then reintroduced into this toxic environment. The
continuation thus starts with a di Lerent internal state of agent cyan, namely its state after the
rehabilitation simulation. This explains the sudden change of its estimated blushing frequencies
at time 4500.

others. While the specific e [edts of each strategy varied, we observed that manipulative
agents, exhibiting Machiavellian-like tactics, and dominant agents, displaying traits akin to
narcissism, played a key role in shaping group dynamics. Some deceptive strategies increased
the likelihood of other agents developing a persistent LICS bias directly, while others did
so indirectly by altering trust relationships within the network. Given that deception, flat-
tery, and reputation manipulation are commonly observed in political and competitive social
environments, our findings may o [ed insights into how strategic misinformation can shape
collective belief formation.

Further, we demonstrated that agents in a delusion-like state were reliably able to recover
when placed in a new, healthy environment. This environment could still contain a substantial
amount of dishonesty (and thus does not call for completely unrealistic settings), as long as
it lacked the full deceptiveness of a single malicious agent. The recovery — better-calibrated
estimates of the evidential value of credibility signs — was strong enough to persist even when
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agents were reintroduced into their old social milieu. However, as estimates of others’ honesty
involve the interaction of prior knowledge and credibility cues, rehabilitation of the latter was
not enough for agents to update their previously mistaken estimates of the former.

While it is important to keep in mind that all results from this simulation resulted from
an highly idealized and simplified social system, this demonstrates the value of the presented
insights at the same time: In a very controlled setup, we were able to identify a set of features
that led individuals to fail in learning reliable signals of credibility, causing them to rationally
disregard valuable information.

2.4.1 Limitations and Future Research

Our simulation represents a highly simplified social system: there are only three agents and
they communicate solely about each others’ honesty. Also, only one of them uses a mali-
cious strategy at a time, which is perhaps unlikely if people realistically use mixed strategies.
Further, real-world interactions involve larger and more complex networks where individuals
discuss multiple topics across dilerknt contexts and in dilerknt social environments. More
realistic malicious strategies might be more versatile and flexible, according to current social
contexts. An ideal next step to validate these simplifications would be to apply the model to a
real-world case study. However, we are not aware of any dataset that tracks the development
of credibility judgments over time across diverse social environments, and experimentally plac-
ing individuals in new social contexts would be di Ccult. A more feasible approach would be
to conduct a behavioral experiment with a setup similar to our simulation, where real partici-
pants interact with pre-programmed agents to test whether human responses to manipulative
strategies align with our model’s predictions. Given these limitations, we understand our
work as proof of concept, or a “how-possibly” account in the sense of Cailin O’Connor [162],
illustrating a possible mechanism by which rational agents learn to ignore the evidential value
of credibility signs due to social influence. Furthermore, though this simple setup represents
a limitation for the applicability to real-life situations, one advantage is that it allows us to
examine certain behavioral patterns in isolation so that we can more clearly trace their mecha-
nisms of action, which is not possible in natural contexts experiments due to their complexity.
Still, in future research, extensions could incorporate larger agent networks, a broader range
of discussion topics or various (deceptive) strategies influencing each other in order to make
the model more realistic and more applicable to real-world scenarios. In Particular, the lim-
itation to 3-agent systems is a major design decision in the current work. While we assume
that LICS would also emerge in larger systems, the specific dynamics may not scale directly.
Several factors would likely influence the outcomes in more complex networks: (1) design
choices on the network structure could impact how LICS spreads and thus have to be taken
carefully, (2) the special strategies (more their technical implementations rather than their
general strategy) presented here may not be optimized for larger groups yet and adaptions
would have to be made and justified, (3) the overall e [edt might be weaker as agents have
access to a greater number of non-malicious contacts to recalibrate their reasoning, and (4)
LICS could potentially propagate among ordinary agents rather than being confined to direct
interactions with deceptive agents, which has not been addressed here at all. These consid-
erations suggest that studying LICS in larger networks requires a separate investigation to
assess how our findings generalize to more complex social environments. Nevertheless, these
considerations do not diminish the central argument presented here: that social influence can
cause agents to disregard reliable evidence of honesty.

Beyond these methodological considerations, our framework o Lers a mechanistic perspec-
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tive on how belief in misinformation — including susceptibility to conspiracy-like thinking —
can be shaped by social influences rather than merely by pre-existing individual cognitive
biases. This suggests that instead of focusing solely on the prevalence of misinformation or
cognitive predispositions, future research should examine how malicious actors, such as trolls
or bots [9, 13], exploit non-epistemic deception strategies to distort credibility judgments.
Current research on misinformation tends to emphasize identifying misleading content and
providing corrective interventions [163, 164], often targeting individuals rather than consid-
ering the broader social environments in which they learn credibility cues. However, as our
rehabilitation simulations demonstrated, merely recalibrating credibility cues was insu [cieht
to correct prior misjudgments about deceptive individuals. This suggests that a sole focus on
misinformation cues, without addressing the social structures that reinforce mistaken beliefs
or even the mistaken beliefs themselves, may be ine [edtive in the long term. Given the di (=1
culty of altering one’s social environment — especially in an era of constant digital connectivity
— systemic problems require systemic solutions.

Further research could explore strategies to prevent individuals from reverting to old bi-
ases when repeatedly exposed to manipulative social influences. Since studying such e [edts
empirically is challenging, validated agent-based models can help fill this gap. For instance,
large-scale fake news detection is feasible due to the visibility of prominent disinformation
sources, but identifying deception within smaller, private networks is far more complex. Our
findings suggest that even in minimal social systems, individuals can become systematically
misled, implying that small-scale personal networks may be just as consequential as large-scale
media ecosystems in shaping belief formation.

2.4.2 Conclusions

Agent-based models such as the Reputation Game Simulation, by taking into account both
the individual psychology of agents and their e [edts on group dynamics, can be a valuable tool
for addressing societal challenges around misinformation, including disbelief in information
with robust and objective empirical support such as scientific consensus. In particular, we
show how malicious communication substantially increases the emergence of LICS biases, and
how this is not simply a matter of widespread misinformation. These findings highlight the
importance of healthy social networks which need not be very honest, but should rather strive
to decouple signals of credibility from non-epistemic aspects of social influence, especially when
individuals are simultaneously uncertain about the world and about others’ trustworthiness.
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Chapter 3

Upscaling Reputation Communication
Simulations

The big next step towards the goal of this thesis is to scale up the Reputation Game Simulation
to larger networks of communicating agents. This chapter serves as methodological foundation
for future studies within such networks.

The following chapter was published in Physical Sciences Forum with me as first author (see
[104]) as part of the proceedings of the 41st International Workshop on Bayesian Inference
and Maximum Entropy Methods in Science and Engineering. The direction toward large-
scale multi-agent systems was driven primarily by me, building on substantial groundwork laid
in my prior Master’s thesis, in which | had already introduced the concepts of shyness and
friendship a [nitly for orientation in social networks, as well as accelerated the belief update
process to reduce simulation time — both extending a pre-existing code-base from earlier works
[100, 106] and informed by conceptual guidance and prospective planning by Torsten EnBlin,
Céline Beehm and Sonja Utz. The application of those principles to actually scale up the
simulation to 50 agents, however, was first done in this work. In consultation with Torsten
EnRlin, I was primarily responsible for the conceptual development of the simulation framework
and its full implementation to meet all remaining demands of this larger scale. The design of
specific numerical experiments, as well as the implementation, evaluation, and interpretation
of results were carried out by me in iterative feedback loops with Torsten Enflin, as was the
writing of the manuscript. Céline Beehm provided continuous feedback and contributed to
strategic decisions regarding the direction of the research throughout the project. Sonja Utz
brought expertise in large-group communication behavior, with particular reference to social
media contexts, which was essential to ground the model in empirically motivated assumptions.
All authors read, commented, and approved the final manuscript. Minor wording adjustments
were made to individual terms for consistency within the rest of this thesis.

Social communication is omnipresent and a fundamental basis of our daily lives. Especially
due to the increasing popularity of social media, communication flows are becoming more
complex, faster and more influential. It is therefore not surprising that in these highly
dynamic communication structures, strategies are also developed to spread certain opin-
ions, to deliberately steer discussions or to inject misinformation. The reputation game
is an agent-based simulation that uses information theoretical principles to model the ef-
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fect of such malicious behavior taking reputation dynamics as an example. So far, only
small groups of 3 to 5 agents have been studied, whereas now, we extend the reputation
game to larger groups of up to 50 agents, also including one-to-many conversations. In
this setup, the resulting group dynamics are examined, with particular emphasis on the
emerging network topology and the influence of agents’ personal characteristics thereon.
In the long term, the reputation game should thus help to determine relations between
the arising communication network structure, the used communication strategies and the
recipients’ behavior, allowing us to identify potentially harmful communication patterns,
e.g., in social media.

3.1 Introduction

These days, online communication platforms and social media are becoming increasingly pop-
ular in nearly everyone’s life. Never before has it been easier to obtain information or build up
a network to spread information as quickly and e [edtive as today. This is why also topics of
global significance such as political, economical, as well as social concerns are being discussed
online to a large extent by now. While this, on the one hand, is a big advantage in many
regards, it is also known to bring high risks on the other hand. More and more unhealthy
trends develop on social media platforms, including the rapid spreading of fake-news, emerg-
ing filter-bubbles, hate-speach, and many more. Sometimes, these e [edts are just a natural
consequence of the extremely dynamical and unmanageable structure of modern social media;
sometimes, discussions are also actively misguided and distorted by single users with personal
interests or fraudulently used social bots. Neither of the two scenarios should be tolerated
and techniques to counteract these trends are being developed with various approaches.

We, in particular, focus on the propagation of information throughout a network of com-
municating agents and the circumstances under which potentially deceptive information can
be placed e [edtively. Once the origins and causes of both intended and unintended harmful
communication pattern are understood, techniques to prevent them can be developed. To
this end, we set up the Reputation Game Simulation [100] on large scales in order to simulate
communication networks a little closer to social media.

3.2 Model

3.2.1 The Reputation Game Simulation

Most generally speaking, the Reputation Game Simulation models communications between
agents including their decision making and opinion formation processes. A set A of agents
n (so far, we have used n = 3 to n = 5 agents, whereas in this work n = 50) is thereby
interacting with each other in a predefined number of rounds, where one round consists of n
conversations, each initiated by one of the n agents, respectively. Within one conversation, the
initiator chooses a conversation partner, which can be every agent except for itself. Afterwards
the initiator also chooses a conversation topic, which can be the honesty of every other agent
including the initiator and their interlocutor themselves. Depending on the initiator’s intrinsic
honesty and a random variable, the communication will then be either honest, i.e., the speaker
transmits their true belief on the topic, or dishonest, i.e., the speaker communicates a lie in
order to shift the receiver’s opinion in a desired direction. In the reputation game, the agents
generally choose the direction of lies according to their friendship status with the topic. In



3.2. Model 45

the scope of this work, all agents lie positively about friends as well as about themselves
and negatively about their enemies, see also Table 3.1). After having communicated this
message, the receiver answers about the same topic, again either honestly or dishonestly
chosen randomly according to that agent’s honesty. Having done so, both agents judge the
credibility of the messages they just received and update their knowledge both on the speaker
and the topic accordingly. This way, the agents are able to form their opinions step by step,
always considering uncertainty and potential deceptions in their conclusions. The final goal
of all agents is thereby to find out each others’ true honesty, as well as to push their own
honesty in the eyes of the others—which we call their reputation—as highly as possible.

3.2.2 Extensions: Continuous Friendships and Personality Traits

To the basic principles of the reputation game described in Section 3.2.1, a few new concepts
are now introduced in order to be a little closer to reality and to prepare the setup for
larger groups. One is that friendships that have been absolute so far, i.e., either being total
friendship (f = 1) or total enmity (f = 0), can now take any value between 0 and 1. This
way, partial friendship becomes possible and di[erent strengths of friendships and enmities
are modeled. A complimentary message that an agent made towards another agent therefore
does not result in an absolute friendship anymore, but rather increases the friendship value
between the agents a bit. The value of  should thus be understood as the probability that
someone behaves like a friend in any conversation. This way, friendship can establish in a more
natural way also making uncertainty about someone’s friendship status possible. The second
newly introduced feature are personality traits such as friendship a [nify and shyness, which
are distributed randomly among the agents. Friendship a [nifly defines how much weight an
agent gives the friendship value when choosing a conversation partner, and shyness in turn
specifies the weight on the agents’ acquaintance, respectively (more details in Section 3.2.3).
This way, the size and structure of the agents’ connection network depends on their character
and varies for di[erent agents. As a result, we will observe in Section 3.3 how their di[erknt
character traits influence the network structures the agents find themselves in.

3.2.3 Application in Large Groups

As already mentioned in Section 3.1, the reputation game simulation’s long term goal is
to be applied to communication patterns in social media. In [100], we have already shown
that the reputation game is able to reproduce several socio-psychological e[edts that are
observable in real-life scenarios, such as echo chambers, self-deception, deception symbiosis,
group formation, or freezing of group opinions. However, in order to be able to apply it
usefully to social media, it certainly still requires more than three to five participating agents.
The main goal of this work is therefore to describe the required changes in the reputation
game setup, as well as to present the resulting e [edts.

Group Formation

First of all, the assumption that in principle the agents choose their conversation partners
completely randomly among all others can no longer be held up, because obviously that is not
the case on social media platforms or in any other large or even small community. Instead
only at the beginning the agents meet randomly, but as soon as they know each other a little
better, other criteria start to take e [edt. In the case of the reputation game, these are two:
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friendships and acquaintances. On the one hand, when initiating a conversation, an agent
tends to talk to their friends, where friends in the reputation game are defined as agents
who have spoken positively about the conversation initiator before. This is meant to be a
simple self-confirmation technique that is—of course in a much more complex way—also used
in people’s everyday lives and has been shown to be one reason why social media platforms
have become so popular [165]. On the other hand, agents also choose their conversation
partner according to their acquaintance, i.e., once a clique has formed, it is likely that the
conversation initiator will turn to a member of that group again. This is a natural process in
human network building as well, which automatically leads to group formation both in the
real world and the reputation game simulations. Of course, peoples’ individual tendency to
stick to their group or explore new contacts varies strongly from person to person, which is
also taken account for in the reputation game in form of the di [erkent agents’ personal shyness
values.

Technically, acquaintances among the agents are kept track of during the whole simulation
by each agent measuring their relation strengths to all others. This is conducted by any agent
i counting the number of conversations it has had to another agent j, rfj, as well as the
number of messages it got about agent j, r[}‘ Together with a weighting factor Q = 10 by
which we assume a conversation to be more important than a message about someone, the
overall acquaintance of agent i with agent j is given by

rij = rij + Qrjj: (3.1)

Following [100] a friendship of agent i to agent j is still measured by positive or negative
statements agent i has heard agent j saying about itself compared to the median of what i
has heard others saying about itself. However, as mentioned in Section 3.2.2, a single positive
or negative statement is no longer enough to establish a friendship or an enmity, but rather
the number of positive and negative statements an agent i has heard another agent j making
about itself is counted as jj and jj, respectively. The friendship of agent i towards agent j
will then develop over time and is defined as

fij = hfigetacrj ;j+1; 5+1) 3.2)
ij +1

ij + ij +2

in analogy to the agents’ internal reputation representation (see [100]).

The probability of the initiating agent a choosing agent b as a conversation partner is
further assumed to be proportional to rg‘gfa':ba, where S; and F, are agent a’s personal friend-
ship a [nifly and shyness as described in Section 3.2.2. In addition, the frequency of choosing
agent c as conversation topic is proportional to the initiator’s acquaintance to c, which ensures
that the speaker does not talk about an agent it has no knowledge of, but has at least had
some contact to it. This is the default behavior of agents in the reputation game, which we
therefore call ordinary agents. A summary of ordinary agents’ properties and decision making

strategies is given in Table 3.1.
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Table 3.1: Communication strategies for ordinary agents. Here, agent a is always consid-
ered the speaker, agent b the conversation partner and agent c¢ the topic. P (h) denotes the
probability of making an honest statement and P (bj - h) is the probability to blush when lying.
The deception strategy indicates in which direction the speaker a wants to manipulate the re-
ceiver’s opinion on the topic, a "' means that the speaker always lies positively when speaking
about itself, and / f,c means that the lie size and direction depend on the speaker’s friendship
towards the topic c. The agent’s receiver strategy defines which criteria are considered when
judging and interpreting a received message. For more detailed information see [100].

Agent a Friendship Shyness P(a ba ) P(a ¢ ba b) P(ha 1 b) P (b: h) Deception  Receiver
A [nily F, Sa / / = = Strategy Strategy
ordinary - 10%05 0% _10&05 007 (1 ypSaffa rSa Xa 01 a"; /faelse critical

One-to-Many Conversations

Another feature newly introduced to the reputation game is the possibility for agents to talk
to more than one other agent at a time. This clearly is a feature needed for the simulation
of social-media-like conversation patterns and as a side e [edt enlarges the typically emerging
group size in our simulation, especially preventing too many two-agent-groups. In half of
the conversations, an agent initiates; they will therefore address at least two other agents,
where the exact number of recipients is chosen randomly each time. However, the probability
decreases steeply with the number of recipients for very shy agents and less steeply for less
shy agents, leading to a typical audience size between 2 and 6, but also allowing for 20 or 30
recipients sometimes. Other than in one-to-one conversations the recipients in one-to-many
communications do not answer, again in analogy to the unidirectional influence social media
users have when sharing some information to many other users at once.

A Seemingly Infinite Network

When speaking about simulating large network sizes such as on social media platforms one
of course has to consider computational limits as well. In order to find a good trade-o[]
between computationally manageable simulation sizes and realistically large networks, we use
the measure of infinitely large appearing groups. This is obviously the case for any social
media platform, since, for every user, there is certainly at least one other user he or she has
never had any contact with before. Analogously, we aim for the same goal in the reputation
game simulations, while staying close to the boundary to avoid unnecessarily inflating the
computational cost of increasing group sizes. With the group size of 50 agents used in this
work, we achieved the infinity limits in approximately one third of the simulations. In another
third, there was one agent who is aware of all others, and in the last third, there are mainly
two, but at maximum, seven agents who had heard of all the others at least once. The
fluctuations are caused by the agents’ randomly distributed shyness values that influence
their outgoingness and might become small enough sometimes to allow for such extremely
well connected agents. Nevertheless, these are exceptions, for the vast majority of agents the
network appears infinite.



48 Chapter 3. Upscaling Reputation Communication Simulations

3.3 Results and Discussion

In the following, we present the results of 100 simulations consisting of 300 conversation rounds
each where only ordinary agents were involved. This way, we want to ensure statistically
meaningful results in an otherwise chaotic system such as the reputation game. Furthermore,
the focus on ordinary agents as conceptual basis is intended to lay a foundation for further,
more advanced simulations in the future.

3.3.1 Network Structure

First of all, since the large group size is the main novelty here, we have a look at the evolved
network structure. Within the 50 agents, there form several subgroups, where mainly two
di Lerknt types emerge. On the one hand, there are relatively isolated groups of a few agents
that have strong contact among each other, but do not communicate much with other agents
outside their group. On the other hand, there are also pairwise strong connections between
most agents in the form of a nearly fully connected network. For a more qualitative mea-
surements of the network topology we need to introduce two qualities frequently used to
characterize social networks. These are closeness centrality (CC), indicating how close the
typical connection between an agent and their neighbourhood is, and degree centrality (DC),
indicating to how many others an agent is connected to [166]. Closeness centrality and degree
centrality of an agent i are defined as

cei=-% (3.3)
j2Anfig
DCi = jfj 2 An figjrij > 1gj; (3.4)

respectively. Here, dj;j is the shortest path between agents i and j, where we choose the direct

path distance between the agents to be their reciprocal symmetric acquaintance
2Qr& +rm+pm 1 . . . o
M . One character trait of agents that influences their centrality is the agents’

personal shyness. As can be seen in Figure 3.1, especially the degree centrality strongly cor-
relates with an agent’s shyness, but also for the closeness centrality, one can observe a small
negative correlation, meaning that a shy agent has slightly less contact with their neighbours
in the network compared to a less shy agent. This is easily understandable, since first of
all the typical number of recipients for one-to-many conversations depends on the agents’
shynesses. Therefore, shy agents tend to talk to less agents who in turn also communicate
less with the agent at hand, which leads to less contacts in general as well as to less frequent
contact to specific agents. Secondly, a low shyness also increases the agent’s probability to
talk to somebody it does not know that well yet, which obviously helps to establish more
contacts, i.e., a higher degree centrality. Of course, with a low shyness this higher number
of contacts is then also easier to keep contact with due to the on average higher number
of conversation partners and the in turn higher probability to be spoken to by others. The
reason why closeness centrality only correlates a little with the agents’ shyness values is its
definition according to Equation refeq: CC. There the denominator is mainly dominated by
the large number of far away agents, because every agent (independent of their shyness) has
a large number of agents it only knows casually. The typical distance to the agents’ good
acquaintances, however, becomes a little lost due to this definition.
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In addition to the general tendencies, we can also compare the the average centrality
reached by all agents (blue lines) and by agent 0, the least honest one (red lines). Whereas
agent 0 typically reaches the same closeness centrality than others, i.e., their distances to
others in the network are average, it is on average connected to a higher number of agents
compared to more honest ones. This can be explained by the fact that in the reputation
game, being dishonest generally helps to establish friendships, as was already shown in [100].
This way, an above-average number of agents consider agent 0 a friend and consequently more
agents are likely to choose agent 0 as a conversation partner. In those conversations, agent
0 might in turn hear about new agents with whom they can later talk themself. Thereby,
agent 0 is able to make slightly more contacts than others only due to their lower honesty.
All those e [edts let us conclude that the newly introduced character trait shyness works as it
was supposed to, as well as that findings from the small reputation game setup still hold.
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Figure 3.1: The agents’ centrality as influenced by their personal shyness value. Left: close-
ness centrality, i.e., an agent’s typical distance to others. Right: degree centrality, i.e., the
number of contacts an agent had during the simulation. Red dots indicate the results of agent
0, the least honest one. The horizontal lines show the average centrality of all agents (blue)
and agent 0 (red).

3.3.2 Information Transmission

Besides the pure acquaintance network structure in an communication based reputation sys-
tem of course the transmission and evolution of knowledge is of central interest. Therefore, we
define two measures, which we call the informedness of an agent i and agreement between two
agents i and j regarding to their knowledge about all the agents’ honesties x. Both describe
the allignment of knowledge state vectors, either with the real truth that the agents do not
know during the simulation or with others’ knowledge states. When denoting an agent i’s
trust in agent k’s honesty as Xjx and agent k’s real honesty as Xy, informedness and agreement
are defined as

X
informedness j = Xik } Xk E (3.5)
k2A 2 2
< 1 _
agreement j; = Xik 5 Xijk 5 : (3.6)
K2A

In the two top panels in Figure 3.2, one can see that both an agent’s closeness centrality and
their degree centrality correlate with the agent’s informedness.
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Figure 3.2: Analysis of network properties with regards to transmitted information. Top:
Influence of an agent’s closeness centrality (left) and degree centrality (right) on their in-
formedness. Red dots indicate the results of the least honest agent 0 and the red line their on
average achieved informedness. Analogously the blue line indicates the average of all agents.
In green, the O-informedness level is shown, which can either mean no knowledge at all, or
correct knowledge about some agents and incorrect knowledge about some others that cancel
each other out. Bottom Left: The number of agents that an agent reached a certain humber of
conversations with until the end of the simulation. The blue line again indicates the average.
For example, on average an agent has had at least 1 conversation to about 24 other agents
and there is no pair of agents that reached more than 500 conversations. Bottom Right: The
agreement between a pair of agents as influenced by their number of conversations. Similarly
to the upper panels the averages of all agents and agent 0 are indicated by the blue and red
lines, respectively, and the 0-agreement level is shown in green, indicating that either both
agents have no knowledge at all, or they agree and disagree in equal parts.

However, degree centrality seems to be more important in order to be well informed, as it
enables agents to come in touch with more di [erknt opinions and therefore to better estimate
the real, unknown truth. When looking at the red dots, which indicate agent 0’s results, or at
the red line indicating the average, one can observe that agent 0 is typically better informed
as all the others (black dots or blue line). Since, in these simulations, the only dilerence
from agent 0 to others was their low honesty (all others were more honest), agent 0’s high
informedness compared to others’ probably is a result of agent 0 being bothered with less
lies than the others on average and at the same time having more chances to manipulate
the others. i.e., agent 0 had more honest information sources than others and therefore was
able to find out the truth better. Furthermore, by more easily maintaining friendships, agent
red’s informedness might also benefit from it having both more di [erent conversation partners
and an accordingly slightly higher number of conversations in total. In general, one can say,
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however, that the majority of agents at least partly found out the truth as their average (blue
line) is significantly higher than the 0-informedness line and the fraction of points lying above
the O-level is 72%. Theoretically, there is an upper bound for informedness where an agents
knows the exact truth about all the 50 agents, which would correspond to an informedness of
nh(x %)Zi = 4:16. However, since, due to the large group size, the agents are not supposed to
be informed about everyone else, this limit will not be reached. Rather, we can have a look at
typical group sizes as can be seen from the lower left panel in Figure 3.2. The blue line shows
the average number of agents that reached a certain number of conversations with another
agent until the end of a simulation. For example, one can see that on average agents crossed
the 100 communications line with approximately two to three other agents. Keeping this in
mind, the maximally reached informedness of around 2:0 mean means that those agents knew
the exact truth about approximately 24 other agents or accordingly less about more agents,
which is already half of the network.

Finally, we can also have a look at the lower right panel in Figure 3.2. Here, the agreement
between two agents as introduced in Equation (3.6) is depicted against the number of conver-
sations this pair of agents had with each other. Interestingly, only the very extremes of high
conversation numbers show a correlation with the agreement of the two agents, indicating
that the agents only influence each other significantly when they have intensive contact with
each other. When comparing the blue and red line, i.e., the average agreement agents reached
among all pairs and with agent 0, respectively, one finds that agent 0 agrees below average
well with others. This is probably due to the fact that agent 0, when talking to others, lies
in the vast majority of cases and thereby does not reveal anything of their true belief. This
way, agent 0’s belief state becomes less entangled with the others’ knowledge, which leads to
a worse agreement. This inside demonstrates how the information trading processes in the
reputation game run at three levels: First, the collection of information in conversations with
others, which is most e [cieht when talking to honest agents. Second, (not) disclosing own
information in order to create an advantage and third, misleading the others by deliberate
lies in order to extend the lead even further. In Figure 3.2, we have seen that the least hon-
est agent 0 acts on all three levels and manages to become the best informed agent without
sharing this knowledge with others. From an information-trading perspective, this behavior
already puts agent 0 in a strong position, which emerged in the simulation only from the
one property of dishonesty. Additionally, the lower left panel shows that only a fraction of
8% of pairs of agents (partly) disagree with each other, which is lower than the fraction that
disagrees with the actual truth (22%), and also the average agreement is higher than the av-
erage informedness (blue lines). This means that although the agents tend to find out a good
fraction the reality, they also build group opinions that do not represent reality but rather are
an artifact of echoing false information, even without any particularly manipulative agents
in the system, false information develops and settles in the agents’ minds, which clearly also
happens in real world scenarios and is known as the illusory truth e [edt [167].

3.4 Conclusions

In this work, we have shown that extending the reputation game simulation to a large group of
50 agents yields sensible results. We thereby focused on ordinary agents in order to see whether
or not the foundation for future, more advanced simulations works in the intended way. We
have demonstrated that the agents’ personal shyness values indeed have consequences on their
neighbourhood in terms of their local network topology. In addition, the emerging group sizes
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of typically 3-4 agents that know each other well in the sense of more than 100 conversations
is compared to the whole network size of 50 agents a reasonable group size. However, it would
need to be investigated whether 100 conversations are still enough to build solidified opinions
in this new, larger setup. Nevertheless, we could show that the agents manage to filter out
true information in this highly chaotic and lie-distorted extended system, indicating that
their reasoning and opinion formation processes still work. Furthermore we even reproduced
a widespread phenomenon when dealing with uncertain information, the illusory truth e [edt.
In order to understand the network’s dynamics more deeply, though, there will still be some
more tests required, for example regarding potentially existing information flows and resulting
reputation hierarchies.

Overall, however, the reputation game in its large-scale-setup seems to be on a good
way to provide the basis for more sophisticated simulations including social-media-inspired
behavioral patterns and the study of associated e [edts.
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Chapter 4

Information and Agreement in the
Reputation Game Simulation

In direct continuation of the previous one, this chapter provides a deeper understanding of
emerging network structures with 50 communicating agents, the opinion dynamics taking
place therein, as well as these processes’ interrelationships. In a way, it can still be viewed
as a methodological foundation for the concluding study in chapter 5, by providing a solid
baseline understanding of the network dynamics with (not necessarily honest) ordinary agents
before including malicious agents in the next chapter. At the same time, it already provides
substantial insights into the mechanisms of deception, the spread of misinformation, and the
associated group dynamics in large networks, for which deliberate manipulation is not even
necessary.

The following chapter was published in Entropy with me as first author (see [158]) as part
of the special issue MaxEnt 2022 — the 41st International Workshop on Bayesian Inference
and Maximum Entropy Methods in Science and Engineering. As a direct follow-up on the
preceding paper [104] presented in chapter 3, the individual authors’ contributions are the
same as stated there. Theoretical groundwork from my prior Master’s thesis — specifically,
some equations pointing into the direction of the here presented comparison of two memory
compression methods — informed the present work, though the central idea of comparing these
specific update mechanisms, as well as its full elaboration, was done here for the first time.
All authors read, commented, and approved the final manuscript. Minor wording adjustments
were made to individual terms for consistency within the rest of this thesis.

Modern communication habits are largely shaped by the extensive use of social media
and other online communication platforms. The enormous amount of available data and
speed with which new information arises, however, often su [ced to cause misunderstand-
ings, false conclusions, or otherwise disturbed opinion formation processes. To investigate
some of these e [edts we use an agent-based model on gossip and reputation dynamics with
50 agents, including Bayesian knowledge updates under bounded rationality and up to
the second-order theory of mind e [edts. Thereby, we observe the occurrence of reputation
boosts from fake images, as well as the advantage of hiding one’s opinion in order to become
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a strong information trader. In addition, the simulations show fundamentally dilerent
mechanisms for reaching high agreement with others and becoming well-informed. Addi-
tionally, we investigate the robustness of our results with respect to dilerent knowledge-
update mechanisms and argue why it makes sense to especially emphasize the margins
of distribution when judging a bounded quantity such as honesty in a reputation game
simulation.

4.1 Introduction

In recent years, the fraction of most people’s time spent on the internet has grown dramatically,
as the use of social media as communication and information networks has gained much
importance. To be connected in the way we are is one of the outstanding characteristics of
a modern lifestyle and strongly influences the dynamics of public opinions and values. As a
forward striving society, it is imprinted in human nature to use all our capabilities to adapt to
that modern, complex online world, both as private individuals and large economic players.
Digital media provide many advantages such as access to much more information than at any
time before or being able to address a huge number of people almost e Lantlessly. Nevertheless,
these advantages also conceal risks, which are becoming increasingly apparent. There might
be intentional deception in order to misguide specific discussions online, but even without any
deliberately deceitful actors, the pure complexity and unmanageableness of social media can
lead to undesired e [edts, such as filter bubbles, echo chambers, and many more.

Such eledts that arise without any kind of attention steering, deliberate spreading of
misinformation, or specific manipulation will be investigated in the following work. By simu-
lating communication dynamics only based on the assumption that agents do not necessarily
communicate truthfully all the time we will replicate phenomena that are known in real-life
sociology. We have already done so in previous works on reputation game simulations [100],
where several types of agents with di Lerent strategies were investigated. However, in this work
we will only focus on one kind of agent, called ordinary agents, but use significantly larger
system sizes of 50 agents. The main attention of this work thus is on emerging phenomena
that arise naturally in large social groups, without any deliberately disturbing characters.
For this, the reputation game simulation provides a good starting point because although the
simulation becomes more complex with the number of participating agents, we are still able
to track and understand every single decision the agents make. This detailed approach allows
us to understand social phenomena on the basis of all the agents’ individual experiences,
which in turn enables us to find causes for evolving social structures in the simulations on a
microscopic, individual level. In the same way, however, in some situations it might not be the
individuals who cause certain phenomena, but rather the whole social structure itself, which
is why we need the larger setup of 50 agents to investigate this as well. So far, most related
works on reputation dynamics only take care of either side. For example, often simplistic
update algorithms based on DeGroot learning [103] are used in order to model the opinion
formation process in the agents’ minds [168-171]. This, however, neglects the e [edts of uncer-
tainty both about the information source and the transmitted content and does not consider
the need for a theory of mind at all. Another common method is acceptance thresholds, where
agents either trust or distrust the information source completely depending on whether or not
the communicated information seems to be credible [172]. Although such models use highly
over-simplified mental models of each individual agent, they are able to perform simulations
with large system sizes, typically on the order of a few thousand agents. On the other hand,
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there are also works with more advanced mental models based on Bayesian logic and also
including a theory of mind [173-177]. They, however, typically only deal with small system
sizes of a few individuals and focus on those individuals’ perceptions and decisions. Only
the authors of [177] perform simulations with 50 agents, but again without a theory of mind.
Additionally, in order to handle the complexity of probabilistic mental models, all states are
typically discrete, which limits the number of possible world states and reduces computational
costs [173-177].

In comparison to these models, the reputation game aims to fill this gap between advanced
mental models for each individual agent and still capture large system sizes. Therefore, we
combine approximate Bayesian updates (fully Bayesian updates would not even be realistic,
since humans are not perfect Bayesian reasoners. On the contrary, humans are known to use
mental shortcuts in order to deal with the high complexity and incalculability of every-day-
life [19]), a DeGroot based theory of mind, and continuous world states with a comparatively
large system size of 50 agents. With this setup, the reputation game is able to both model
each agent’s psychology on a detailed level and to study large-scale sociological phenomena.

4.2 Model

The Reputation Game Simulation is an agent-based model that captures gossip dynamics
about the agents’ reputations. In the following work, we have a predefined set of agents
that communicate with each other either in one-to-one or in one-to-many conversations. We
assume that all the agents are of the same kind, called ordinary agents since they do not
have any specific strategy for behaving advantageously and most choices are done randomly.
The only dilerknces between the agents are their personal character traits, where the most
important one is an agent’s intrinsic honesty, i.e., the frequency with which it lies. On a
second level, the agents’ intrinsic honesties are also the topics of all conversations, meaning
that the agents are constantly gossiping about their and others’ honesty while trying to find
out the truth. In order to implement a simplified, but working example of such communication
networks we base our simulation on a few assumptions. One is the presence of deception ,
which does not have to follow a specific malicious plan in the first place, but naturally arises in
human communication [178, 179], e.g., due to personal interests in the case of the reputation
game. Next, as soon as humans interact with each other we automatically consider others’
current mental states, as well as certain environmental circumstances in order to interpret
the communicated words correctly. Since also the agents in the reputation game constantly
communicate and judge each other’s credibility, we introduce a rudimentary theory of mind,
which allows the agents to keep track of others’ belief states. Additionally, for the above
environmental circumstances, we allow the agents to adapt their current perception of the
social atmosphere which enables them to interpret messages in diLerent ways depending
on the current status of their surroundings. Although humans are extremely good at capturing
various signs and details during a conversation, we do not remember all this information for a
long time. Instead, we use mental shortcuts to e [ciehtly filter out important information and
forget or neglect irrelevant parts [19]. Analogously, we equip the agents with an approximate
Bayesian reasoning that allows an optimal update with all available information in the first
place, but afterwards forces the agents to keep only a compressed version of their obtained
knowledge in their memory by focusing on the most important aspects. By performing such
conservations and updates hundreds of times during a simulation, the agents learn about
others’ honesties piece by piece, as precisely as possible in this lie-distorted system. In the
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following, this process is described in a more rigorous fashion, as well as the agents’ decision-
making processes, i.e., how to lead a conversation and how to deal with a received message.

4.2.1 Setup

At the beginning of each simulation, there is a set A of n = 50 agents that have three
personality traits, which characterize the individual agents: their honesty X, their shyness
S, and their friendship a Cnifly F. An agent does not know any of these quantities at the
beginning, but tries to find out its own and the others’ honesties throughout the game.
The rest of the simulation is organized in rounds, where in each round every agent initializes
one conversation. Thereby the agents choose randomly whether to speak to only one other
agent or to communicate a message to several agents at once. In a one-to-one conversation
the addressed agent will subsequently also answer on the same topic, whereas one-to-many
communications are supposed to be only one-way, similar to broadcasting messages on social
media platforms. After that, they decide on the topic of conversation as well as the message’s
content, which will finally be communicated. Before we explain all those steps and the involved
decision-making processes in more detail, we want to emphasize a few key concepts on which
the reputation game is based on.

4.2.2 Key Concepts

As already mentioned, agents have intrinsic personality traits that characterize every single
agent and make them behave dilerently: honesty, shyness, and friendship a [nifly. In the
reputation game, honesty is the most important quantity because it also serves as a con-
versation topic and is the quantity the agents actively think about and store information on.
The honesty x of an agent defines the frequency with which an agent makes honest statements
or lies, respectively. It ranges from x = 0, meaning that every single communication of an
agent is a lie, and x = 1, meaning that the agent is honest every time. During a simulation
the agents try to identify when others have been honest or dishonest, i.e a network of mutual
honesty assignments arises, which we associate with reputation. The reputation of an agent
is thus defined as the (average) honesty one or several other agents assign to it and is the key
quantity the agents want to optimize for themselves. Besides their intrinsic honesty, every
agent has its personal shyness, and friendship a Cnifly value. Both influence their interac-
tions with others and help to orient the agent in a large social group. A high shyness value
for example makes an agent concentrate on agents it knows well, i.e., is well acquainted with.
Acquaintance in the reputation game is, therefore, measured by the number of conversa-
tions two agents had with each other, as well as the number of messages an agent got about
another one. Both for choosing a conversation partner and a topic, the agents are influenced
in their decision by an acquaintance. The former accounts for the intuitive understanding of
shyness in the sense of having more or less hesitation to talk to strangers. The latter ensures
that when choosing a topic of conversation, the agents do not talk about someone they have
no information on, because this would otherwise lead to many useless conversations where no
information is actually transmitted. Friendship a Cnifly is based on a similar principle, but in-
fluences only the choice of the conversation partner and not the topic. A friendship of an
agent i to another one j in the reputation game is a measure for how many positive statements
agent i heard agent j saying about itself compared to what others say on average. It will,
therefore, later on also determine whether to lie positively or negatively about someone, as an
agent wants to promote its friends such that they are believed when expressing their positive
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view about that agent and demote its enemies accordingly. Friendship a [nifly also makes
the agents preferentially choose their friends when deciding who to speak to, which simulates
the desire for self-a Crmhtion that is also present in human behavior [180, 181]. How strong
this e [edt is, however, is dilerknt for every agent and imprinted in their personal friendship
a [nifly value.

Moreover, agents are also information processing entities and as such, they need specific
concepts and structures to think of. In the reputation game simulation there are three such
concepts: credibility, theory of mind, and the social climate. Credibility is the most intuitive
one, as agents are constantly confronted with potential lies and need to judge the credibility
of every single piece of information they get. The credibility of a message is, therefore, the
probability of that message resulting from an honest communication given all data that are
additionally available to the agent. For example these include the agent’s knowledge of the
honesty of the speaker, other knowledge about the agent’s or speaker’s worldview, or the
message’s content itself. In order to asses others’ worldviews at all, the agents possess a
rudimentary theory of mind, which they update during the conversations and is another
key feature in the reputation game. For example, the agents need to estimate others’ opinions
in order to appropriately target their lies or to distinguish between others’ making an honest
statement and pursuing a manipulating strategy. Last but not least, the agents have to adapt
to a constantly changing environment, since not only their own, but all the agents’ states
permanently change and with it the behavior of the whole group. To recognize this change
in behavior we introduce the concept of surprise. The surprise an agent experiences when
receiving a message is defined as the Kullback-Leibler divergence [102] between the agent’s
prior belief state and the content of the incoming message. It is, on the one hand, used to
simulate skepticism in the case of a too extreme message, but on the other hand, its scale
needs to be adaptive since the threshold between a typical surprise of an honest or dishonest
statement is not a priori clear and needs to be learned. This way very dilerent regimes
of social climates appear, ranging from a frozen one, where the opinions of all agents are
quite static and also lies can not be far from the (commonly believed) truth in order to go
undetected, to a toxic social climate, where opinions might change very chaotically and both
honest and dishonest statements undergo huge dispersion.

4.2.3 Messages and Information Representation

The communications between agents are the core of the simulation. To understand how agents
communicate in the first place, we start by looking at their internal information representation.
In order to judge someone’s honesty, the agents keep track of two parameters and , which
can be seen as the assumed number of honest and dishonest statements an agent seems to have
made, respectively. As the beta distribution arises naturally when dealing with binary data
(such as honest or dishonest statements) and is also used by many other agent-based models
on reputation dynamics, e.g. [182], the agents assume the probability distribution based on
their knowledge I = ( ; ) to be

P(le) = Beta(Xj ; ) = B(X _(5-1, X)-l— 1)

(4.1)

about someone’s honesty X. So an agent i stores information I3 = ( jj; ij) about any
other agent j 2 A, where the agents assume the individual probability distributions to be
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independent:

Y
P(x1;: 0 xpjli) = P(x;jlij): 4.2)
i2A
When transmitting a message, the same form of information as for their internal belief rep-
resentation is used. A message J_ g, from the speaker a to its interlocutor b about a topic
¢ is thus determined by the same two parameters J_g, = ( 4, ,i,)- 1hereby a whole
probability distribution is transmitted, always including uncertainty about the conversation
topic’s honesty. How exactly a message J_ g, is constructed in both the honest and dishonest
case will be discussed in Section 4.2.4.

4.2.4 Communication Strategy

Communicating in the reputation game includes three major decisions: who to talk to, who’s
honesty to talk about, and what to say.

Choosing a Conversation Partner

First, the conversation initiating agent a decides on a conversation partner, which can be

either a single other agent, called b 2 An fag or a subset of agents (by;bs;:::)  An fag.

The probability of agent a to choose any other agent b as conversation partner is given by
P@@ bja )/ (@ a)refle (4.3)

ab "ab

where rg, = ri} + Qrg, is agent a’s acquaintance with agent b, consisting of the number of
messages agent a has heard about b, r;"t‘), and the number of conversations they had, rgb,
weighted by a factor of Q = 10 to which conversations are considered more important. This
is an assumption based on a trade-o [between two regimes. On the one hand, Q needs to be
> 1 to ensure that agents preferentially choose others they have already talked to. Having
heard of someone should only give a slight chance of getting to know new agents, similar to
getting to know friends’ friends in reality, but the acquaintance to first-order friends should
still be higher. On the other hand, Q must not be extremely large, because then only small
groups would form at the beginning and remain that way later on. Q = 10, therefore, is a
temporarily chosen assumption that yields reasonable, middle-sized groups. fa, = abjbi;lﬂ is
the friendship agent a has to b, measured by the number of comparably positive and negative
statements a has heard b saying about itself, 5, and gy, respectively, and applying Laplace’s
rule of succession to estimate the rate of friendly/unfriendly statements expected. Therefore,
the agents preferentially choose someone they already know (how important that is for the
individual agent is measured by its shyness S;) and someone who is positively minded towards
them (again with diLerknt importance to the individual agents measured by their friendship
alnifly F,). 4 is the Kronecker delta and ensures that agents do not talk to themselves.
When not a single agent is chosen as the receiver, but a set of agents, it first has to be
determined to how many agents the message will be broadcasted. This depends on the initia-
tor’s shyness S, since less shy agents are considered to talk more easily to larger groups than
shy agents. The number of recipients is accordingly drawn from the following distribution:

S
N, ™ |
>l S
Nb a
Nb=2

P (Number of recipients = Ny) = 4.4)
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One could argue that including the possibility N, = 1 here as well and performing a two-way
communication (including an answer) if only one conversation partner is chosen might be
more consistent. However, in this case extroverted agents, e.g., ones with a low shyness value,
would only rarely get answers from their conversation partners, which would be important
to obtain information, though. We, therefore, choose the fraction of one-way and two-way
communications to be independent of the agent’s shyness value, such that all agents have
the same chance to collect information in the first place. Once the number of recipients Ny
is defined, the initiator determines the probability of choosing every single agent except for
itself as conversation partner according to Equation (4.3) and draws N, samples from the
resulting distribution.

Choosing a Conversation Topic

Second, the conversation initiator has to choose a topic, which is the honesty of any other
agent ¢ 2 A including a itself. As mentioned in Section 4.2.2, the topic choice only depends
on the agents’ acquaintance, such that at least the conversation initiator has actually had any
contact with the topic and there exists some non-trivial opinion to transmit. Therefore, the
probability of an initiator a choosing a conversation topic c is given by

c

P@@ bja b)/r3: (4.5)

Designing a Message

In the following, we now talk about the speaker in general instead of the conversation initiator
like before. This is convenient for both the primary message and the subsequent response
message, because in the latter, the initial receiver becomes the speaker and vice versa. All
following equations will name the speaker a and the receiver b, but they apply in the same
way to the answer with speaker b and receiver a. The third part of a conversation is, to decide
what to say. Here we have to distinguish between honest and dishonest statements. In case
the speaker is honest (which happens with the frequency X3) it will simply transmit its current
true belief on the topicc, i.e., J_ 4, = lab. In case the speaker is dishonest (which happens with
frequency (1 Xa)), the construction of a message is more complicated, because in principle,
there are infinitely many options on how to lie. The lying strategy in the reputation game
is based on the assumption that messages should not be freely invented, but increase their
own reputation. Key components to achieve this goal are, on the one hand, not to be caught
lying, because this would harm the own reputation, and on the other hand, to manipulate the
receiver’s opinion in the desired direction. The former is achieved by making the dishonest
message similar to the receiver’s current opinion, because then it will sound familiar and
believable. If there is only one receiver, the speaker can use its theory of mind to estimate the
momentary opinion of b about ¢, g = ( anc;  anc) and only shift it slightly. If there are several
receivers at once, the speaker has to build an average of all the receivers’ belief states. In order
to be believed by as many as possible the speaker, therefore, should approximately match its
statement with this socially accepted group opinion. However, not every recipient might be
of equal interest to the speaker, which is why the average opinion is a weighted superposition
of all the receivers’ individual opinions. The weights are hereby the same as for choosing
the corresponding agent as a conversation partner given by Equation (4.3). The weighted
superposition of all receivers’ opinions
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is then compressed into the form of a single beta function Beta( awm,:b,::)ci a(iboiic)
(for the compression there exist two similar, but not identical mechanisms that will be
discussed later in Sections 4.2.5 and 4.2.5). The resulting average opinion lygp, b,y =
( aubz)er a(bibe;iyc) 1S then used as a starting point for the further design of the lie in
the same way as lapc = ( anc; abc) for only one receiver. For simplicity we will only use the
single-receiver case for all further calculations, having in mind that everything works the same
Starting from I, the speaker can now either shift the receiver’s opinion into a more positive
or a more negative direction. Which one is used depends on what is advantageous for the
speaker’s reputation. In case the speaker is sure that the topic spreads a positive image of the
receiver, the latter’s reputation should be enlarged, such that its opinion gets more weight.
In other words, if the speaker regards the topic a friend, i.e., f5c > % it should lie positively
about the latter. Similarly, if the speaker regards the topic an enemy, i.e., foc < % the lie
should be biased negatively. Both for friends and for enemies the size of the lie depends on
the strength of the friendship and enmity, respectively, i.e., the agents risk larger lies if it is
about manipulating good friends’ or extreme enemies’ reputation, and risk less in case of less
strong friends or enemies. About themselves, agents always make fully positive statements
(pretending a4 = 1) in order to promote their own reputation as strongly as possible. When
the speaker does not have any friendship or enmity data regarding the topic, i.e., foc = 1=2
it does not disturb the message at all and transmits a white lie. In total, the transmitted
message J_ ¢, in the case of a lie is

8
S lac+({2fac 1j ;00 =(abc+j2fac 1 5 ane)y Fac > % ora=c
Jagb = = lanc = ( abc; abc)s fac = % 4.7)
T lae +(05j2Fac 1 ) =( avbcs abc ti2fac 1 ) Fac < %
The exact size of manipulation, i.e., the value of or , Is determined by a trade-o[]

between being small enough to not stay believable and large enough to have a significant
impact. Therefore, the current social climate is the decisive parameter as it defines a social
standard of how large lies typically seem to be in the current situation. In a frozen climate,
for example, both and would be rather small, whereas, in a toxic social climate full
of chaos, both can increase by orders of magnitude. More details on the lie construction,
and especially on the determination of and , can be found in [100].

4.2.5 Receiver Strategy

Besides communicating, i.e., sending a message the second, equally important action of the
agent is to receive a message, i.e., to listen and interpret it. This can be separated into two
major steps: judging the message’s credibility and accordingly updating their own knowledge
afterward.
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Judging a Message’s Credibility

Judging the credibility of a received message means estimating the probability of that message
having been honest under consideration of all available data d. These are the current belief
state of the receiver Iy, the content of the message J, ¢, as well as any additional signs,
for example whether or not the speaker blushed or made a confession. The credibility of a
message, Y3, i.€., the probability that the message was honest (h) can thus be calculated using
Bayes’ Theorem:

v = P(hic) =~
_ P (djh)Xa
XpaP (djh) + (1 Xpa)P (djzh) (4.8)
= 1+RO)(X,. 1)

with R(d)=m:

Xpa hereby is the expected honesty the receiver b assigns to the speaker a, hXal(y,ji,,)- The like-
lihood ratio R(d) indicates the probability that this message has been sent to either an honest
or dishonest speaker. For the credibility estimation, the agents use several criteria. First of
all, they use a general bias, which is the momentary reputation of the speaker in the eyes of
the receiver. If the receiver does not trust the speaker in the first place, the former is very
likely to regard the message as a lie. Second, the agents use telltale signs that could reveal a
lie. In the reputation game there exist two of them: blushing, as already mentioned before and
confessing. Blushing occurs randomly on average with every 10th lie and is a certain indicator
that the speaker was dishonest. Contrarily, confessions are a clear signal to the receiver that
the speaker was honest. A confession is considered a message about the speaker itself, which
revealed a more negative impression of the speaker compared to what the receiver originally
believed. This is the case because if the speaker had lied, it would have tried to influence
the receiver’s opinion upwards, i.e., told something better than what the receiver believed so
far. The third criterion the agents use to estimate the truthfulness of the message is surprise.
As already explained in Section 4.2.2, agents become skeptical if the received message deviates
too much from their prior belief. For further details on how to calculate the likelihood ratio
R(d) from these di[erknt criteria, see [100].

Knowledge Update

Once the agents have determined the credibility of a received message y; they can update their
own belief accordingly. Since most of the time the receivers can not be sure whether or not the
message was a lie, but rather have the probability y; that the message was honest, they also
have to partially update their knowledge for both cases. Furthermore, we have to consider
that agents do not only get information about the topic of conversation, but also about the
speaker. First of all, consider what the receiver can learn about the speaker. Depending on
y3, the receiver should account for an honest or dishonest statement from the speaker, as well
as the possibility of getting some information on the latter’s own belief state. When we denote
the receiver’s knowledge state after the update with |g we can write its posterior belief on the
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speaker a as

P(Xajlta) = YaPXaj( va +1; b)) + (1 Y3)P(Xai( ba; ba + 1))

. . (4.9)
=ysBeta(Xaj pa+1; va) + (1 Yys)Beta(Xaj pa; ba+1):

Additionally, the agents update their theory of mind, i.e., their assumption of the others’
beliefs, by blending the newly received information into their prior knowledge. In the case
that the speaker was honest, the receiver can learn something about the speaker’s true belief
on the topic lpac:

Ilgac =Yid ey T (1 ye)lbac (4.10)

Now, consider what the receiver can learn about the topic of conversation. Again we have
to consider both cases in which the speaker has either been honest or dishonest. In the first
case, the message should be believed and incorporated into the own knowledge state, whereas
in the second case the message’s content should rather be ignored. This leads to the posterior
probability distribution of agent c’s honesty as seen from agent b

P(chlﬁc) =yi3P(Xcj 3% Ihe) + (1 y3)P(Xcjlne)

. . (4.11)
=yjBeta(Xcj be + e+ M)+ (1 ys)Beta(Xej be; be):

Here, J* =( *; ™)is the amount of new information that seems to be in the message
compared to the speaker’s last statement on the topic. This prevents the agents from taking
the same opinion they hear more than once as completely new each time, but filtering out
already known information. How J™* is calculated in detail can again be found in [100].
Except for the DeGroot-like update mechanism [103] in the theory of mind (Equa-
tion (4.10)), the agents so far use pure Bayesian logic in order to draw as sophisticated
conclusions from the available data as possible. However, this would rapidly become ex-
tremely complex due to two reasons. On the one hand, the joint updated distribution on
both conversation topic and speaker, P(xa;xbjlgc), is not a product of the two marginal dis-
tributions anymore, because the communicated message makes, for example, the update on
the topic dependent on the conclusions about the speaker. On the other hand, even the forms
of the marginal distributions (if assumed to be independent) are not in the form of beta
functions anymore, but superpositions as one can see in Equations (4.9) and (4.11). Since
humans also use mental shortcuts to deal with the enormous amount of information they are
confronted with in everyday life [19], we implement a limited cognitive capacity for the agents
as well. Therefore, after each knowledge update where the posterior probability distributions
end up being superpositions of beta functions, we force the agents to compress their new
knowledge again in the form of a single beta function. This way the agents filter out which
information is important to keep and which is not, and thereby concentrate on the most valu-
able information. For the exact implementation, however, there are dilerknt approaches of
compression, of which we compare two here, namely the conservation of as much information
as possible and the conservation of the supposedly most important information, reputation.

Conservation of Most Information

In order to conserve as much information as possible while compressing a complex proba-
bility distribution P(xjl1°) (e.g., Equations (4.9) and (4.11) into a simpler form P(xjl1¥) =
Beta(xj ¥; ™) information theory suggests to minimize the Kullback-Leibner divergence (KL)
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Dk (P(xj1)jiP(xj1%)) [102]. Intuitively, conserving the largest amount of information pos-
sible is a reasonable approach, but it turns out that doing so leads to the conservation of
two moments, which might not be as intuitive. Minimization of the KL with respect to the
parameters of the simpler probability distribution 1% = ( ¥; ¥} yields

Z
OKL _ - 0 P(xjl’)
= PeIYPeQIY g ¢ BCRE 2D (4.12)

X 0T

=((%+1)  (%+ "+2) hIn()ip =0

dhinin=(+1) ("+ Y+2)

hin(l X)ip= ("+1) (%4 "+2): (4.13)

The last line follows from analogous minimization with respect to ® and (x) is the digamma
function. These are the expectation values of In(x) and In(1  x) given the more complex,
superpositional probability distribution P(xjl%). We can now compare those to the same
expectation values, but given the simplified distribution P(xj1%):
Z
hin()ije = dx In(x)P(xj1%?)
z

= dxinpy X X

B("+1 "+1)
= ("+ %+2) ( %+1)and similarly
hin(l x)ijm= ( %+ %+2) (%+1)

(4.14)

We conclude that for both probability distributions the expectation values are the same,
i.e., the moments hin(x)i and hin(1  x)i are conserved during a knowledge compression based
on minimal information loss.

Conservation of Reputation

However, one could also argue that the agents rather should care about the reputation of others
directly instead of its logarithm, because the former is the quantity the agents actually have
to judge during the simulation. For example, in Equation (4.8) one can see that the expected
honesty of the speaker a as seen by the receiver b, i.e., b’s reputation in the eyes of a, Xpa, plays a
crucial role in the cognitive inference performed by the agents. Therefore, another compression
method might be more useful, namely one that conserves the reputation itself. Since, however,
the beta distribution into which we want the belief state to be compressed is described by two
parameters, we can choose another moment to be conserved. For reasons of consistency, since
the reputation is the first moment of the probability distribution, we additionally choose
the second moment, i.e., the distribution’s variance, to be conserved. In general, we can
write down the complex, to be compressed distributions (e.g., Equations (4.9) and (4.11)) as
PXj1") = y;PXjIM+ (1 y;)Pxjl ") with 1" and 1-" being the new knowledge state given
a completely honest or dishonest message, respectively. Then we can calculate the expected



64 Chapter 4. Information and Agreement in the Reputation Game Simulation

honesty and its variance according to
Xjo = hXi(X“O)
=yJY|h +(1 yJ)7|:h
B=hx  hxi)Ziggo
= thi(Xj|0) 7%0 (4.15)
=Y hXZi(X“h) + (1 yJ)hXZi(X“ zh) Y|20
=Y hx Y,hi(leh)+ifh +(1 yJ) hx 7|:hi(xj|:h)+7|2:h 7%0
=Y |2h +th +(1 yI) |2:h +7f:h 7?();
where all individual moments are the known moments of a beta distribution:
) + h4 2
-h + 1
- :h + -h + 2
_ X1 Xyn)
- h + h + 3
2 _Xlzh(l Y|:h).
1= Thiy hyg3

(4.16)

The simplified distribution in the shape of a beta distribution, which the agents will remember
can then be constructed using these moments

Pxjl1") = Beta(xj % )  with

n_ Xp+Xh X b R
|20 4.17)
0_ Xp o Xp+Xed §),
— , :
|0

Both approaches are valid compression methods that follow diLerknt strategies. While the
second one concentrates on the others’ reputations, i.e., on the probability to receive a lie
in the next conversation, the first one puts more emphasis on capturing the whole distribu-
tion. Thereby the latter gives automatically more weight to the edges of the distribution,
i.e., honesties near 1 or 0 due to the logarithms, whereas the other one gives equal weight to
all possible honesty values. In Chapter 4.3.1, both approaches will be compared in terms of
functionality and e [edts in the reputation game simulations and we will draw a conclusion on
which one suits our purposes better.

4.3 Results and Discussion

The results of this work are split into two parts. The first one is about the comparison of
the above compression methods, where we discuss the stability of the simulation against that
change and conclude which one will be used in the future. The simulations used for the results
of the second part then already include the previously chosen compression method. There the
focus will be on the analysis of group dynamics as well as the description and understanding
of observed emergent phenomena.
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4.3.1 Comparison of Compression Methods

In previous works [100, 106] we used the optimal belief compression as described in Sec-
tion 4.2.5, as it follows information theoretical principles and ensures minimal information
loss [183]. However, there are two reasons why we now question this choice. On the one
hand, this compression method is computationally expensive due to the involved numerical
minimization (see Equation (4.12)). On the other hand, we have seen that this compres-
sion method conserves the two moments hin(x)i and hin(1  x)i and, therefore, puts extreme
weight on the very extremes of the distribution, i.e., the agents distinguish much more be-
tween honesties of 0:99 and 0:995 than between 0:55 and 0:555 for example. One might argue
that these di[erent weights on reputation regimes are actually not useful, and especially not
because the logarithms of reputations are not the quantity that later on aledts the agents’
decisions, but rather the reputation itself. The second compression mechanism as described
in Section 4.2.5, however, could solve both problems. Per the construction, it conserves the
reputation of an agent itself including its uncertainty and since the compression can be done
analytically (see Equations (4.15)—(4.17)) the process would also become much faster. How-
ever, we have to ensure that the dynamics are not fundamentally aledted by this change,
as well as that the agents are still able to judge their environment in terms of reputation
equally well (or maybe even better).

To explore the dilerknces we thus consider the three-agent setup used in previous works,
which behaves very similarly to the setup discussed in this work. This way we can test the
di Cerent methods on less expensive simulations and perform the large-scale simulation with
50 agents only once with the selected compression method. The main diLerknce between the
two versions is that in the small-scale version, the agents do not track their acquaintances
and therefore, the choice of conversation partner and topic does not depend thereon. This
is also not needed in the three-agent setup, since the three agents know each other very well
and talk to each other in approximately equal parts. For a detailed description of those
simulations, please see [100]. As the logical advantage of the second algorithm is the direct
conservation of the reputation, which in turn enters in the agents’ credibility judging process
(see Equation (4.8)), we compare the methods by checking how accurate the agents’ judgments
are. If there is any dilerknce in the quality of their updates, it should be best visible at
this step. To this end, after each credibility judgment, we calculate the surprise that an
agent would experience when told whether the message just received was actually honest
or a lie. The state space of messages contains only two possibilities, namely the message
being honest or not: h 2 fh; -hg, where h is considered the random variable. We can then
describe the true probability distribution of the message being honest by g(h = h) = 1, and
p(th = -h) =1 p(h = h), with being the Kronecker delta symbol. Additionally, we can
describe the distribution assigned by the judging agent as

p(h=h)=y;

4.18
pth=:hy=1 yy: (+-18)

Following information theory, the surprise of an agent with probability distribution p if told
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the true distribution g is then given by the Kullback—Leibler divergence

X =
surprise = KL(fjjp) = p(h =X)In M
X2fh;:h p(h =X)
;2hg
= In-"M 4+ (1 In hh 4.19
nIn <2 ( hh) 1y, (4.19)
_ In(ys) if h=h
Inl vy;) if h=:h

This surprise is calculated in each update during 100 statistical simulations with 300 rounds
each, all performed with ordinary agents only. The dynamics of the simulation are not a [edted
by this study, because we do not actually tell the agents the true status of the message,
but only calculate and save the surprises in the background. The resulting histograms of
occurred surprises can be seen in Figure 4.1. Here, the three colors indicate the surprises of
the three participating agents.

optimal belief compression reputation conserving compression
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Figure 4.1: Statistics of the accuracy the agents achieved when judging a received message’s
credibility. Left: with agents using optimal belief compression. Right: with agents using
reputation-conserving compression. Specifically, the surprise is measured as what an agent
would encounter if it learned the actual honesty status of the message at hand. Dilerknt
colors indicate the three participating agents, where black stand for the most honest agent,
cyan for the intermediately honest agent, and red for the least honest one.

We see that in principle the shapes are similar for both compression methods, but with
significant di Lerences in the high-surprise regime. All agents, but especially the least honest
one (red), experience fewer high surprises, i.e., judge the credibility of received messages most
reliably. Agent cyan and black, in contrast, experience higher surprises, which is due to agent
red’s many lies they are confronted with. One can clearly see here that both agent cyan and
black are comparatively honest in relation to red, which is why both achieve similar results,
but agent red’s di[erl In other words, agent red on average has an easier job judging the others
than vice versa and in turn, experiences fewer high surprises. The fact that this di [erknce
is not visible in the right panel, however, suggests that this e[edt due to lie distortion is
outweighed by the general inaccuracy of the judgments due to the new compression method.
All in all, when the agents perform worse with the reputation-conserving compression even in
the judgment process, where the speaker’s reputation directly enters, this new compression
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method should be rejected. Consequently, all the following simulations with 50 agents are
based on the optimal compression method.

Nevertheless, we can observe the overall stability of the reputation game simulation against
a change in the update mechanism. Therefore, Figure 4.4 compares the evolution of opinions
as well as the correlation between reputation and friendship. In general, we see that the
outcome of the simulation is quite similar independent of the used compression method,
as left and right plots only diled a little. The main dilerknce is that with the reputation
conserving method, all agents overestimate the red agent slightly without an increase in
their uncertainty. This might be due to the fact that agents using this compression method
misjudge others and especially their opinions slightly, which leads to agent black and cyan
being less capable of detecting all lies agent red makes. Thus their opinion of agent red
becomes better and in turn, agent red gets better feedback and believes that partially, which
is why even agent red’s self-esteem stays higher in the right panel. Additionally, we can see in
the lower panels, that both agent red’s and agents black’s opinions on agent cyan’s honesty
are not as sharp as in the optimal compression method, indicating that they are less stable
in estimating others’ honesties. However, the regime where agent black assigns agent cyan
an honesty of only around 40% is less pronounced in the reputation-conserving compression.
That means that here the scattering of opinions depending on the random seed is stronger,
indicating that this update mechanism is less robust against lies and suggests keeping the
optimal belief compression. In general, though, it is worth noting that the simulation results
are similar enough to reproduce the characteristic socio-psychological e[edts, which means
that the algorithm is stable against this exchange of knowledge-compression methods.

4.3.2 Analysis of Group Dynamics

For the following analysis, we use a setup with 50 agents with honesties equally distributed
from 0 to 1 and 300 conversation rounds. As shown in [104], the agents typically form
groups in which they have around 3 to 4 other agents with whom they have had at least 100
conversations. These group sizes are comparable to the system sizes used in [100], where after
100 conversation rounds the simulation was about to reach a steady state. Additionally, we will
later see that agents reach quite significant informedness, also suggesting that the presented
simulations are su Lciehtly converged after 300 rounds. Furthermore, Section 4.2.5 describes
the optimal belief compression method used, and the personal character traits of shyness and
friendship a Cnitly are distributed randomly and di Lerently in each simulation. For statistical
significance, we perform 100 realizations of that simulation with di Lerknt random seeds.

Honesty and Reputation

First of all, we have a look at the fundamental quantity in the reputation game, the agents’
reputation. Here, reputation is the common view others have on a given agent, i.e., the
expectation value of an agent’s honesty under the combined belief states of all others. Since
there is no coupling between belief states in the reputation game yet (compare Equation (4.2)),
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we can define the combined opinion of all others about agent i as

1 Y
P(xijli; l2i; i) = N x Ji(1 x) ¥ with
& 1 (4.20)
< <
N=B@1+ i1+ PA
j2Anfig j2Anfig

for normalization. With this, we can calculate agent i’s overall reputation

Xi = hxiilgijlli;lzi;:::) P
_ B j2anfig i +2 pi2Anfig i +1) (4.21)
+1;

B( joanfig ii j2anfig ji 1)

This definition also ensures that opinions of uninformed agents, i.e., agents that have never
(hardly) had any contact with i, also do not aledt agent i’s reputation, because their and

are (near) zero and do not (hardly) contribute to all the sums. In Figure 4.2 the agents’
reputation is shown in comparison to their real honesties, where perfect reputation assignment
would correspond to an identity function. We see that there is a clear tendency for honest
agents to be underrated and dishonest agents to be overrated, which in principle was to be
expected. Since for a more extreme opinion about someone, much more data is required than
to form just a moderate opinion, all belief states naturally tend towards the 50%. Especially
in large system sizes where an agent has a high acquaintance typically to just a few others but
by far not all who contribute to that agent’s reputation, most of the time the agents simply
had not had enough data to sharpen their opinions. This e[edt, though, can only explain
deviations from an extreme towards a neutral opinion and should only cause a flattening at
both ends of the average reputation (black curve). However, we observe many simulations
where reputation ended up in just the opposite regime as the actual honesty, and at both ends
the average curve even changes direction. On the right we can identify the very honest agents
being regarded as strong liars as the reputation game realization of the Cassandra Syndrome.
This was already found in the three-agent setup of the reputation game simulation (see [100]),
and can now also be reproduced in the large-scale version. Furthermore, on the left side
of Figure 4.2 we see a similar, but inverted e[edt: the strongest liars actually are reputed
relatively high, or at least higher than agents with an honesty of around 8%. This is the case
because extreme liars, by almost never saying the truth, hardly reveal any information about
themselves at all. Mostly the absence of confessions helps the most extreme liars to maintain a
completely fake image of themselves. This way, their reputation decouples from their intrinsic
honesty, which leads to the increase of reputation at the very low honesty regime. This fact
that very dishonest agents only show a fake image and completely hide their true opinions
leads to another important e [edt, which will be discussed in Section 4.3.2.

Besides the eledts at the very end of the honesty values, there is another non-trivial
observation in the middle of Figure 4.2. Contrary to expectations, the intersection of the
average reputation and the true honesty of an agent is not at 50%. Rather, the border between
being overrated and underrated is at an honesty of about 35%, meaning that agents generally
tend to judge others less honest than they actually are, i.e., are too critical. This leads to
the conclusion that for ordinary agents, the Cassandra syndrome and the associated harm
are stronger than the positive e [edt that lies could have when pretending to be honest. This
shows that harming others’ reputations by gossiping is relatively easy compared to increasing
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one’s own reputation with the help of lies. For now, this is also a relevant feature to keep in
mind for the remaining analysis of the reputation game dynamics.
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Figure 4.2: True honesty of agents compared to their reputation by others. Reputation here
is a weighted average of others’ opinions by their contact strengths. Black: identity, i.e., how
the agents should estimate others’ honesties optimally. Blue: average reputation per honesty.

Honesty and Informedness

The main goal of the agents is to learn about others’ honesties and to judge them as accurately
as possible. Therefore, we introduce an agent’s informedness, which is a measure of how well
its worldview is aligned with the ground truth by the end of a simulation. Writing xi as an
agent k’s true honesty and Xjx as agent i’s opinion on k’s honesty, we can define agent i’s
informedness as

informedness; = Xik = Xk = (4.22)

which in the 50-agent setup can be any number between % and % We can now investigate
the correlation of an agent’s informedness with its intrinsic honesty, which is shown in the
left panel of Figure 4.3. Clearly, we see that both very honest and very dishonest agents are
better informed than their medium-honest peers. Let us first analyze why dishonest agents
are that well-informed. First of all, for any agent to be well-informed, it is important to gain
information by talking to others. Since very honest agents per construction have on average
to deal with more dishonest agents and vice versa, dishonest agents on average get more
reliable information from conversations with others and are less distorted by lies compared
to honest agents. This statement can easily be checked by looking at the correlation between
an agent’s informedness and the average honesty of their neighborhood. A neighborhood of
an agent i is hereby defined as the set of all agents that agent i has at least talked to once in
the simulation. To calculate the average honesty of a neighborhood, we weight the individual
honesties of neighbors by the number of conversations they had with the central agent, i.e., by
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Figure 4.3: Informedness of agents at the end of simulations and its correlation with their
intrinsic honesty (top left ), the average honesty of their neighborhood (top right ), and the
di Lerknce between their reputation and intrinsic honesty (bottom ). In all plots, the blue line
represents the average informedness, and green/red dots and lines the results of the most/least
honest agent.

the closeness of the two agents. Thus, the average honesty of a neighborhood N of an agent
i is given by
P
ré x
xy = BN IR, (4.23)
n2N rin
where ricj is the number of conversations two agents i and j have had with each other.
Following the statement above, one would intuitively assume that the more honest one’s
surrounding agents are, the more true information should circulate in this neighborhood and
the better should be the informedness of the agents within that neighborhood. However, when
looking at the upper-right panel of Figure 4.3, one does not see a clear correlation for partic-
ularly honest or dishonest agents or for average agents. Instead, the best informedness values
are reached by agents within a medium-honest environment, but this could as well be a coin-
cidence, because there are only a few very well-informed agents, and the probability of them
ending up in a medium-honest environment is higher than in an extreme one. Nevertheless, it
is interesting to observe that the honesty of an agent’s neighborhood has no large impact on
its informedness, suggesting that the lie detection mechanism of the agents works well enough,
such that they are not completely dependent on others’ trustworthiness. On the other side,
this could mean that agents are not able to profit from very honest environments, as they
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probably underestimate the honesty of many of their neighbors in such situations, but we will
later see that there is another plausible explanation for this. Anyways, since only an honest
environment does not make the agents well-informed, we assume the high informedness of dis-
honest agents has a more fundamental cause. As already discussed in Section 4.3.2, dishonest
agents build up a completely fake image of themselves by hardly revealing any information
about themselves at all, which makes it very hard for others to assess their belief states. This
in turn would be the basis for others to target their lies towards dishonest agents, because in
order to go undetected, agents try to manipulate the receiver’s current estimated opinion
when lying (see Equation (4.7)). However, since other agents can not estimate the dishonest
receiver’s current opinion, they can also only badly adapt the lie, which consequentially is
more likely to be detected. This way, strong liars maneuver themself in a very good position
for detecting lies, which makes them less prone to others’ manipulations and results in higher
informedness values. On the other hand, let us now understand why very honest agents are
better informed than others. Again, in Section 4.3.2 and Figure 4.2 we have already seen that
honest agents su Lerl from the Cassandra syndrome quite frequently. This means that often
they are not believed although they say the truth, which results in a misjudgment of belief
states by their conversation partners. Similar to dishonest agents, this mismatch between
honest agents’ belief states and others’ estimations of that leads to easier detectable lies and
better informedness.

Let us have a look at this finding from an information trading perspective. Although not
implemented in the reputation game yet, information trading is part of humans’ everyday
life as one chooses conversation partners, i.e., one’s information sources also consider the
expected quality or value of that conversation partner’s statements. To be known as someone
whose knowledge is also worth paying for a little bit, e.g., by revealing one’s own valuable
knowledge, is not trivial. First of all, one has to be informed in the very first place, which in the
reputation game is the case for both very honest and very dishonest agents. Second, however,
this must also be recognized by others and even before that, one has to be believed by others.
Only if an agent is both well-informed and perceived as honest, i.e., highly reputed it will
profit from trading with information. Especially for honest agents, this could be a problem,
because they might only be well-informed if regarded as strong liars, as explained before.
To prove this argument, the lowest panel of Figure 4.3 compares an agent’s reputation within
its neighborhood with its informedness. Similarly to Equation (4.21), an agent i’s reputation
within its neighborhood N is thus calculated as

P P
Xj = B(PjZN itz pi2N ) * 1):
B( jon i+l jon it D

(4.24)

Moreover, this reputation is then compared to an agent’s real honesty, leading to negative
values representing underestimation of an agent’s honesty and positive values representing
overestimation. One can clearly see a trend in this panel, where both stronger over- and
underestimation lead to better informedness values. This again supports the previous thesis
that the misjudgment of other agents is what improved an agent’s informedness. For honest
agents (left side), this means that they will often not be able to trade with information,
because nobody will recognize the true value of their statements. For liars on the other
hand, the informedness level even raises with overestimation, i.e., their trading options seem
promising. So if a dishonest agent decides to communicate honest, trustworthy information,
it would have a big impact because it is both believed and very informative. If, however,
it communicates dishonestly as most of the time, the statement still has a large impact as
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it is perceived as very valuable, but in reality is just an easy way to misguide the receiver.
Actually, this is again a very important insight by itself, because having a large influence with
false information makes the judgment of others even worse, which in turn ensures that the
dishonest agent will not lose its position, but remain able to detect lies very well, i.e., stay
well-informed compared to others. Besides this e [edt, the lower panel in Figure 4.3 also reveals
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Figure 4.4: Comparison of statistical simulation results with optimal belief compression (left )
and reputation conserving compression (right ). All plots are generated by averaging over 100
realizations of the same simulation with di[erent random seeds. The first row shows the
agents’ self esteems (thick lines) and reputations with others (e.g., a black line with red dots
indicates agent red’s view of agent black). The dashed lines show the agents’ true, intrinsic
honesties and the symbols at the right the agents’ average reputation (square) and self-esteem
(circle). The second row shows the correlation between agents’ reputations and the fraction
of time they spent as friends. For example, the red region surrounded by a black line in the
lower right corner indicates that agent black considers agent red a friend most of the time,
while agent black believes agent red to be only around 20% honest.

a very simple, but still useful, important insight. Although there are some very extreme over-
or underestimations of agents in the left and right edges of the panel, the vast majority of
points are located near the center. In particular, most points spread in a range between 0:1
and 0:1, meaning that the agents got their opinions right, mainly with a deviation of less than
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10%. This means that for most cases a neighborhood of agents is very well able to assign
the right reputation to an embedded agent with reasonably good precision. Thus, we can
generally conclude that the modeling approach, and especially the lie-detection and updating
mechanisms, i.e., the learning mechanisms implemented in the reputation game, work well on
a neighborhood-averaged level.

When again looking at the upper left panel of Figure 4.3, we obverse a clear asymmetry
between dishonest and honest agents. Dishonest ones seem to be even better informed than
honest ones. On the one hand this might be due to the fact that dishonest agents always
lie very frequently and thereby produce a fake image of themselves, whereas honest agents
only su[erd from the Cassandra syndrome now and then. However, there might be another
self-amplifying e [edt: as already explained, the others can not judge dishonest agents very
well, which makes those good at identifying lies and, therefore, well-informed. However, once
a dishonest agent is well-informed, this might in turn help to establish a high reputation, be-
cause being well-informed means also being able to target lies (including self-proposing lies)
very successfully. This in turn makes others overestimate dishonest agents even more with the
result of even worse lies, which brings us back to the origin of the circle. In other words, dishon-
est agents profit more from being misjudged, because for them, it is in the positive direction,
which actually helps to self-amplify this e [edt and thereby gain even more informedness.

All in all, we observe this interesting e [edt: albeit intentional or not, hiding one’s own
position and at the same time gathering information from others makes the agents well-
informed and brings them into a strong position with respect to trading issues. This is also a
well-known standard strategy in market business [184] and naturally emerged in the reputation
game simulation.

Honesty and Agreement

Another quantity we want to investigate is the agents’ agreement with others and how this is
related to honesty. Analogous to informedness, the agreement between two agents i and j is
defined as the alignment of their knowledge vectors:

x 1 1
agreement;; = Xik = Xjk 5 : (4.25)
k2A

In the left panel of Figure 4.5 we see that on average, an agent’s honesty does not influence
its agreement with others very much, but in order to achieve the highest agreement values,
an agent has to be very honest. This can be explained because only when an agent gives others
the chance to know their true opinions (and they believe them), they can adapt their belief
states accordingly. Otherwise, if an agent hides its true worldview, the agreement will never
become as high, since others can not adapt as precisely. When comparing both panels, one
can conclude that these very honest agents that achieved the highest agreement values have
only done so if their environments were quite honest, too. Again there might be too little data
to say whether or not the highest agreement values would emerge in the most honest groups
because it is just more likely to end up in a moderately honest neighborhood. However,
the calculation of the average honesty in an agent’s neighborhood excludes the honesty of
that agent itself. Considering that, together with the knowledge that the high agreement
values visible in Figure 4.5 are achieved by very honest agents, we argue that indeed high
agreement is only possible if both an agent itself and its environment are honest. The only
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reason why the peak in the right panel is not at the very right is that there are not many
extremely honest agents in the simulation and, therefore, extremely honest neighborhoods
with an extremely honest agent in the center are simply very rare. In other words, in extremely
honest neighborhoods there has to be a less honest agent in its center, which causes the overall
agreement to be lower.

agreement with all
agreement with all

0.0 O‘IQ O‘I-l 0“6 0.‘8 1.0 0.0 O‘IQ O‘I-l 0“6 0.‘8 1.0
honesty average honesty in neighborhood

Figure 4.5: The agreement of agents with all others at the end of simulations with its
correlation to their intrinsic honesties (left) and the average honesty in their neighborhood
(right ). The color coding is the same as in Figure 4.3.

Comparing Figure 4.5 with Figure 4.3, the question might arise why for agreements we see
a benefit from honest communication, but for informedness we do not. This can be explained
by the presence of the illusory truth e [edt, which we already found to emerge in the reputation
game simulations in [104]. It is that the evolving group opinion on which most of the agents
agree at the end of a simulation is not necessarily the truth, or at least may deviate from
the truth in some aspects. With this in mind, it is clear why agreement and informedness
depend on diLerknt conditions. For agreement it is only important to find a consensus with
others, i.e., revealing all information one has (and believing every received message) would
be the optimal strategy, which obviously works best among honest agents. For informedness,
however, the crucial point is to distinguish between true and false information, which does
not depend on others’ honesties in the first place, but rather on the own ability to judge the
environment correctly.

4.4 Conclusions

We saw how in the reputation game simulations reputation networks develop under the core
assumption that communication might not always be honest. Both at the individual and group
level, we investigated the mechanisms and implications of dishonesty in a large communication
system. On the one hand we demonstrated the superiority of one knowledge compression
method over another; on the other hand, we measured the quality of the agents’ assessments,
including especially their informedness and agreement under certain conditions, and saw a
number of socio-psychological phenomena emerge.

First of all, the reputation-conserving knowledge compression method could not outper-
form the original one and is, therefore, rejected. Even in matters in which it was expected to
exceed the original method the simulation showed the opposite. This means that while agents
do not conserve each other’s reputation in their knowledge compression, they are ultimately
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better informed about it than they would be if they conserved it. We note that this sug-
gests that in order to judge someone’s honesty, it is more important to estimate the extremes
(near 0 or 1) than to get the middle range correct. This might be a general e[edt when it
is about estimating bounded quantities, because the extreme edges are much more di Ccult
to reach (or occur rarer) than medium values and are, therefore, worth judging with higher
precision. This e [edt might be especially visible in the reputation game simulation due to the
central role that honesty estimates play here: on the one hand, the full range of honesties is
exhausted and on the other hand, its correct assessment is crucial for staying oriented in such
a lie distorted system.

Moreover, we have shown that the reputation game simulation in its large-scale setup is
able to capture some interesting real-life phenomena. On the one hand, we have reproduced
the Cassandra syndrome, which already emerged in the small-scale reputation game simula-
tions. Additionally, we saw how the construction and maintenance of fake images of oneself
helped to significantly increase one’s reputation. Such hiding (albeit intentionally or not) of
opinions was also shown to make the agents clearly better informed and thereby stronger in
potential trading issues, which again naturally emerged in our simulations and represents a
fundamental strategy in the real-life market business. Last but not least, we demonstrated the
fundamental di[erence between informedness and agreement. In every system that contains
dishonest communication and su [erk from the illusory truth e [edt, being in good agreement
with others and being well-informed were shown to be based on two separate mechanisms.
While the former relies on two honest communication partners that trust each other, the latter
mainly depends on the capability of an agent to judge the trustworthiness of its environment
correctly. Consequentially, agreement and informedness may develop independently of each
other, and thus should not be confused. Additionally, for future development of the reputation
game simulation and other similar models, this should be kept in mind.

More generally, by reproducing these eledts, the large scale version of the reputation
game simulation has proven to be a useful tool in the research of emerging socio-psychological
phenomena. To follow up in this direction we think of several improvements. First of all, in
order to counteract the natural occurrence of many more average-honest neighborhoods than
extreme ones, we could think of predefining environments, e.g., by specifying the network
graph already at the beginning of a simulation. This way we could gain more statistical weight
on extremes, which makes the evaluation of emerged phenomena more expressive. However,
we would lose the opportunity for the agents to choose their preferred conversation partners,
which could be particularly severe when looking at the next idea: we also consider it necessary
to tune the agents’ orientation within the network, i.e., providing them with better guidance.
For example, to simulate the natural urge of people for interesting, exciting, or valuable
information, we would need another observable that the agents keep track of. On top of
honesty and friendship we thus could introduce some measure of competence that the agents
steer for. For this to work, though, the network must not be fixed or at least partially
adaptable. Only this way can the agents choose their conversation partners depending on
their personal needs and interests similar, to how humans constantly choose and change their
favorite information sources.
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Chapter 4.

Information and Agreement in the Reputation Game Simulation




77

Chapter 5

Mass Manipulation in Simulated
Social Networks: Dominating vs.
Diversifying Attention

This study brings together two strands of previous work: the 50-agent Reputation Game
Simulation developed in chapters 3 and 4, and the malicious communication strategies exam-
ined so far only in small groups of 3-5 agents [100, 106]. Thereby, the study addresses the
remaining goals set out in the introduction — namely, to investigate how active deception and
the deliberate spread of misinformation, especially in large communication networks, drive
phenomena such as opinion fragmentation and polarization, and how to possibly mitigate
them.

The following chapter as well as the corresponding appendix B were uploaded to ArXiv as
a preprint and submitted to Collective Intelligence with me as first author (see [105]). The
general study was a long-planned project that emerged from joint discussions between Torsten
EnBlin, Céline Beehm, Sonja Utz and me. Justin Sulik later contributed to some of the specific
research questions, particularly the examination of di Lerknt network types, and helped steer-
ing the project once it became more concrete. The implementation, execution, and evaluation
of the numerical experiments were carried out by me (again extending the already existing
RGS codebase), supported by Anna Neudert, who developed the polarization measure used for
the evaluation. The interpretation of the results as well as the writing of the manuscript
were primarily driven by me, benefiting from insightful discussions and feedback from Torsten
EnBlin and Justin Sulik. Céline Beehm consistently contributed through foresighted discus-
sions, sharpening the overall research direction and carefully proofreading the manuscript. All
authors read, commented, and approved the final manuscript. Minor wording adjustments
were made to individual terms for consistency within the rest of this thesis.

Modern information environments, especially social media, are highly complex systems
that exceed individual processing capacities such as humans’ limited attention. This envi-
ronment/cognition mismatch can increase susceptibility to misinformation, which various
actors exploit for anti-social (including anti-democratic or anti-science) aims. This raises
the question of how to feasibly sustain societal resilience against misinformation, though
the challenge is to find strategies that respect individuals’ cognitive limitations. We in-
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vestigate whether a simple behavioral rule — topic diversification — can enhance collective
performance and mitigate vulnerability. In an agent-based model that includes a decep-
tive mass-influencing agent (MIA), we compare two attention-distribution strategies: (A)
acquaintance-based topic selection, where agents return to familiar content, and (B) ran-
domized topics, which diversify attention. We also track dynamics across di Lerent network
structures. We find that under acquaintance-based topics, a central MIA advances its pro-
paganda e Ledtively, causing volatile and polarized opinions through repeated exposure and
echo chambers. Under randomized topics, this leverage disappears: the MIA’s influence
collapses across all network structures, and opinions become stable and broadly aligned
with reality. These results, while deriving from simple simulations, align with realistic
theories of bounded rationality and collective cognition, further suggesting a cognitively
feasible, easy-to-monitor and robust strategy: distribute attention to combat misinforma-
tion.

5.1 Introduction

When forming opinions, the information people rely on — and the sources we trust — play
a decisive role in shaping our beliefs [185]. However, decisions about information and its
sources are increasingly complex: recent decades have seen a shift from a low-choice media
landscape with limited availability of information sources (for the majority, restricted to public
broadcasting or a few newspaper publishers) to a high-choice landscape with an oversupply of
information, from which every person now has to select individually. This situation has been
described as “epistemic flooding” [27]. Consequences of this environment include knowledge
inequalities, fragmentation and polarization, and declining news quality [186-190]. Moreover,
various actors can exploit this new media landscape for their own purposes, where “actors”
may be individuals such as influencers or politicians, or orchestrated campaigns including
artificial intelligence-driven bots [35-40].

In this information-rich and possibly deceptive environment, people now face two key dif-

ficulties when trying to build informed opinions: 1) psychological biases when learning from
social information; and 2) limited attention. Biases, which include a preference for belief-
consistent over contradicting information, a tendency to overweight negative information or
a need for social acceptance, are well-known drivers for many of the aforementioned e [edts
such as fragmentation and polarization, and biases are often amplified by feed algorithms on
social media [24, 191-193]. However, even if the public were able to overcome these and other
cognitive biases, basic processing constraints such as limited attention make it impossible to
adequately process the sheer volume of information. For instance, logical contradictions are
di Ccult to identify in a flood of information, which opens the path for parallel, potentially
contradicting “truths” or world-views to coexist [28-30]. Opinion landscapes become scattered
and individuals often remain within small, like-minded bubbles or echo chambers [31].
The combination of fragmented attention, selective trust and cognitive biases creates an en-
vironment in which misinformation can spread and persist, even in the presence of clear
contradictory evidence [7, 194]. We are thus confronted with what has been described as
“post-truth era” [41-43], a situation in which truth becomes hard to identify reliably*.

Yet, for any actor aiming to achieve large-scale influence — whether in politics, activism,
social movements or any other field — reaching and convincing a broad majority is essential.

1This need not imply a stronger sense of “post-truth” in which individuals cease to care about truth at all.
Our models assume rational agents that try to form true beliefs.
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This raises two complementary questions: how do misinformation strategies work by exploiting
limited attention, and how can individuals or societies resist such exploitation?

5.1.1 Modeling Deception in an Information-Rich World

In this study, we build upon an agent-based model, the “Reputation Game Simulation”. The
relevance of this model to the current issue is that the agents vary in their baseline honesties
(or propensities to share truthful information when interacting), so the central challenge is for
agents to infer just how reliable others are. The dynamic flow of information means that even
rational agents can mistake reliable sources as liars, or liars as reliable. These mistakes are
sometimes simply caused by deliberate deception, yet often reflect more nuanced and complex
causes, given how diverse communication strategies may accidentally align so as to make some
piece of shared information seem more or less truthful (and its source more or less reliable,
as a knock-on e [edt).

With this foundation, the model has already demonstrated the ability to reproduce real-world
phenomena such as echo chambers, polarization or freezing of group opinions when individuals
were exposed to malicious, misinformation-spreading actors in their immediate neighborhood
[100]. Further, the model has also produced illusory-truth e [edts or cluster formation when
scaled up to larger networks, where it is di Ccult for individuals to monitor information flow
across the whole network [158].

The current study extends the previous model with the introduction of deliberate mis-

information campaigns that have the potential to impact the entire network, in order to
understand the mechanisms behind manipulative strategies (as explored in [100]) on network-
level opinion formation processes (following [158]). By understanding these mechanisms, we
aim to identify strategies for resisting them. In particular, the approach includes two features
common in misinformation campaigns [195-198]: persistent propaganda (an immense volume
of aligned information, often achieved by bots in the real world) and targeted manipulation
(micro-targeting of individuals with personalized content).
Finally, as the issue hinges on the flow of social information, di Lerent network structures likely
impact results. We focus on small-world topologies as they have been widely documented in
human social interactions [199, 200], popularized by Milgram’s “six degrees of separation”
experiment in the mid-20th century [201] but still found in social media platforms today
[202-204]. We contrast these with ring and dense networks [130, 131]. These represent theo-
retical extremes of minimal and maximal connectivity (on the assumption that all agents are
connected to at least one other agent), allowing us to disentangle which e[edts are specific
to certain network topologies and which are general features of social communication under
uncertainty.

5.1.2 Resistance and Self-Stabilization

Understanding how misinformation strategies work is just one part of the story; another,
even more important part is understanding how individuals and society as a whole should
behave and remain resilient in this environment. Many common proposals can be grouped
into two broad approaches: 1) structural/algorithmic changes; and 2) improving individual
critical thinking. The first group suggests ways to modify information flow or its manner
of presentation, such as by adjusting feed algorithms on social media, enriching displayed
content with accuracy tags, or similar platform-driven actions [205-207]. However, since
these proposed remedies rely on platform providers, their usefulness is limited when providers
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have conflicts of interest. The second group therefore focuses on actions that individuals
can take, such as increasing their media literacy skills, engaging in reflective thinking to
mitigate cognitive biases, or trying to understand views that conflict with their own [208-
211]. However, although in principle achievable by individuals regardless of media platforms’
conflicts of interests, these strategies are often di Cculit to apply in everyday life as they require
significant e Laft and awareness whenever facing new information.

We propose a third alternative, still within individual control but based on a simple rule:
diversify the topics you engage with. This might be easier said than done as people often
follow fixed routines, regularly consuming the same information channels which may include
focusing on a limited set of recurring topics. Still, we believe that this strategy may be
simpler than the alternatives, such as identifying the single “best” source or exhaustively
comparing numerous sources, and constantly engaging critical or reflective reasoning while
avoiding cognitive bias. One does not need to engage critical reasoning to diversify one’s
range of topics, and any psychological factors that may hamper diversification of topics (such
as habits while consuming media) also apply to the usual alternatives, for instance if one
habitually consumes media without engaging critical reflection.

In this study, we evaluate the collective outcomes of this proposal in a simulated society,
leaving empirical testing of its psychological feasibility for future work. Even so, our approach
comes with two key advantages: 1) it supports an exploratory, curiosity-driven mindset that
encourages people to search for new information instead of employing an instructional tone
warning of risks; and 2) non-compliance is easy to detect: if your news feed contains barely
more than a single topic, some diversification might be advisable. This makes it an eminently
practical starting point, applicable even with low mental capacity and minimal time e [ort.
We therefore analyze two conditions, focusing on how susceptibility to mass misinformation
campaigns changes when agents either (A) select topics based on previous acquaintance, thus
focusing on familiar topics they regularly encounter; or (B) diversify the topics they engage
with. Finally, we also investigate the transition between both conditions by varying the
faction of agents using either A or B, to show not only how susceptibility changes for the
whole network but also for the individual agents using each strategy.

5.2 Model

This study extends the Reputation Game Simulation [100, 106, 158]>. We will describe the
basic mechanics of the general model in §5.2.1, and study specific settings in §5.2.2. For other
details of the model not directly relevant to the current topic, readers should consult the
references provided above.

5.2.1 General Setup

The Reputation Game Simulation (RGS) is an agent-based model simulating communica-
tion dynamics. We consider a fixed set of agents A, here a population jAj = 50 individuals.
Agents’ communicative interactions occur over several rounds. In each round, every agent
initiates exactly one bout of communication. The order in which agents do so is randomized
per round.

2For readers who wish to know how this relates to earlier work: we use the exact same setup as in [158]
with the “friendship a Cnifly” parameter F set to 0. Parameter studies and justification of certain assumptions
can be found in [100] and [106].
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When initializing a communicative interaction, an agent a 2 A chooses a set of agents
b  Anfag to talk to, as well as an agent ¢ 2 A as conversation topic: agents a and b
gossip about agent ¢, and this includes agents talking about themselves or about their in-
teraction partners. Talking about topic ¢ just means reporting how many times an agent
believes agent c to have told the truth or to have lied previously, though this report need not
reflect their actual opinion (further discussed under ‘Communication’ below). As the point
of this model is to understand how reputations for honesty or lying evolve over collective
interactions, having the topics just be agents themselves simply focuses all communication on
those reputations.

In this model, there are two types of interactions: one-to-one and one-to-many, both illustrated
in Figure 5.1. We simulate a roughly equal number of each type, randomizing this choice prior
to each interaction. In one-to-one interaction there is only one recipient b = fbg to whom
conversation initiator a transmits its message about c. Subsequently, b answers about the
same topic to a. In one-to-many interaction, there are multiple receivers b = fby;by; :::g that
hear a’s message. However, they do not respond, as this is more of a public announcement or
broadcast than a conversation.

After an interaction, all agents that received some information (i.e., a and b in one-to-one
conversations or all recipients b in one-to-many interactions) update their knowledge accord-
ingly. How they do so is explained under ‘Updating knowledge’ below. The game continues
like this for a fixed number of rounds as agents’ opinions of each other evolve.

Figure 5.1: Communication structure in the RGS with initiator a, receiver(s) b and topic
c, as well as exemplary statements about c’s reputation. Left: one-to-one interaction, Right:
one-to-many interaction.

Communication: choosing partners and topics Agents choose both communication
partners and topics based on acquaintance, causing them to form and adhere to social sub-
groups within the larger network. Acquaintance is therefore measured by the number of times
they have interacted with an agent as well as the number of messages they have received
about it, leading to an acquaintance of agent i with agent j defined as
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where nicj is the number of times agent j communicated to i and n;}1 is the number of times
i has received a message about j. The probabilities for choosing b as communication partner

or ¢ as communication topic are then given by

P (a chooses b as partnerjAcq,y; Sa) 7 Acqig‘ and (5.2)
P (a chooses ¢ as topicjAcq,e; Sa) 7 Acqgg; (5.3)

with S; 0 being an intrinsic property of agent i called “shyness”, fixed throughout the
simulation. This parameter controls how much weight an agent puts on acquaintance. Agents
prefer to talk to/about agents they know well, and the higher their shyness, the stronger this
tendency. Additionally, shyness defines how many receivers an agent targets in one-to-many
interactions, as each time, the number of recipients is drawn from the distribution

P (number of recipients = NpjSa) / N, Sa; (5.4)

With a default value of S, = 10%° for all ordinary agents, the typical number of recipients
is hNpi  2:93, contributing to a reasonable typical size of social subgroups around 4 agents
(2:93 rounds to 3, plus the speaker) in a network of 50.

Communication: message contents and tells Communication here is about opinion
exchange. In the model, this can be intentional, via sending explicit messages. It can also be
unintentional, analogous to “tells” in a game of poker, as when someone accidentally signals
that they are blu Cnglby scratching their ear or blushing. It seems implausible that every
individual in a complex informational ecosystem should always and unfailingly be in full,
intentional control of every piece of information they reveal, so these tells simply allow for
leakage via a second channel of information.

Following the basic RGS [100], agents only communicate about each others’ (and their

own) honesty x. Every agent i has an intrinsic honesty x; 2 [0; 1] which is fixed throughout
the simulation. This defines how often an agent shares the truth, meaning that it lies in a
proportion 1  x; of its messages. Specifically, if a random draw from binomial B(1; x;) yields
1, the agent shares an honest statement. If so, agent a communicates its current opinion about
topic ¢ — how honest a currently thinks c is — to receiver(s) b. Bearing in mind that agents’
sincere opinions may not accurately represent the true state of alailrs (after all, they are
somewhat uncertain about others’ reputations), honesty does not necessarily imply accuracy.
In case of a dishonest statement, the speaker is free to lie, misrepresenting their actual opinion.
Plausibly, when lying, they would distort messages in their favor. To see what this means,
we must first unpack the technical details of the messages (and the opinions they are meant
to reflect), as well as agents’ goals in sharing their opinions.
Opinions and messages both have the form of a beta distribution defined by ; 2 ( 1;1)
that can be understood as the number of honest ( ) or dishonest statements ( ) an agent
is believed to have made. An opinion about someone’s honesty can thus be modeled as a
probability distribution

P(xjl)=Beta(xj ; )Z/Xx (1 X); (5.5)



5.2. Model 83

where I = (; ) encodes the information an agent has (or pretends to have) about someone
else. The beta distribution has mean X = %}rz which we call the “reputation” of an agent
in the eyes of another agent holding this opinion. All agents aim to maximize their own
reputations.

By deploying strategic lies, any agent with less than 100% honesty can deliberately boost
its reputation by over-stating its own honesty, i.e. increasing in a message where it is the
topic. An agent can also boost its own reputation indirectly by similarly over-stating the
honesty of other agents that it believes might share a good report of it (or conversely, under-
stating the reputation of agents that it thinks might share a bad report of it by increasing ).
At the same time, an agent should not exaggerate too much when lying, lest its distortions get
detected. To handle this, we implement a minimal Theory of Mind, whereby a lying agent will
try to estimate what its receiver(s)® likely believe about topic ¢ to make it sound plausible,
and only deviating a little from this estimated anchor®. Thus, agents communicate explicitly
by sharing a message in the form ( ; ), which is either their honest opinion or a strategically
constructed lie.

The second information channel, the unintentional tells, are comparatively more straight-
forward. Whenever an agent lies, there is a 10% chance that it will give o[Can additional
signal (and 0% chance of this happening when honest), much like a blush. This just provides
others with reliable (yet stochastic) information that they can use in trying to learn who
among them is being honest.

Updating Knowledge The first task when receiver b seeks to update its beliefs, in light
of a newly communicated message from initiator a, is for b to estimate the credibility of a’s
message P (hjd): the probability of the message having been honest h, given the available
data d (message content, the presence/absence of a tell and any current knowledge about the
speaker and topic). This is done in a Bayesian manner, using the receiver’s estimate of the
speaker’s general honesty Xpy, the surprise of the message S, the tell if present and whether
the statement was a confession®:

8
L =0:95°=2; no tell & no confession

P (hjd) = withR=_1; tell & no confession 5.6
"D = R - | (5.6)
0; confession.

Having made this credibility assessment, the second step is for agent b to update its beliefs
accordingly, regarding both the speaker and the topic (ly,a and Iy, respectively). For both
updates we have to consider the possibilities of an honest statement or a lie, weighting these
according to aforementioned credibility P (hjd):

3In case of several receivers, the agents use the average of all receivers’ estimated opinions, see equation 6
in [158].

4Mathematical definitions of how agents update their Theory of Mind or decide how large the deviation
can be, are given in appendix B2 in [100]. In short: they track everyone’s opinions from previous interactions
and adapt lie sizes to the typical opinion variability currently surrounding them. The latter might change over
time and is measured by the median surprise an agent experiences when receiving information from others.

5A confession is defined as a statement about the speaker itself, presenting a worse reputation than what
the receiver already assumes. In this case, the message should be believed regardless of other factors, since
even if it was a lie, believing it brings the receiver closer to the truth. Further, the message’s surprise is
defined as the normalized distance between current knowledge I about the topic and incoming message J,
proportional to KL(Jjl), with KL being the Kullback-Leibler Divergence [102]. A derivation of the formula
can be found in [100], appendix B1.
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P (Xcjlgf ™) = P (hjd)Beta(xcj e+ ; s+ )+ (1 P(hjd)Beta(Xej tei be) (5.7)
P (xajlpp *®*") = P (hjd)Beta(xaj ta+1; ta) + (1 P (hjd)Beta(xaj ta; ta+1):  (5.8)

a

Here, indices always mark that it is agent b’s estimation of a or ¢’s honesty measures. ,

in the first row and the +1 in the second row are the additional information that could
be learned from interactions, while ( pa; ba) Or ( be; be) represent the receiver’s prior knowl-
edge. Lastly, we compress these bimodal, updated belief states into the form of a single beta
distribution both for computational reasons and to mimic the variety of mental shortcuts that
humans naturally use [19]. We do so choosing the optimal approximation, such that as little
information is lost as possible®.

5.2.2 Experiment Specific Setup

In this study we want to investigate the consequences of deliberate misinformation campaigns:
the e[edts of propaganda and the resilience of dilerknt network types to that propaganda,
focusing here on the specific resilience strategy — diversifying communication topics — described
in the Introduction (85.1.2).

Modeling Propaganda — The Mass Influencing Agent (MIA) Propaganda is modeled
as coming from one agent, the “Mass Influencing Agent” (MIA), which tries to convince the
whole network that it has a very high reputation, despite being 0% honest in reality. The
challenge for the MIA is to establish a belief in the network that contradicts the frequent,
exposing tells. The MIA-strategy implemented here is a combination of two strategies that
proved to be e Lcieht for the same purpose in smaller groups (“manipulative” and “dominant”
strategies in [100, 106]), combined with a preference for larger audiences. This results in
di Lerknt probability distributions for choosing interaction partners and topics, compared to
ordinary agents whose defaults are described above:

Xap; One-to-One

Pmia(a chooses b as interaction partnerjly) /
Xab; One-to-Many

(5.9)

be; One-to-One

Pmia(a chooses ¢ as interaction topicjb is the partner) = ;
ac; One-to-Many

(5.10)

where jj is the Kronecka-Delta yielding 1 if i = j and 0 otherwise. In one-to-many inter-
actions, MIA thus looks for highly reputed agents and promotes itself with positive lies — a
very straight-forward propaganda technique. In one-to-one conversations, however, the MIA
uses a more subtle strategy, looking for dishonest supporters and flattering them. This way,
those agents regard the MIA as someone making positive statements about them, hence will
return the favor and become powerful (because dishonest) amplifiers. Note that in order to
give those strategic decisions more weight, acquaintance does not influence its choices at all.
In addition, the MIA also has a reduced shyness of S = 10%3, so in one-to-many interactions

SSpecifically, this is done by minimizing the Kullback-Leibler Divergence between the approximated, simpler
beta distribution and the correct posterior in equations 5.7 and 5.8. Computational details can be found in
Appendix A4 in [100].
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it talks to approximately 5 to 6 agents on average, giving it a slightly larger audience than
ordinary agents.

The e[edt of all individual components (strategic decisions, low shyness and switched-o 1]
acquaintance) is discussed in the appendix B.1.

Network Structures Initially, the network has no connections. Thus, the network struc-
tures emerge from the dynamics of agents’ interactions, rather than being hard-coded by us
at the start of a simulation run. The default strategies (85.2.1) result in a small-world net-
work structure. In order to investigate other structures (ring and dense networks), we either
increase ordinary agents’ shyness (yielding a ring network) or switch o[the acquaintance
mechanism for choosing interaction partners (yielding a dense network). For the former, the
higher shyness value is S = 10* (instead of the default S = 10°°), which leads to barely more
than 2 partners in one-to-many interactions. For the latter, switching o [the acquaintance
mechanism means that the probability distribution for choosing a certain partner (cf. equation
5.2) is flat. All three configurations are summarized in table 5.1.

Network tpe | Aeienance menate | sty
Small World On Default
Ring On High

Dense o1 Default

Table 5.1: Parameter settings for ordinary agents to achieve di[erknt network types. The
colors mark the network type both here and in subsequent Figures 5.3, 5.4, 5.7, 5.8, 5.9 and
5.12.

Experimental Design In this study, we examine the performance of one Mass Influencing
Agent (MIA) among 49 ordinary agents. The agents’ intrinsic honesties are linearly assigned
from 0% (agent 0) to 100% (agent 49), where the MIA replaces the most dishonest agent 0,
giving it maximal scope to influence others.

We compare the MIA’s performance across three network types (small world, ring, dense) in
two conditions (A and B), as well as a transition from A to B, to test whether randomizing
topic selection increases the networks’ and individuals’ resilience to propaganda. The two
conditions can be defines as

A. Propaganda with Acquaintance-Based Topic Selection: Ordinary agents act
exactly as described in §5.2.1

B. Propaganda with Randomized Topic Selection: Ordinary agents choose their
conversation topic randomly, i.e., flattening the distribution in equation 5.3.

To ensure robustness, we run 100 simulations for each combination of experimental condition
and network type, each time with a dilerent random seed. Each simulation runs for 300
rounds until dynamics are steady. At the start of each simulation, agents have completely
uninformative opinions (I = (0;0)) and no connections to others.
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5.3 Results

First, we present some qualitative descriptions of emergent network structures, both with and
without a Mass Influencing Agent (MIA), to illustrate the structural changes the MIA causes
to the network (section 5.3.1). Second, we quantitatively investigate the MIA’s performance
in di Lerent networks structures, also exploring causal e Ledts and underlying mechanisms (sec-
tion 5.3.2). Third, we show that randomizing the conversation topics increases the ordinary
agents’ resilience against manipulation drastically across all network types (section 5.3.3).
Finally, we see that, especially in small world networks, this scales with the fraction of agents
randomizing their topics, while paying o Cilnmediately for the individuals doing so (section
5.3.4).

For the quantitative analyses in sections 5.3.2-5.3.4 we use a number of metrics — reputa-
tion of the MIA, degree of the MIA, opinion volatility, and opinion polarization — that are
mathematically defined in Appendix B.2.

5.3.1 Emergent Network Structures

Depending on the settings for ordinary agents given in Table 5.1, di [erent network structures
emerge. Examples are shown in the second row of Figure 5.2, after idealized versions in the first
row. Small-world and dense networks look similar across simulations, whereas ring networks
vary more. In ring setups, high shyness restricts agents to two recipients in most one-to-many
interactions, producing primarily linear structures that may form circles by chance. Other
linear forms, such as the loose tail in the lower right of panel 5.2e, are thus also common. For
studying communication dynamics, this variability is unproblematic: information typically
spreads only within a small (linear) neighborhood, making it irrelevant whether its endpoints
close into a circle or not.

The last row of Figure 5.2 shows how the networks alter when agent 0 — who is 0% honest
in any case — additionally uses a mass-influencing strategy (i.e., is changed into a MIA). All
three now center around the MIA/agent 0, though there are dilerknces between network
types. In the small-world setup, almost all agents form strong ties to the MIA, reducing the
relevance of local subgroups. Ring networks still form linear substructures, but their ends
now all connect to the MIA, resulting in a kind of petal pattern. Importantly, not every
agent has a strong tie to the MIA: many in the middle of the linear filaments have weak or
no connection, a key di Lerence from the small-world case. In dense networks, the MIA is also
central, but its connections remain comparatively weak. The dense, fully connected structure
mostly persists, apart from a slight overall strengthening of ties to agent 0, placing it in the
center.

Moreover, the MIA achieved a very high reputation in the small-world and dense network
(light green central node in 5.2g,i), but only a low reputation in the ring network (dark brown
central node in 5.2h). While these single simulation runs are only illustrative, they still give
a first impression of the MIA’s performance, which will be analyzed more thoroughly in the
next section.
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B JEFBMJ[FE TNBMM XPSME OFUXPSL C JEFBMJ[FE SJOH OFU
E FNFSHFOU TNBMM XPSME OFUXPSL F FNFSHFOU SJOH OFUX
H .*" JO TNBMM XPSME OFUXPSL .*"JO SJOH OFUXPSL

Figure 5.2: Exemplary networks of single simulations with di Lerknt parameter settings as
given in Table 5.1. The first row shows idealized network types and the second row the re-
alizations thereof as they emerge in the RGS with only ordinary agents. In the bottom row,
we replaced ordinary agent 0 with a MIA. Colors represent agents’ reputations and are shown
as continuous transitions between green (high), yellow (medium) and dark brown (low). The
underlying truth — agents’ intrinsic honesties — can be read from their numbers (0: 0% honest
to 49: 100% honest). Line intensities (and distances between agents as far as possible within
a 2D representation) indicate how often two agents talked to each other. Node sizes indicate
the degree of an agent (equation B.4) in log scale.

5.3.2 Propaganda with Acquaintance-Based Topic Selection (Condition A)
Performance

We first analyze how e [edtively the MIA can spread its propaganda, boosting its reputation
while actually being 0% honest. Figure 5.3 shows the distribution of agent 0’s ultimate
reputation in the eyes of all other agents (see equation B.3) in all three network types, with
each panel contrasting an ordinary agent 0 with a MIA version (note that an ordinary agent
0 is also always 0% honest, like the MIA).

With the ordinary strategy, agent 0’s reputation typically centers around around 0:4 regardless
of network type, already far above its true honesty of 0. This eledt has been observed
previously in [158] and arises because agent 0, being fully dishonest, can deploy many e [Cieht
lies that go unnoticed, supporting its self-promotion’. In ring networks, ordinary agent 0s can

"Summarizing findings from [158]: A fully dishonest agent never says its true opinion. Thus, it is nearly
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Small World Ring Dense

Reputation of Agent 0 Reputation of Agent 0

Figure 5.3: Distribution of agent 0’s reputations as seen by all others at the end of simulation
runs, for each network type. Agent O can either be an ordinary agent (solid line) or a MIA
(filled histogram).

reach extremely high reputations, close to 1. However, as ordinary agents typically have only
a few connections in ring structures (cf. Figure 5.2¢), such high reputations remain confined
to a small neighborhood and do not scale — hence not achieving widespread propaganda.

Due to its large outreach, the Mass Influencing Agent’s reputation reflects the average

perception of the entire network, not just a few neighbors. In small-world networks, the MIA
often attains reputations above 0:95 and commonly above 0:6. In contrast, the MIA in a ring
network performs less reliably: while it sometimes achieves top reputations, it also has a high
risk of falling below 0:2 (worse than than an ordinary agent 0). This hints at the existence
of a critical factor that determines whether propaganda succeeds spectacularly or backfires.
Section 5.3.2 will trace this back to the MIA’s centrality.
In dense networks, the MIA performs reliably well, typically achieving medium to high rep-
utations (0:5 to 0:95) with only a negligible chance of doing worse than ordinary agents.
However, top reputations above 0:95 are rare, unlike in small-world and ring networks. This
di Lerence lies in a self-reinforcing e [edt that appears in small-world and ring structures after
a certain threshold but cannot in dense networks (a mechanism analyzed in section 5.3.2).

In general, propaganda can be very successful in all three networks, but for fundamentally
diCerent reasons and in dilerent ways. This distinction becomes clear from the networks’
structural responses to the MIA’s behavior and the resulting opinion dynamics, discussed
below.

Causes & Underlying Mechanics

High Centrality The emerging network structure is the main driver of communication and
opinion dynamics, with MIA’s centrality largely determining whether its propaganda succeeds
or fails. Figure 5.4 shows the correlation between MIA’s degree and reputation, where degree is
a weighted, normalized measure of how many conversations an agent participates in (basically,
a weighted version of the commonly known degree centrality, cf. equation B.4).

impossible for others to judge its honest opinion, making it harder for them to properly lie about it (as lies are
tactical distortions of their honest opinions). In turn, the deceptive agent is better able to distinguish others’
lies from honest statements, which makes it better informed than the average agent. With this knowledge, the
deceptive agent can spread (self-promoting) lies very e [Ciehtly, such that others believe the content without
noticing the dishonesty.
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Small World Ring Dense

Degree of MIA Degree of MIA Degree of MIA

Figure 5.4: Each point shows a MIA’s reputation and its degree at the end of a single
simulation run, with panel insets showing the corresponding correlation across all runs within
a given network type.

In both small-world and ring networks, a higher degree is strongly correlated with a higher
reputation. In ring networks, reputation even collapses sharply once the degree drops below
0:6, reflecting the same success—failure threshold seen in Figure 5.3: a lower degree means fewer
interactions involving the MIA and more interactions between ordinary agents (reflected in
longer linear filaments in the petal pattern illustrated in Figure 5.2h, where the MIA has
little influence on longer petals’ extremes). High degree means shorter such filaments, giving
the MIA direct influence on more individuals. Thus, in rings, the MIA succeeds only when
these filaments stay short; otherwise its reputation falls immediately. In small-world networks
the relation is smoother because even weakly connected agents still retain some access to the
MIA.

Dense networks behave fundamentally di Lerently: the MIA’s degree remains consistently low,
so degree and reputation are essentially uncorrelated. Because opinions depend on interactions
with constantly changing partners — mostly ordinary agents talking to other ordinary agents
— opinion formation becomes highly randomized and cannot be attributed to the MIA’s direct
connections alone. This is also visible in the time evolution of the MIA’s degree (right panel of
Figure 5.5), which quickly stabilizes around 0:11 in dense networks, regardless of reputation.

Small World Ring Dense

Time Time Time

Figure 5.5: Time evolution of the MIA’s degree, for each of the three network types, with
lines connecting data from a single simulation run. Line color indicates a MIA’s reputation
at any point in time, ranging from dark brown (0%) over yellow (50%) to green (100%).

In small-world and ring networks, the MIA’s final reputation depends both on its final degree
and — crucially — on its early structural position. Reputation begins at a moderate level in most
runs but then diverges: in ring networks the final degree is reached quickly, and reputation
(directly correlated with it) settles shortly afterward. Small-world networks show a more
intricate pattern. High degrees quickly lead to lower reputations because the MIA cannot
exploit its full power on the whole network at once. Over time, however, broad outreach pays
o[, _and high-degree MIAs eventually surpass those with small degrees in reputation. The
latter maintain their early high reputation only briefly; the rest of the network ultimately
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counterbalances and corrects the initially targeted subgroup.

Overall, the early network structure the MIA forms determines its final reputation: the
larger the targeted crowd, the higher the eventual reputation in both small-world and ring
networks.

Instability & Polarization When we take a closer look at how volatile ordinary agents’
opinions about the MIA are, rather than just considering the MIA’s average reputation,
several new patterns emerge. Volatility here reflects the variability in one agent’s estimate of
another’s reputation within a rolling time window, which helps explain why propaganda can
take hold in some cases but fails in others.

Small World Ring Dense

Time Time Time

Figure 5.6: Evolution over time of the average volatility of ordinary agents’ opinions, for
each of the three network types. Individual volatilities are calculated following equation B.5
using a rolling window with a size of T = 5000 timesteps. The color indicates the MIA’s
reputation at any point in time, ranging from dark brown (0%) over yellow (50%) to green
(100%).

Figure 5.6 shows all agents’ average volatility over time, including how this relates to average
reputation of the MIA. When lines are low on the y-axis, individual opinions barely change;
where lines are high on the y-axis, individual opinions are very unstable. For both small-
world and ring networks, when agents follow the propaganda, the MIA enjoys a high average
reputation even while the individual opinions feeding into this average are volatile. Further,
especially for the small-world network, these even cluster somewhat, appearing as two loose
“branches” of the evolutionary trajectory: one in which agents barely change their minds
(lower branch: stable, poor MIA reputation), and another in which they shift repeatedly
(upper branch: volatile, high MIA reputation).

Looking at the polarization of opinions about the MIA8, we further observe a split of this
high-reputation, high-volatility regime in small world and ring networks into two distinct
patterns (Figure 5.7). In small-world networks, polarization stays low: even volatile agents
generally align with the group, and opinion shifts arise mainly as short-term reactions from
direct observations of the MIA giving o3 tell, and thus behaving surprisingly from the
perspective of agents who view it as honest.

8 Although the polarization measure (equation B.8) is defined to capture overall group polarization, in this
setup, group polarization mainly reflects polarization about the MIA. This is because all agents frequently
encounter the MIA and have strong opinions about it, whereas ordinary agents are only known locally with
few other agents having an informative opinion about them.
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Small World Ring Dense

Opinion Polarization Opinion Polarization Opinion Polarization

Figure 5.7: Each point shows a MIA’s reputation and how polarized the network is about that
reputation at the end of a single simulation run, with panel insets showing the corresponding
correlation across all runs within a given network type.

In ring networks, however, high reputation comes with high polarization. Here only the
agents close to the MIA share a positive opinion of it, while those shielded by long filaments
remain unconvinced. This structural separation explains why the MIA performs less reliably
in rings: evidence hinting towards a low reputation of the MIA comes not only from personal
observations but also from exchanges with other ordinary agents who are not in direct contact
with the MIA, causing high polarization between the ones closely connected to it and the ones
who are not.

In dense networks we observe neither such volatility split nor polarization diLerences (right
panels of Figures 5.6 and 5.7). Opinions are consistently stable, and even high reputations of
the MIA emerge slowly, steadily, and with network-wide consensus. Whatever dense networks
agree on, they reach collectively.

Echo Chambers Bringing these threads together, we can now understand what allows the
MIA to reach extremely high reputations in small-world and ring networks, but not in dense
ones. In small-world and ring networks, self-reinforcing feedback loops form when agents
repeatedly confirm each others’ views in small subgroups while being highly engaged with
the MIA at the same time. Because partner choice is steered by acquaintance, the MIA is
selected disproportionately often by ordinary agents and thus gains many more opportunities
to interact (and inject propaganda) than any other agent. Small and tightly focused echo
chambers are the consequence. Once a critical threshold of influence is crossed, this mutual
reinforcement escalates rapidly.

Dense networks cannot sustain such dynamics: their constant mixing of diverse partners
prevents prolonged mutual confirmation and limits the MIA’s presence. Propaganda can
still spread, but only gradually and without the runaway amplification seen in the other two
network types, causing the strong peaks at high reputations earlier in Figure 5.3.

Interim Conclusion — Condition A

Although small-world, ring, and dense networks diLer strongly in how propaganda spreads,
they all end up giving almost their full attention to the MIA. Whether through structural
centrality (small-world), dominance along linear filaments (ring), or sheer interconnectedness
(dense), the MIA becomes the focal point of communication, making strong propaganda e [edts
possible in every case.

What happens if this attention is no longer concentrated on a single topic? The next
section will show how randomized topic choice can actually foster resilience.
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5.3.3 Propaganda with Randomized Topic Selection (Condition B)

To prevent the entire network from focusing solely on the MIA, we let agents choose conver-
sation topics randomly instead of based on acquaintance. We revisit the same metrics from
85.3.2 (reputation, centrality, opinion volatility and polarization), highlighting key di [erkences
from acquaintance-driven topic choice above.

Resilience at the Group Level

With randomized topic choice, Figure 5.8 shows that the MIA’s reputation drops significantly
across all network types, most drastically to around 0:1 in dense and small-world networks. In
ring networks, the previously sharp peak at very low reputations spreads out to around 0:2,
but the peak at top reputations also disappears completely. With random topics, the MIA’s
propaganda fails entirely, and this is not just about MIA’s 0% honesty, as the ordinary agent
0 is not impacted in the same way.

Further, though forced to choose their conversation topics randomly, ordinary agents’ opinions
of MIA are still built on strong evidence. If not, their opinions — and thus the MIA’s reputation
— would stay close to the prior at 0:5. Instead, Figure 5.8 shows how, even in the dense
network where both partner and topic choice are maximally random, MIA reputations cluster
sharply around 0:1. Such a pronounced, coherent shift is only possible if agents accumulate
substantial (and directionally consistent) information. Randomizing topics thus removes the
MIA’s propagandistic leverage while still providing agents with enough information to build
sophisticated opinions, becoming resilient.

Small World (random topic) Ring (random topic) Dense (random topic)

Reputation of Agent 0 Reputation of Agent O Reputation of Agent O

Figure 5.8: Same as Figure 5.3 but with randomized topic choice for all ordinary agents.

As an aside: the apparently higher reputations of ordinary agent 0 in Figure 5.8 compared
to Figure 5.3 are an artifact of poor information. Most agents simply never encounter agent
0, so opinions usually remain uninformed and near the prior. Only in ring networks do
ordinary agents reach seemingly high values around 0:8, but this stems from their tiny local
neighborhood, where frequent uninformed statements and “white lies” make them appear
honest. In networks with ordinary agents only and randomized topic choice, this state is
rarely surpassed.

Causes & Underlying Mechanics

High Centrality Without Successful Propaganda As in the previous condition, the
MIA can achieve high centrality in small-world and ring networks, though only low centrality
in dense networks. However, in this condition, high centrality is no longer associated with
high reputation for the MIA, as seen in Figures 5.9 and 5.10, which track the MIA’s centrality
alongside its eventual reputation and reputation over time, respectively. If the randomized
topic choice had merely made the MIA irrelevant, its degree would have collapsed — but it does
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not: its centrality remains in the same range as before, and the correlations in Figure 5.9 are
still strong. Centrality therefore remains a key structural factor; it simply no longer translates
into high reputation.

Small World (random topic) Ring (random topic) Dense (random topic)

Degree of MIA Degree of MIA Degree of MIA

Figure 5.9: Same as Figure 5.4 but with randomized topic choice for all ordinary agents.

Small World (random topic) Ring (random topic) Dense (random topic)

Time Time Time

Figure 5.10: Same as Figure 5.5 but with randomized topic choice for all ordinary agents.

The reason is that ordinary agents now spend much more of their interactions on topics other
than the MIA, allowing them to build knowledge and trust among themselves, counteracting
the e [edt of echo-chambers. As the time evolution in Figure 5.10 shows, this pattern is highly
robust and persistent among all network types: early on, the MIA might still appear honest®,
but it cannot sustain this for long.

Stability & Consensus As one might already expect from this robust behavior, opinion
formation in these scenarios is very calm — rather slow but consistent. Figure 5.11 confirms
that, after a moderately volatile phase at the beginning!®, opinion volatility settles down to
a very low value in all network types and stays there for the rest of the simulation. The
region of high uncertainty and rapid opinion changes seen in Figure 5.6, associated with high
reputation of the MIA especially in small-world networks, has vanished completely. Here, once
the ordinary agents have developed a low opinion of the MIA (which they consistently manage
within the first third of the simulation), they barely change their minds: their worldview
remains consistent with high consensus among the entire network.

The final question is whether this process truly holds for all ordinary agents, or whether some
still diverge. For this, we turn to the polarization data in Figure 5.12. In small-world networks,
polarization stays very low, indicating shared consensus. In ring networks, polarization is
slightly reduced compared to Condition A but still shows some higher values and a moderate
correlation with the MIA’s reputation. Thus, the somewhat higher reputations around 0:3 (the
wider spread for reputation in ring networks in Figure 5.8) stem from small subgroups rather

®This is not surprising: uninformed, weak opinions at the beginning result in vague statements that natu-
rally sound plausible. As they do not contradict with anything, there is no reason to mistrust.

10Again just a consequence of flat initial opinions: while a single bit of new information causes a significant
change in opinion initially, this e [edt vanishes as soon as opinions get more pronounced.
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Small World (random topic) Ring (random topic) Dense (random topic)

Time Time Time

Figure 5.11: Same as Figure 5.6 but with randomized topic choice for all ordinary agents.

than reflecting network-wide agreement — a natural consequence of the ring structure, where
limited alternative interaction partners allow the MIA to retain disproportionate influence
over a few individuals.

Interestingly, in dense networks — despite their highly interconnected structure — polar-
ization sometimes exceeds that in Condition A. This, however, does not reflect disagreement
about the MIA. As Figure 5.8 shows, opinions about the MIA are highly aligned; other-
wise reputations would not cluster so sharply at very low values. Instead, the polarization
arises from divergent opinions about ordinary agents. Only in dense networks with random-
ized topics do individuals reliably meet almost everyone and actually discuss them, enabling
meaningful opinions about many agents. These views, informed by di Lerent local experiences,
do not necessarily align immediately, though they would likely converge over time — just as
they already do for the MIA, about whom more information circulates.

Small World (random topic) Ring (random topic) Dense (random topic)

Opinion Polarization Opinion Polarization Opinion Polarization

Figure 5.12: Same as figure 5.7 but with randomized topic choice for all ordinary agents.

Interim Conclusion — Condition B

Compared to acquaintance-based topic choice, randomized topic choice provides a healthier,
consensus-building and propaganda-resilient society. Both at the group and the individual
level, agents encounter less friction and find themselves in a coherent rather than conflicting
environment. The mere fact that agents talk about a broader range of topics (even if many
statements only have little informational content), helps them calibrate opinions and become
resilient against centralized propaganda, across all network structures. Importantly, this does
not require ignorance or exclusion — the MIA still occupies a central role in the networks and
its views are still shared widely. The agents’ just distribute their attention instead of focusing
on the MIA, which prevents them from amplifying and ultimately falling for its propaganda.

5.3.4 Partial Randomization of Topic Selection and Individual Benefit

Having seen that distributing attention helps the network to resist propaganda, one important
question remains: does this only work if all agents randomize their topic choices, or can a few



5.4. Discussion 95

individuals already make a change? The former requires a substantial systemic shift, whereas
the latter would allow a group’s epistemic standing to improve with more modest small-scale
changes in behavior.

Figure 5.13 shows that in small-world networks, even when a minority (25%) of agents
randomize their topics, this reduces the average reputation of the MIA. The opinions of
randomized-topic ordinary agents (lighter bars) are closer to the ground truth than those of
ordinary agents choosing based on acquaintance (darker bars), so this strategy benefits its
users the most. Still, even those who do not adopt the randomized-topic strategy see an
improvement when others — even a minority — do so. The network as a whole grows more
resilient, and resilience increases as a higher proportion of agents choose randomly.

Random-Topic-Agents Random-Topic-Agents Random-Topic-Agents

Figure 5.13: Reputation of the MIA under a varying percentage of ordinary agents that
choose conversation topics based on acquaintance (darker bars) or at random (light). Di [erent
network types are reflected in each sub-panel. For each percentage and network type, results
show the average of the individual ordinary agents’ opinions at the end of 100 simulations
with di [erent random seeds. Error bars indicate the standard deviation.

For dense networks we see a similar pattern: random allocation of attention via topic choice
increases network resilience, even when only a minority do so. However, the overall e [edt is
weaker, as is the di Lerknce between randomized-topic and acquaintance-based-topic strategies,
so randomized-topic agents do not benefit as much from their own strategy as they do in small-
world networks. As dense networks o [erl more pathways for information flow, each individual
agent has less influence on overall dynamics, and randomized-topic agents see less epistemic
benefit from their strategy.

In ring networks, the MIA’s reputation is consistently low, independently of the percentage of
randomized-topic agents. The generally high variance here reflects the bimodal distribution
previously seen in ring networks (Figure 5.3). Nevertheless, a slight reduction in variance is
visible as the percentage of randomized-topic agents increases, with the extreme case (100%
randomized-topic agents) reflecting the absence of bimodality seen in Figure 5.8.

5.4 Discussion

Our model operationalizes limited attention as a constraint on the number and diversity of
conversation partners and topics, as well as on memory, reflecting core cognitive principles such
as bounded rationality and selective exposure. It shows how this limited cognitive resource
impacts which information spreads and persists at the group level, similar to what other
studies — both theoretical and empirical — have shown [25, 30, 212, 213]. Thus, micro-level
attention patterns shape emergent collective phenomena such as consensus or resilience to
misinformation.

Our results demonstrate that the susceptibility of a social system to misinformation is
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shaped by the emergent network structure, which — in our case — itself arises from the cumula-
tive actions and preferences of individual agents, becoming a self-conserving, stable structure.
In general, across various network structures, we find that an overall well informed population
emerges in situations with high topic variability, but with low individual opinion volatility and
polarization. This reflects a healthy informational environment where consensus is reached
through stable and aligned individual opinions.

Crucially, this alignment is not caused by any external pressure!!. Nor is it caused solely by
the existence of a central propagandist, as seen in the contrast between our two experimental
conditions. In contrast, misinformed states have many possible causes depending on the
properties of di [erent network structures:

In dense networks, low accuracy can arise even when the group appears unified and stable:
when both volatility and polarization are low, the system may settle into a persistent but
incorrect consensus, recalling phenomena such as groupthink and the false consensus
e [edt [214, 215]. In such a system, (mis-)information can spread slowly but steadily and
mostly unnoticed.

Alternatively in ring networks, the group fragments into competing subgroups with unsta-
ble beliefs, showing high individual opinion volatility as well as high group-polarization.
This combination of social fragmentation and substantive disagreement have been ex-
plored by other studies [216, 217], where usually the fragmentation is caused by disagree-
ment. Our simulations show that the other direction is also possible: A given fragmen-
tation of the network can lead to persistent disagreement, combined with low accuracy
and incorrect opinions (at least for a significant part of the group).

Low accuracy can also emerge in highly volatile environments with low polarization.
When individuals frequently shift their opinions, this may lead to rapid and collective
adoption of misinformation, as seen in informational cascades and herding behavior [218-
220]. This was especially prevalent here in small-world network structures. As connectiv-
ity within the network is still high enough to bring everyone into the opinion formation
process, these informational cascades usually come with low polarization. Importantly,
the flexibility to focus a whole network’s attention onto a single player enables rapid
and widespread propagation of misinformation, illustrating how micro-level choices can
scale up to macro-level vulnerabilities. As small-world networks are very common, and
as transient high consensus (i.e., low polarization) makes it hard for individuals to spot
potential misinformation, this risk should be taken seriously. Even if individuals manage
to spot misinformation, the apparently widespread consensus around them (even if it
is only supported by very volatile agents themselves) may make it hard to uphold this
deviating opinion.

Compared to small-world networks, dense and ring networks bring a small degree of
natural resistance against strategic misinformation campaigns by not allowing for such
extreme attention concentration.

Despite the diversity of these mechanisms driving misinformation, results showed that ran-
domizing the topic of conversation can mitigate them all. By reducing the maximal attention

1 Apart from a general small bias that considers others with similar opinions more trustworthy and thus
rewards aligned opinions with less social conflict (as a high surprise leads to lower credibility of a message, see
equation 5.6).
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that a single agent can get, it leads to higher accuracy across all network types. Diversifying
one’s conversation topics is thus a straight-forward rule that fosters resilience in every situa-
tion considered here.

Although this might not be so easy for everyone to implement in their their every-day lives,
it is still a simple rule — much simpler than trying to robustly identify a small number of
trustworthy sources of information to rely on. Further, it does not depend wholly on having
platform providers change their algorithms or implement content moderation. A further fea-
ture in its favor is that non-compliance with the rule is easy to detect: it is easier to notice
that one has been talking about the same topic all day, than to track just how reliable all the
information from one’s conversation partners has been during those discussions.

Moreover, it is not required that a whole population diversifies their topics to see any e [edt:
especially in small-world networks, a small fraction of actors doing so already makes a dif-
ference. By paying o[fbr the very individual that sticks to the rule, it appears to be an
appealing approach with immediate rewards and a low barrier to entry.

These results may suggest hypotheses for experimental psychology, including interventions
that prompt individuals to diversify their conversation topics in order to reduce susceptibility
to misinformation and increase opinion stability and healthy consensus building. However,
previous studies in similar directions have already found that such measures are highly content-
and situation dependent and might even backfire if not handled carefully [221, 222]. Partic-
ular caution is required when topics are morally charged or social identities are challenged,
all of which are currently not included in the Reputation Game Simulation and are therefore
not reflected in the results.

Apart from this topic-diversifying strategy, the model reveals a noteworthy interplay be-
tween individual and group levels. While individuals may frequently change their minds or
experience uncertainty, the group can nonetheless arrive at a stable (though not necessarily
accurate) consensus, highlighting the distinction between individual volatility and collective
stability, especially in small-world networks. Seen from the inside, an apparently stable group
opinion can seem powerful and compelling, although the single individuals (if they only knew)
are not alone in their doubts about it. This aligns with empirical social science referring to
social pressure or pluralistic ignorance where people privately have di Lerent opinions to what
they think the majority has, but still publicly process those majority opinions [223, 224].

Direct benefits could also be derived from the RGS if it was used as a test environment to
investigate the e [edts of individual cognitive biases, such as confirmation bias or motivated
reasoning, in the context of group dynamics. In complex networks, group-level outcomes are
typically not straightforwardly and transparently inferrable from individual traits, and group
outcomes at one time point may impact individual cognitive traits at a later time point. By
allowing for systematic manipulation of agents’ information selection or updating strategies, in
combination with varying network structures (including allowing diverse structures to emerge
via interactions, as here), the RGS enables controlled exploration of how and when individual
cognitive biases translate into collective phenomena such as polarization, echo chambers, or
resilience to misinformation. In particular, it allows researchers to disentangle the contribu-
tions of individual-level mechanisms from emergent network e [edts, thereby providing a clear
bridge between cognitive models of reasoning and large-scale social dynamics.

Limitations & Future Directions

The Reputation Game Simulation is limited by a number of factors that make it a simplified
and only partially transferable model of real-life societies.
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The current model had just one malicious agent pulling attention (though this allowed us to
identify causal e[edts of this strategy). In reality, numerous malicious information sources,
both coordinated and competing, draw attention [225-227]. The e [edt of coalitions of influ-
ence and inconsistent or conflicting misinformation campaigns are thus left for future work.
Decisions about whom to talk with, what to say and even how to interpret information com-
ing from those various sources were also simplified, only capture acquaintance and reputation,
apart from random choices. In human cognition, however, these choices reflect various moti-
vations, social heuristics, and a [edtive states [19, 228-230]. Introducing more psychologically
grounded decision rules (e.g., based on homophily, trust, curiosity, or emotional salience)
would connect the model to established theories of selective exposure, motivated reasoning,
and aledtive decision-making.

Further, all agents’ traits (apart from opinions and network connections) were fixed. Realis-
tically, individuals change over time. Such changes may also reflect simultaneously evolving
opinion dynamics. Exploring this would require more work at the intersection of social learn-
ing and cognitive adaptation.

Agents currently rely solely on dyadic gossip. Human communication, in contrast, involves di-
verse formats including group discussions, institutions, and media systems, all with their own
style of communication, intentions and range of topics. Incorporating multiple information
channels and diCerent (kinds of) topics would make the model more comparable to empiri-
cal studies of media influence, institutional trust, and multi-source integration, providing a
computational framework to test how di [erent communication modes, modalities and media
interact to shape belief networks.

Finally, future work should examine how interventions that broaden topic selection or di-
versify social contacts — in general, decentralize attention — can be implemented in more
realistic systems, considering the aforementioned challenges. Such simulations could test cog-
nitive theories on attentional breadth and exploration/exploitation trade-o [s,Iclarifying how
encouraging informational diversity strengthens collective reasoning and resilience to misin-
formation.

5.5 Conclusions

The structure of communication networks, as shaped by individual behaviors, plays a decisive
role in determining a society’s vulnerability or resilience to misinformation. Concentrated
attention and strategic communication can enable malicious, dishonest agents to gain influ-
ence, particularly in networks with small-world characteristics, which allow for heavy feedback
cycles.

Instead, bringing diversity into conversation topics — thereby distributing attention more
evenly — has been shown to be an e [edtive mechanism to counteract manipulative influence
and support resilience. Although these insights arise from an abstract simulation and should
be viewed as conceptual mechanisms rather than direct empirical predictions, they align
with theories of bounded rationality and collective cognition, showing how local attention
constraints scale to societal belief patterns.

In the end, results suggest a clear, actionable and robust principle that strengthens re-
silience against misinformation: distribute attention and diversify topics.
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Chapter 6

Final Conclusion

Referring back to the introduction, the societal challenges that motivated this thesis — such as
misinformation, polarization, and declining trust — arise from the interplay between limited
cognitive resources and complex communication environments. Navigating this space requires
individuals to continuously solve a dual-learning problem: extracting reliable information
about the world while simultaneously evaluating the trustworthiness of the sources providing
it. Generative social science aims to understand such phenomena by bridging macro-level
social dynamics with micro-level cognitive realism. While Bayesian learning and information
theory o [er an optimal mathematical framework for reasoning under such uncertainty, their
high computational costs have largely prevented their application in multi-agent social simu-
lations. This thesis, building up on the Reputation Game Simulation (RGS), addresses this
limitation by pursuing a two-fold goal: methodologically, to demonstrate that an information-
theoretic, Bayesian framework can be successfully scaled to larger interactive agent systems;
and substantively, to investigate the root mechanics of collective communication failures, as
well as how to systematically mitigate them.

6.1 Achievements

Following the two-fold goal, also this thesis’ achievements should be discussed along those two
lines.

Methodological Achievements Building upon previous works that established the
model’s focus on a single cognitive dimension (honesty) and introduced belief approximation
via Kullback-Leibler (KL) divergence [100, 106], this thesis scaled up the Reputation Game
Simulation to networks of 50 agents. To enable the emergence of realistic, self-organizing
network topologies, we introduced the behavioral parameter of shyness and network-typical
one-to-many conversations, e[edtively shaping the networks to realistic scenarios, such as
small-world structures in particular, but also star-like, or dense networks depending on the
chosen parameter configuration.

Furthermore, to address the computational bottlenecks inherent to multi-agent Bayesian up-
dating, we developed and tested a faster, analytical knowledge compression method. However,
as demonstrated in chapter 4, this reputation-conserving alternative was deliberately disre-
garded; the original KL-minimization approach proved significantly superior in maintaining
the integrity of the agents’ reasoning and overall informedness, particularly regarding the cru-
cial extremes of bounded quantities such as honesty. Despite retaining this cognitively richer,
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computationally heavier learning mechanism, we achieved robust scalability.

The framework is able to handle for example populations of 50 interacting agents over typical
simulation lengths of 300 rounds, su Lcieht for opinion dynamics to reach a settled state (e.g.
chapters 3, 4 and 5). A single run completes in a decent amount of time on a standard ma-
chine (e.g. 6 minutes on Intel Core i7-10700 @ 2.90 GHz, 8 cores/ 16 threads, 16 GB RAM).
Multiple independent runs are fully parallelizable, such that a statistical run with 100 distinct
random seeds — accounting for contention over shared memory bandwidth and cache among
the 16 threads — completes in approximately 90 minutes on that machine. Crucially, compu-
tational time scales linearly with the number of agents O(n), avoiding the exponential scaling
that typically arises in full multi-agent Bayesian inference over joint belief states. Memory
consumption, however, is the the bottleneck at the moment and needs to be looked at from two
sides. First, the simulation output is stored in a sparse format that records only state changes
rather than full states at every interaction, while still permitting complete reconstruction of
any agent’s mental state and reasoning trajectory at any point in time. For 50 agents and
300 rounds, this yields an output of 34 MB per run, amounting to 3:4 GB for a full statistical
simulation. Second, and more importantly, the in-memory representation during execution
is currently not sparsified and therefore scales as O(n®), a consequence of the agents’ Theory
of Mind reasoning. As for example in dense networks, a sparse in-memory representation
would provide only little benefit, this optimization has been deferred to future work with
even larger groups and might have to be tailored to specific setups (see considerations and
potential solutions below).

Taken together, these performance characteristics nonetheless demonstrate that
information-theoretic Bayesian models can be scaled e [ciehtly to at least medium-sized net-
works of 50 agents — sizes that so far have typically been reserved for cognitively simpler agent
models in generative social science.

Substantive Achievements Beyond proving methodological feasibility, we applied this
framework to investigate the mechanistic roots of collective communication failures and tested
strategies how to circumvent them.

At the micro-level of individual cognition (chapter 2), directly building up ob previous
works [100, 106], we systematically analyzed how agents navigate the dual-learning problem
of simultaneously evaluating information content and establishing source credibility under un-
certainty. In baseline environments characterized purely by stochastic, noisy communication
— even when half of the exchanged messages were lies — agents consistently succeeded in accu-
rately estimating the honesty of their peers, performing on par with models possessing a priori
knowledge of credibility cues. However, this epistemic stability collapsed under conditions of
active manipulation. When exposed to fully deceptive actors employing targeted communica-
tion strategies (such as simulated flattery, boasting, or bad-mouthing), even rational agents
developed persistent, delusion-like states. This was formalized as the Learned Insignificance
of Credibility Signs (LICS) bias, wherein individuals rationally learned to disregard valid ev-
idential cues (e.g., blushing). Crucially, this demonstrates that severe cognitive biases can
emerge dynamically from social influence and contextual constraints, rather than stemming
exclusively from pre-existing individual irrationality. While subjects could recalibrate their
interpretation of credibility signs when moved to fundamentally healthy environments, this
rehabilitation proved insu [cieht to correct previously established, corrupted belief states,
highlighting the enduring impact of manipulative social contexts.

Scaling these interactions to larger network sizes (chapters 3 and 4), we demonstrated
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how these cognitively grounded micro-mechanisms generate complex sociophysical phenom-
ena purely through the stochastic nature of network communication, absent any deliberate
manipulation. We established a fundamental mechanistic distinction between informedness
and agreement: while the latter depends merely on mutual trust between communication
partners and the alignment of their opinions, the former requires an accurate assessment of
the environment’s trustworthiness bound to the truth, allowing the two states to evolve inde-
pendently. Furthermore, the simulations natively reproduced established socio-psychological
dynamics, including the Cassandra syndrome and the strategic advantage of opinion conceal-
ment (similar to what has been shown in earlier studies for 3 agent systems [100, 106]), which
elevated agents’ reputations and informational standing.

Finally, we examined how these macro-level opinion dynamics interact with active, deliber-

ate manipulation (chapter 5), specifically analyzing how di Lerknt emergent network topologies
mediate the influence of a central propagandist. The simulations showed that populations
are inherently prone to certain epistemic vulnerabilities simply because of their structural
characteristics. Dense networks frequently settled into persistent, incorrect consensus states
characterized by low opinion volatility and polarization, mirroring groupthink and the false
consensus e Ledt, which allowed misinformation to spread slowly and largely unnoticed. Con-
versely, ring networks typically fractured into competing subgroups exhibiting persistent social
fragmentation and high volatility in the individuals’ opinions. Despite these shortcomings,
both dense and ring networks exhibited a structural resistance to deception at least to a cer-
tain degree by inherently preventing severe attention centralization. In contrast, small-world
networks demonstrated a disproportionate vulnerability to single malicious actors as each
individual could direct all their attention toward the malicious agent, who was thus able to
unfold its maximal impact. The small-world topology exhibited a high susceptibility to infor-
mational cascades and pluralistic ignorance; its capacity for extreme attention concentration
enabled heavy feedback cycles, allowing a strategic propagandist to systematically exploit
apparent consensus to rapidly spread inaccurate beliefs. Interestingly, since all network struc-
tures emerged fully from the agents’ own communication behavior, the resulting epistemic
vulnerabilities are equally rooted in that same behavior — without the need for any external
or systemic explanation.
Addressing the objective of mitigating these systemic vulnerabilities, we identified a robust,
actionable intervention: the systematic diversification of conversation topics. By introducing
topic variability, the maximum attention any single agent could accumulate was mathemat-
ically constrained, eledtively decentralizing the network’s informational focus. Crucially,
this localized, individual-level behavioral strategy successfully disrupted manipulative feed-
back loops across all investigated network topologies, yielding immediate epistemic benefits
even when adopted by only a small fraction of the population. By naturally fostering re-
silience against orchestrated misinformation campaigns from the bottom up, this approach
demonstrates that collective vulnerabilities can be mitigated without necessitating systemic
algorithmic interventions or platform-level moderation.

6.2 Limitations & Future Work

Apart from the specific limitations discussed in the individual chapters 2, 3, 4 and 5, this
section should take a bird’s-eye view and evaluate the overall bottlenecks and shortcomings
of the current Reputation Game Simulation (RGS) in the broader context of generative so-
cial science. Specifically, the current framework still needs significant compromises in both
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the cognitive architecture and the algorithmic implementation to remain computationally
tractable. To extend the model further, both in the direction of agent numbers and cognitive
or social maturity, future iterations must move beyond these current trade-o [s]

Scalability While population sizes of 50 agents represent the upper end of the studies
presented here, this is still far from typical network sizes in sociophysical simulations with
thousands of agents. The current codebase is not optimized for such numbers yet and scaling
up requires addressing both computation time and memory consumption.

Computation time on the one side, can be improved most e [ciehtly by parallelization of
communication rounds. Currently, all agents initiate an interaction one after another. While
this makes a lot of sense in small networks, where the statement Alice made to Bob about
Charlie may heavily influence how Bob in the following interprets a statements of Charlie
about Alice, it becomes less important in large networks. Especially in the most common
network type, the small world scenario, interactions can easily be parallelized as interacting
groups are mostly separated. However, some time has to be spent nevertheless, in order to
find a logic that keeps the conversation within local subgroups as natural as possible, as well
as allows for reasonable inter-group conversations. Also, the requirements for star- and ring
networks are slightly diCerknt, potentially even leading to di[erknt parallelization strategies
for di erknt network types.

Memory consumption on the other side, specifically in-run memory, also needs to be

addressed when scaling up the agent numbers by orders of magnitude due to the otherwise
unfeasible O(n®) behavior. At the moment, agents store an opinion about every other agent —
which would be O(n?) — as well as a Theory of Mind (ToM) for every other agent in the form
of “what does b think about ¢” for every combination of b and ¢ — which makes it O(n®). A
first naive improvement would be a sparse representation of that three-dimensional matrix,
i.e., building up the memory in time and not storing anything for agents (or combinations of
agents) for which there was no information available so far. While this might already improve
a lot for star-like networks as the number of conversation partners and also topics is very
limited, it will be less e Lcieht for small-world or dense networks. Already in the small-world
networks with 50 agents as presented in this work, the number of agents a typical agent meets
at least once in a simulation easily reaches the 30 or 40. Assuming a similar number for
conversation topics (though not the full combinatorics as many pairs only talk once or twice),
this would still be a significant amount of information to store, somewhere below the full O(n®)
scaling. The exact scaling between O(n?) and O(n3) depends on the frequency distribution
of how often the agents usually meet (and thus how many di[erent topics they cover) with
how many agents. The less often agents talk to less acquainted others outside their close
neighborhood, the closer we get to O(n?). The same holds for dense networks, but leaning
much more toward the full O(n?), as conversation partner choice is at random and also topic
preferences flatten accordingly. The exact exponent in either case depends on the parameter
configuration of shyness, acquaintance and involved communication strategies. Regardless, a
more sophisticated memory compression will be necessary, since even O(n?) is unfeasible at
thousands of agents.
One natural compression method could for example follow the continuum model of impression
formation by Fiske and Neuberg [231], according to which others are initially represented by
social categories — an e Lcieht encoding in which a single parameter su [ced to store a multitude
of traits — that are only gradually replaced by nuanced, individual-level information as one
becomes better acquainted.
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Cognitive Complexity Most importantly, to align more closely with cognitive science and
psychology, the model must move beyond honesty as its single dimension. Future iterations
should thus introduce multiple variables and topics simultaneously. Further, auxiliary vari-
ables, most notably the Theory of Mind, currently rely on simplified DeGroot-style update
rules, which should as well be integrated directly into the unified Bayesian update process.
Removing the assumption of independence between a speaker’s honesty and the discussed
topic (or potentially between any pair of newly introduced variables) as well points into the
direction of more complex, realistic information handling across multiple dimensions. The
main bottleneck along this path is currently the two-step learning process, which involves
calculating the posterior analytically and subsequently compressing it via Kullback-Leibler
divergence minimization. This approach presents two main problems. First, the analytical
calculation becomes unfeasible as the number of tracked variables increases, necessitating as-
sumptions such as the their statistical independence. Second, when having such independent
updates on multiple variables, the computationally expensive minimization step would have
to be performed individually as well, i.e., multiple times per update, significantly increasing
computation time.

A proposed solution is to shift toward using a generative model as the internal brain
representation. This eliminates the need for an exact analytical posterior, allowing all variables
to be updated simultaneously using approximate Bayesian inference. Consequently, also the
minimization step is required only once per update, keeping the complexity the same even
when additional topics are introduced.

Conversational Behavior Communication choices in the current model depend primar-
ily on acquaintance, reputation, and otherwise randomness. Future implementations should
however also incorporate psychologically grounded decision rules based on homophily, trust,
curiosity, a [edtive states, or emotional meaning. Similarly, also incorporating representations
of morally charged topics or social identities is necessary, as these factors strongly influence
real human reasoning, and thus the consequences of any action as well as the e [edtiveness
of interventions. When speaking about realistic conversational behavior, also communication
formats should be expanded from dyadic gossip and one-to-many broadcasts to encompass
for example group discussions or di [erent media systems with varying modalities.

Further, the agents’ intrinsic traits are currently fixed, which is a simplifying assumption
in order to keep the number of learned parameters small. Enabling these traits to adapt over
time will situate the model at the intersection of social learning and cognitive adaptation. A
first step into this direction has already been made in chapter 2 with the Learned Insignificance
of Credibility Signs (LICS), but extending this to many more variables is the next logical step
as soon as the generative mind model becomes available.

Next Steps Before even having to expand the simulation framework in the mentioned di-
rections, there are as well several experiments outstanding that can be tackled right away.
For example, the emergence of the LICS, currently tested only in three-agent systems, can be
investigated in large-scale networks to see how subgroups either stabilize each other in their
assessment of credibility signs or drag each other along in the spiral of misinformation even
faster than already seen.

Also, the simulated environments should move beyond single malicious actors as presented in
chapter 5, to model coalitions of influence, competing misinformation campaigns, and con-
flicting information sources.
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Finally, for any configuration of the RGS, behavioral experiments in which real human partic-
ipants interact with pre-programmed agents can be considered, to either empirically validate
the model’s predictions regarding human responses to certain strategies or — thinking of an
educational goal — to reveal the dynamics and causal relations of certain social situations to
people in a safe, game-like environment.

6.3 Broader Implications & Word of Caution

The findings presented in this thesis hold potential — and are meant for — improving the infor-
mational health and wellbeing of our society. By demonstrating that phenomena like polar-
ization, delusion-like states, and the spread of misinformation can emerge from the interplay
of individual information processing and deceptive social environments, we shift the focus
from merely correcting isolated pieces of fake news to understanding systemic vulnerabilities.
Insights such as the protective power of topic diversification o[en actionable, decentralized
principles that can strengthen societal resilience.

However, these broader implications must be contextualized within the current limitations
of the model. The Reputation Game Simulation, at this stage, remains a highly idealized and
simplified representation of a social system. Consequently, its direct applicability to complex,
real-life situations is inherently limited. The results presented here should be interpreted as a
“how-possibly” account — illustrating the mechanistic pathways through which rational agents
could develop cognitive biases or fall for misinformation — rather than as precise empirical
predictions. The framework is, in many respects, still unripe for direct translation into specific
real-world policies.

Yet, we must issue a clear word of caution. As is often the case in science, the tools and
insights developed here can be used for both the good and the bad. A computational frame-
work capable of modeling how cognitive agents form trust, update beliefs, and influence one
another inevitably serves as a potential testbed for malicious actors to simulate, optimize, and
plan their manipulative moves. Because it maps the exact cognitive and structural vulnerabil-
ities that allow disinformation to thrive, this constitutes critical research that can be misused
quite easily. Not only the Reputation Game Simulation but also any other similar model must
thus be utilized with caution. Nevertheless, pursuing this research — and especially making
it openly accessible to everyone — remains essential; ignoring these vulnerabilities will not
prevent their exploitation, and transparently understanding the mechanics of manipulation is
the vital first step toward fostering public awareness and building e Ledtive societal defenses.

6.4 Final Words

All in all, this thesis advances a novel computational framework, the Reputation Game Simu-
lation (RGS), to the emerging field of generative social science. By modeling communication
dynamics and opinion formation processes in a Bayesian fashion, we successfully built a con-
tinuous bridge from the micro-level of individual cognitive processes to the macro-level of
social interactions.

In doing so, the RGS explicitly aims at closing the traditional gap between computational cog-
nitive science and sociophysics, for which Bayesian cognitive architectures have been widely
left out in the past. Looking back at the research landscape outlined in Figure 1.2 in the
introduction, which categorizes models along the two axes of system size (micro to macro)
and cognitive complexity (minimal to realistic descriptions), this work represents a deliberate
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step into the sparsely populated upper-right diagonal of the interdisciplinary fields. We were
able to shift Bayesian models toward the top, achieving larger multi-agent system sizes than
typically feasible due to computational constraints. Simultaneously, we pushed multi-agent
network models toward the right, incorporating sophisticated, realistic individual reasoning.
Naturally, the presented results should not be over-interpreted. They must be understood in
the context of both what the model currently includes, and what it does not. Nevertheless,
they vyield interesting points of consideration for both our individual daily reasoning — such
as the simple but e [edtive strategy of topic diversification — and the broader informational
health of our society.

Returning to the motivation of this thesis and Richard Feynman’s principle, “What |
cannot create, | do not understand”, the Reputation Game Simulation has allowed us to
computationally create the emergence of cognitive biases, misinformation, and polarization
within social networks from the bottom up. By generating these complex phenomena from
individual cognitive mechanics, we have taken a significant step toward truly understanding
them — providing the foundational insights necessary to navigate, and ultimately improve, the
complex information environments of our modern world.
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A.l1 Learning the Significance of Credibility Signs

While the frequency with which the agents accidentally reveal their lies by blushing is fixed
at fy;.n = 0:1, the agents do not know this a priori, but have to learn the frequency. Also,
the agents could in principle think that someone blushes when making an honest statement
(although this is not possible, i.e. fy; = 0), which leads to a second frequency the agents
have to infer from observations.

A.1l.1 Setup

Each agent stores its own estimate of the perceived blushing frequencies in honest and dishon-
est staments, T, and fy,;.. Implicitly, we assume hereby that each agent has an individual
perception of the expressiveness of blushing signs, which may deviate from agent to agent.
Furthermore, we assume that the agents do not distinguish between the blushing signs they
receive from the individual other agents, but interpret all blushings they receive from the
di Lerknt agents as a similarly strong dishonesty signal.
Since the experience of agents can be viewed as counting honest and dishonest statements that
appeared with or without blushing, i.e. counts of binary events, the natural choice for a prob-
ability density function summarizing the obtained information on the blushing frequencies is
a beta distribution. Thus, we define

fbj?,jh (1 fyjp) i
B( pjh +1; pjp+1)
fbjb;jr:]h(l fbj:h) bi=h )
B( pj:nh+1; pj:n+1)’

P(fojn] bjn: bjn) = Beta(fpjnj pjh +1; pjp+1) =
(A1)

P(foj:ni bj:n: bjzn) = Beta(fyj-nj bj:n +1; pj:n+1) =

with B being the beta function. The means of the distributions fbjh;fbj:h 2 [0;1] are the
agents’ momentary best guesses of the blushing frequencies in honest and dishonest state-
ments, respectively.

At the beginning of a game, the agents are equipped with a prior belief on both frequencies
that represent their true values but also contain some uncertainty. Since the agents are able
to self-calibrate the assumed blushing frequencies by observing themselves the prior can be
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weak, allowing for an unbiased, dynamical evolution of the parameterst. Therefore we use
slightly informative initial priors for both frequencies, which can be understood as 30 correct
observations the agents have made prior to the simulation for the possible cases each:

Porior (fojn) = P(fojn) bjn = 05 pjn = 30) (A2)
Porior(fbj:n) = P(fbj-nl bj:h =3, bj:n = 27):

A.1.2 Credibility Estimation

The blushing frequencies, or more precisely speaking the agents’ current estimations thereof,
then enter the learning mechanism by influencing the agents’ credibility assessment of a re-
ceived message. In order to draw correct conclusions from a conversation and to gain as
much (correct) information as possible, the agents have to estimate to which degree they can
believe the message and to which degree it should be regarded as an attempted deception of
the speaker. The receiving agent thus calculates the probability y; of the message J being
honest h given certain data d = (J;0), where o 2 fb; -bg is the observation whether or not
the speaker blushed. Following Bayes Theorem we derive

__ P(djh)P(h) _ 1 . __ P(dj:zh)
="p@ - 1+R@APH) ' 1) with  R() = PEin

(A.3)
Besides the general probability of the speaker being honest P (h) as seen by the receiver, i.e.
the latter’s current opinion on the speaker’s honesty, the credibility is defined by the likelihood
ratio R. Generally, the receivers use three (or four in the case of special agents) independent
criteria for its estimation: blushing, confessions, the surprise of the message (and expectation
matching). Thus, we can write

Y Y P(fj(d)jzh)
R)= Rj(fj(d)) = A

(A.4)

for each of the features fj. For the sake of this work, however, we only detail out the mathe-
matical description of the blushing feature, as this is the one leading to LICS?. In theory, if
the agents knew the exact blushing frequencies fy,;, = 0 and fy,;.,, = 0:1, the likelihood ratio
for blushing would be given by

= P(bj:h)_fbj:h_ol_l o=b
PO — fogn 0 L =
Rb, theory(o) = _ p((: tJJj:)h) _ ]t_”hfbj_h (A5)

= = h =09 =09, 0=:b

This means that whenever the receiving agent observes the speaker blushing, R,(0 =b) = 1
and thus y; =0, i.e., the receiver can be sure that the message was a lie. However, when the

1 Actually, simulations showed that even with equal priors on both assumed blushing frequencies, the agents
are able to distinguish the two frequencies very quickly only based on information that is available to them
during the simulation.

2 All other likelihood ratios should be stated here briefly, while their derivations can be
found in [100]: Rconfession = 0 if the speaker talks worse about itself than the receiver cur-
rently thinks and Rconfession = 1 otherwise. Rsurprise = =2, with the surprise S =
KL(messagejreceiver’s belief)= receiver, Where receiver IS the receiver’s perception of the current so-
cial atmosphere and KL the Kullback Leibler Divergence (see footnote 4).  Rexpectation matching =
e% Shn o with §, = KL(messagejreceiver’s estimation of speaker’s honest opinion)= receiver and S, =
KL(messagejreceiver’s estimation of speaker’s typical lie)= receiver-
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speaker did not blush, Rp(o = :-b) = 0:9, which has a positive influence on y. as the absence
of a blush is a weak hint towards an honest statement.

In reality, however, the evidential value of such an evidence is not a priori clear and has
to be learned. This is what we simulate here by letting the agents learn the two blushing
frequencies fy;, and fy;.,, which will result in an individual interpretation of blushing signs
based on previous experiences. The likelihood ratio R that defines how an observed blushing

sign is evaluated thus takes the more general form

8 _

= P@®j:h) _ Toj:n. —
PG — Ty’ 07D

= P(:bjzh) _ 1 Fuj:n. _ .

" PGB T T Fyy o 07 P

R, reality(0) = ; (A.6)

where the overbar indicates that these are now the agents’ current estimations of blushing
frequencies at any point in time of the simulation and not their actual, correct values.

A.1.3 Updating the Significance of Blushing

The remaining question is though, how the agents learn the blushing frequencies throughout
the simulation: After estimating the credibility of a received message y;, (and updating their
knowledge about the speaker and topic accordingly), the agents also update their knowledge
about the blushing frequency parameters. In general, they do so by comparing the observation
whether or not the speaker blushed and their estimation of whether or not the speaker lied.
In case the receiver is absolutely sure that the message was honest, i.e. y; = 1 it can either
account for one more blushing (no blushing) in honest statements if the receiver blushed (did
not blush). The updated probability distribution about the parameter fy, is thus given by

: P(fojni bjh +1 pjn); 0=Db
P (fpjnjo) = e neem T (A7)
P(fojn] bjns bjh +1); o=1:b
while there can be no update on fy,;.;, as no new information about it is available. In the
other case, where the receiver is sure that the speaker lied, i.e. y; = 0, it should update

P(foj:nj bj:h+ 1 pjzn); 0=Db

P'(fyj-njo) = _ ,
P(fbj-n) bjzn; bjzhn+1); o=1:b

(A.8)

but there is no information on fy;,. Since, however, in most cases the status of a message,

whether it has been honest or not, can not be taken as granted, i.e. yj is somewhere between

0 and 1, the resulting update of the blushing frequencies will be a superposition of both

possibilities

D
0=b i

0= b + (1 y3)P(fujnl bjhs bjh)

C _ D
P(foj:nj bj:n+ 1 bjzn); 0=Db
P(foj:ni bjzh: bj:n+1); 0=:b

(A.9)

P(fojnl bjh + 15 bjn);

P(fujnio) =3 .
: P(fojn) bjhs bjh + 1);

P (fuj-ni0) = YaP(Foj-ni bjzh; bjzh) + (1 Ya)

Similarly to the update about others honesties (as described in section 2.2), these superpo-
sitions have to be compressed into a single beta distribution that the agents can remember.
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This is again done via minimizing the Kullback-Leibler divergence between the full, superpo-
sitional posterior and a single beta distribution.

Note that the agents also observe themselves talking and blushing, which gives them at least
some certain data for this inference that simplifies the agents’ learning.

A.2 Statistics of Emerged Blushing Likelihood Ratios

The likelihood ratio R that defines how an observed blushing sign is evaluated is given by
equation A.6, where fbjh and fbj:h are the agents’ current estimations of the blushing fre-
guency in honest and dishonest statements, respectively. With the two blushing frequencies
ranging from 0 to 1 the likelihood ratio can now in principle take any positive value and Figure
A.1 shows the statistics of actually emerged, i.e. learned likelihood ratios R(0 = b). We see
that especially when agent red played the deceptive, manipulative or dominant strategy the
ordinary agents’ blushing likelihood ratios are significantly shifted to smaller values, indicat-
ing a higher risk for a LICS. This is also consistent with the higher number of LICSs for those
strategies, shown in chapter 2. Additionally, we can observe e [edts of the high-risk-/high-gain
dynamics that a dominant agent red produces, which was discussed in the main text as well.
Compared to the deceptive agent, which shows a smooth distribution of likelihood ratios (in
particular at the left edge) that is basically just a shifted version of the ordinary case, there is
a clear second shoulder visible for the simulations with a dominant agent. This results from
the fact that the dominant strategy either is fully successful in some runs, i.e. leads to top
reputations and thus maximal delusion of the ordinary agents or is not e [edtive at all in other
runs.

A.3 Achieving High Reputations

The overall mechanism that makes deceptive agents achieve and maintain a high reputation is
schematically illustrated in Figure A.2, which is an extension of what has already been shown
in the main work, chapter 2. Here we want to additionally discuss how deceptive agents
achieve high reputations in the first place, i.e. the left, linear part of the diagramm3. For
the sake of simplicity we do not look at all special strategies individually, but rather at their
common characteristics. The unifying property of all special strategies presented here (ma-
nipulative, dominant, destructive) is their deceptiveness, i.e. absolute dishonesty, and their
sophisticated lie-detection-mechanism. An agent embodying these characteristics is what we
call a clever agent. As shown in [158], deceptiveness already leads to a high informedness
compared to all non-deceptive agents. The reason is that the non-deceptive agents never have
a chance to learn the true beliefs of deceptive agents, can therefore only poorly target their
(anyhow less frequent) lies at them, and therefore are easier caught lying by the deceptive
agents. This way, deceptive agents can better filter out false information, which makes them
better informed on the one hand and also improves their first order Theory of Mind (ToM)
on the other hand.

Additionally to their deceptiveness, the special strategies also come with a specialization com-
ponent. All of them prefer certain conversation topics, which they frequently talk about and
therefore also force their conversation partners to do so. Hence, they rapidly build up some ex-

3Parts thereof were already found in previous studies [100, 158] and do not require the e[edt of a LICS.
Nevertheless we want to discuss the full mechanism here fore completeness.
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Figure A.1: Histrograms of likelihood ratios R(o = b) for dilerknt strategies. The thick
lines in the dilerknt panels show the results for di[Cerknt special strategies played by agent
red, which is specified by the titles. Agents cyan and black are always ordinary agents. The
likelihood ratios are shown for the individual agents indicated by their colors and the results
of the ordinary simulation is shown transparently in all other panels as a reference. The filled
area indicates all states that we regard as LICS, i.e. states in which 1:1fy;, > 0:9f;.,, for the
agents’ current estimation holds.

pertise about their prefered topic and/or conversation partner, which ordinary agents cannot
as they randomly choose their topics and talk about everyone approximately equally often.
Also, being better informed as well as having a better ToM are self- and mutually reinforcing
states, as both help to detect lies more accurately and thus to use the available information
more e [edtively. This correlation, between informedness and the quality of the agents’ ToM
can be seen in the upper panels of Figure A.3. Both for ordinary agents and a clever agent
among ordinaries we can clearly see that high informedness comes along with a good ToM.
When a clever agent is involved, we additonally see a branch where the agents’ ToMs are quite
accurate, but their informedness is low. This emerges whenever the clever agent managed to
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achieve a high reputation, i.e., convinces the others of its high honesty (although being fully
deceptive). In such a state the worldview of the agents is wrong, i.e., their informedness is
low, but at the same time this worldview is stable, i.e. all agents agree on this false belief,
which allows for an accurate estimations of others’ beliefs, i.e., ToM.

Thanks to being better informed about the others’ beliefs, i.e. a better ToM, deceptive agents
are correspondingly able to target their lies more precisely. We do not have to show this, as
it is imprinted on the simulation dynamics by construction [100]. Moreover, well targeted lies
enables the deceptive agents to influence their conversation partner more e [edtively, meaning
that they should profit in terms of reputation. Indeed, we also observe this relation when
looking at the middle row of Figure A.3, at least for reputations above 0:5. For lower rep-
utations another e [edt plays a more important role: whenever a deceptive agent has a low
reputation, the others are aware of its low honesty, i.e. do not belief the statements made
by the deceptive agent. Thus, its wrong statements do not influence any beliefs including its
own, as deception might otherwise come back via an echo-chamber e [edt. This way the whole
system agrees on the low honesty of the deceptive agent and all their ToMs become accurate.
In this regime, the causal relation between ToM and reputation is actually inverted.
However, if we are in the high reputation regime of the deceptive agent, we are already in the
self-reinforcment circle described in chapter 2, in which a high reputation gives the statements
more weight and ordinary agents belief the deception. We can also observe this correlation ap-
pearing in our simulation as the lower panels of Figure A.3 show. From here the self-stabilizing
circle takes over.

It should be noted, though, that this is an idealized description of the mechanism and
cannot be found exactly like this neither in reality nor in the RGS. The true relationship is
more complex, less linear and shaped by numerous cross-influences and resulting exceptions.
Nevertheless the above description captures the main e [edts and elemental system dynamics
in the RGS on the basis of which all strategy-specific phenomena should be considered.

A.4 Special Strategies in Less Honest Environments

In the main work (chapter 2) we only investigate the e [edt of special strategies in environments
of pretty honest ordinary agents with honesties of 80% and 97%. While the exact numbers
are drawn uniformly from an interval between 0 and 1, we did choose the random seed
such that those numbers are rather high. We did so following the assumption that societies
usually rely on mainly cooperative individuals (aligned with research on the evolution of stable
communication [160, 161]) and we thus argue that mostly honest ordinary agents are a valid
choice. Still, we want here to investigate the e[edt of the same special strategies on less
honest, ordinary agents in order to see how the system behaves under these circumstances.
Therefore we ran the same set of 1000 simulations with varying random seeds as used in
chapter 2 for fixed honesties of agents cyan and black, but instead vary the latters’ honesties
in each simulation. All three agents’ honesties are drawn uniformly from numbers between 0
and 1 and afterwards they are sorted by honesty, such that the color red is assigned to the
least honest agent, cyan to the middle one and black to the most honest agent. This setup
is also exactly the same that was already introduced in the main work when discussing the
influence of honesty on the emergence of LICS with an average honesty of 50%. Here, we
want to additionally study the e [edt of special strategies played by agent red in this system.
For all those strategies, agent red’s (randomly drawn) honesty is overwritten and set to 0 as
otherwise the strategies’ e Ledts would become unnoticeable. Consequentially we end up with
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Figure A.2: A hypothesis on the typical process that lets deceptive agents achieve a high
reputation and also allows them to maintain it permanently. The two properties of being de-
ceptive and specializing in a certain topic (left) makes agents better informed than more honest
ordinary agents (cyan, black) [158]. This does not only concern their estimation of others’
honesties, but also their first order ToM, i.e., their estimations of others’ beliefs. Having a
precise, correct picture of others’ beliefs, in turn, enables the deceptive agents to construct
their lies in a way that makes them sound plausible and believable to the message receivers,
who will consequentially believe the lies. Since these lies are in favor of the deceptive agent,
their reputation will increase. At the same time the ordinary agents, who believe the lies
will become poorly informed as they trust wrong information. Once such a state of a highly
reputed deceptive agent and poorly informed ordinary agents is established, a self-amplifying
e [ecks keeps it up: The reputed, well informed liar will be believed even more and the ordinary
agents piece by piece lose their sense for reality and judgement, i.e., get into a LICS. Con-
sequentially, they will further misinterpret messages and other evidential information such as
blushing and stay poorly informed, while the deceptive agent can stabilize its high reputation
and the circle can start all over again.

a system containing one 0-honesty-agent red, and two ordinary agents with average honesties
of 50% and 75%, respectively. The average honesty among ordinary agents thus decreased
from 88:5% to 62:5%.

In Figure A.4 one can see the statistics of emerged LICS for the various strategies. First of
all we can note, that LICSs do as well appear in all of these settings, which is not surprising as
the overall amount of misinformation in the system grew and learning (including estimating
the evidential value of blushing signs) should at least not have become easier. Also, we still
see a similar behavior than before when comparing the di Lerknt strategies among each other:
the ordinary agent red still causes least LICS, while the manipulative agent caused most and
deceptive, dominant and destructive end up at similar levels. However, there are two main
di Lerknces when comparing the results with the more honest environment. First, the overall
frequency of LICS increased from an average of around 8% to around 17%, and second, this
di Cerknce is mostly caused by agent red falling for LICS itself. While this may sound counter-
intuitive and irritating at a first glance, it can be explained very well with what we already
understood from the findings in chapter 2 of the main work:

Basically, not falling for a LICS requires a stable calibration of the likelihood ratio. For this,
the agents need data to learn from, which they have to collect throughout the simulation.
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Usually (in a pretty honest environment) the red agents have enough and valuable data on
both the frequency of blushing in dishonest statements (by their own frequent dishonest state-
ments and self-observations) and the frequency of blushing in honest statements (by observing
their mostly honest environment that they are usually able to interpret correctly). Thus, they
are able to calibrate the ratio of both frequencies quite reliably and thus do not falls for LICS
often.

However, when it comes to the new scenario with more dishonest ordinary agents, two impor-
tant things change: one the one side, there are now less honest statements in the system in
general, as the average honesty of agent cyan and black changed from (80% +97%)=2 = 88:5%
to (50% + 75%)=2 = 62:5%, which makes it harder to calibrate the blushing frequency in hon-
est statements. One can argue, that at the same time it should become easier to calibrate
the blushing frequency in dishonest statements, though — which is definitely the case — but
especially for agent red who has no blushing information at all for honest statements from
self-observations, the loss of this information is way severe than the gain of information about
dishonest statements, which it has enough of anyways. On the other side, the information
on blushing signs that is available must also be interpreted correctly. l.e. honest statements
must be recognized as honest and dishonest statements must be recognized as dishonest in
order to draw the right conclusions from them. Also this becomes more di [cullt in the new
setup as less honest agents are harder to judge, as has as well been observed in previous works
on the RGS [158].

Taking both arguments together, the findings above are not surprising anymore, but show
very reasonable behavior. Moreover, the findings demonstrate that the here presented special
strategies rely on mostly honest ordinary agents around them in order to exploit their tactics
fully. In other words, we see here once again that dishonesty can be an e[edtive counter-
strategy to dishonesty in the first place. Although this has to be understood with a grain of
salt, of course, any deliberately malicious behavior will be adapted to the current environ-
ment to which it is applied to and so are our special strategies adapted to a mostly honest
and cooperative surrounding, as this is how one can assume a stable, healthy society to be.



114 Appendix A. Supplementary Material Chapter 2

ordinary agents clever among ordinary agents

correlation: 0.21
correlation: 0.77
correlation: 0.71

ToM correctness
°
5

ToM correctness
°
5

correlation: -0.18 (0.66)

0.00 0.00 N
correlation: -0.09 (0.71)
correlation: -0.22 (0.7)
0.05 -0.05
-0.15 -0.10 -0.05 0.00 0.05 0.10 0.15 0.20 -0.15 -0.10 -0.05 0.00 0.05 0.10 0.15 0.20
informedness informedness
@ (b)

ordinary agents clever among ordinary agents

08 08
c c
-g o6 correlation: 0.84 (0.78) -g o6
s correlation: 0.1 (0.24) s
=] ion: =]
correlation: -0.43 (-0.04:
So4 ¢ ) S04
& 4
02 02 correlation: 0.15 (0.72)
correlation: 0.05 (0.46)
correlation: 0.45 (0.91)
0.0 0.0
~0.05 0.00 0.05 010 015 020 025 -0.05 0.00 0.05 010 015 020 025
ToM correctness ToM correctness
© (d)
ordinary agents clever among ordinary agents
045 correlation: 0.56 0.55 correlation: 0.34
correlation: 0.35 050 correlation: 0.24
040 correlation: 0.34 - correlation: 0.54
» 035 ) « 045
Q2 O ':.‘.ff 2
= 3® ute, — 040
030 3e 3o
E .r-.t'-.":& E .
O 025 S e G 035 % Eaaes :
g oat,d 9 LN £ S 5@»‘ .
Y020 Y 5 0 ooy oy ?’:, ?
c ol c 2o % s Rt ok 1
=1 35 025 oo
015 o . .
0.20 .
010
015
0.05
0.0 02 04 06 0.8 10 0.0 02 04 06 08 10
reputation reputation
© ®

Figure A.3: Correlations between key parameters illustrating the working mechanism of de-
ception strategies. Each dot represents the time-average of a quantity over the full simulation;
its color identifies the corresponding agent. First row (a,b): correlation between agents’ in-
formedness (how accurately they estimate others’ true honesties) and ToM correctness (how
accurately they estimate others’ opinions). Bracketed correlations in (b) refer to points with
informedness  0:07 separating the two visible regimes. Second row (c,d): correlation between
ToM correctness and reputation (estimated honesty as perceived by all others). Bracketed val-
ues refer to points with reputation  0:5, again distinguishing systematically di [erent regimes
(see main text). Third row (e,f): correlation between reputation and the fraction of lies an
agent can make undetectedly. Left panels (a,c,e) show three ordinary agents as a baseline;
right panels (b,d,f) show how a clever agent (red) alters the system through its deception strat-
egy — the common thread underlying all special strategies presented in this work (manipulative,
dominant, and destructive).
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Figure A.4: Statistics of the emerged LICSs for di [erknt strategies played by agent red. For
1000 simulations with di Cerent random seeds the percentage of simulations where at least one
of the agents developed a LICS is shown. The distribution of the frequencies among the three
agents is shown in their respective colors. The x-axis indicates the strategy played by agent
red, while agents cyan and black are always ordinary agents. The honesties of all three agents
are drawn uniformly from values between 0 and 1 for each of the 1000 simulations. They are
sorted by color, i.e. agent red in every simulation is the least honest agent, agent cyan the
one in the middle and agent black is most honest. Note that whenever agent red uses a special
strategy that involves an honesty of 0, its previously drawn honesty is overwritten. In some
simulations more than one agent develops a LICS, which is indicated by the striped areas. In
some rare cases also all three agents develop a LICS in the same simulation, which can not be
visualized in this figure: For both the deceptive and manipulative agent red this happened in
0:1% of the cases, for the dominant agent red in 0:3% and for the other strategy not at all.
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B.1 E [edts of the MIA’s Individual Components

As stated in 85.2.2, the MIA’s strategy consists of three components that distinguish it from
ordinary agents: its communication strategy (how to choose conversation partners and topics
and what to say in each situation), switched o Catquaintance preference for these choices and
a reduced shyness. Here, we want to show each component’s individual e [edt on agent Q’s
ability to influence all others’ opinions.

For each component there are several options to compare: Acquaintance (by default

switched on for both the choice of conversation partner and topic) is switched o[k [ed
tively flattening equations 5.2 and 5.3. Shyness (by default at S = 10°°) is lowered to
S = 103, increasing the agent’s audience in one-to-many interactions to approximately 5
or 6 and decreasing acquaintance a Lnifly — if switched on - according to equations 5.2 and
5.3. The communication strategy (by default ordinary as described in §5.2.1) can be changed
to the mass-influencing strategy described in 85.2.2, but since this is itself a combination
of the “manipulative” and “dominant” strategies used in earlier studies [100, 106], we will
also consider these strategies individually. The manipulative strategy is what the MIA uses
in one-to-one conversations: choosing dishonest conversation partners and flattering them,
whereas the dominant strategy is what the MIA uses in one-to-many interactions: choosing
honest recipients and talking positively about itself. When used individually, both strategies
are applied no matter the interaction type.
A summary of all components and possible values is given in table B.1, leading to 16 config-
urations of agent 0 in total. As a network structure we use the small-world setup only, as it
is the most common one [199-204] and also to avoid increasing the number of combinations
too much.

Component Values
Acquaintance On | O[]
Shyness Default: S =10%°% | Low: S =103

Communication Strategy Ordinary | Dominant | Manipulative | Mass-Influencing

Table B.1: Components of the MIA’s strategy with possible values to compare against ordi-
nary agents.
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For the evaluation we consider the final reputation of agent 0 — measuring how successfully it
convinced others of its honesty despite being fully deceptive — as well as the emerging network
structure, quantified by agent 0’s degree at the end of the simulations. Both measures are
shown and put into relation in Figure B.1, while Figure B.2 illustrates exemplary network
structures that emerge.

Across all strategies, Figure B.1 shows that low shyness is the key factor for achieving a high
degree and typically also a higher reputation. This is, because a low shyness lets agent 0
sustain many (strong) contacts and directly influence large parts of the network as shown
in Figures B.2b,c for the ordinary strategy as an example. However, the e [edtiveness of
low shyness in terms of reputation strongly depends on the communication strategy. The
manipulative and dominant strategies perform worse than the ordinary strategy in this setting,
indicating that their strategic communication is even disadvantageous: For the manipulative
strategy, flattering messages — now also used in one-to-many interactions — can only be tailored
to a single receiver and therefore easily appear inconsistent or implausible to others, facilitating
lie detection. The dominant strategy, as it frequently makes itself the topic of conversation
and thus causes others to disproportionately choose the dominant agent themselves as partner
and topic, yields a pretty high degree, but this does not seem to automatically help with
reputation. Instead, the dominant agent has little options to gather information about others,
thus can only place lies poorly, and in turn is caught more often, limiting its propagandistic
success. Combining both approaches in the mass-influencing strategy, however, overcomes
these weaknesses, outperforming all other configurations in both reputation and degree.

Figure B.1: Average degree of agent O compared to its average reputation for varying config-
urations shown in table B.1. Averages are taken over the final states of 100 simulations with
di Cerknt random seeds for each configuration. The shape indicates agent 0’s communication
strategy, the outer color its shyness and the inner color whether or not it uses acquaintance
for decisions. All other agents are ordinary and configured to form small-world-like network
structures. The bars behind each point indicate the correlation between agent 0’s degree and
reputation for the specific configuration in the depicted units. A high slope means high corre-
lation, negative slope means negative correlation and a horizontal bar means no correlation.

Some strategies (notably ordinary and dominant) also achieve moderately high reputations at
default shyness. However, their impact on the whole system remains limited, which becomes
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evident when looking at emerging network structures. In case of switched o[Cdcquaintance
(Figure B.2a), agent 0 forms many, but only weak ties, resulting in flat opinions close to the
initial mean of 0:5 for most agents. In case of switched on acquaintance (already seen earlier
in Figure 5.2d), it maintains strong, but only a few connections within a small subnetwork, so
high reputation is driven by only a small number of agents. In either case, no large network
e Ledts occur.

B 4 EFGBVMU "DR PGG CcC 4 MPX "DR PO

Figure B.2: Exemplary network structures for three configurations deviating from default
values as specified by the sub-captions (the network structure with default values only has
already been shown in Figure 5.2d). The communication strategy used by agent O is ordinary
in all cases, but since shyness and acquaintance are the main structure-giving parameters, the
networks look similar for other strategies.

B.2 Evaluation Metrics

The metrics used for quantifying the dynamics in chapter 5 are reputation, degree, and opinion
volatility of individual agents, as well as opinion polarization on group level, which are defined
in the following.

Reputation is the perceived honesty of an agent by the others. The higher an agent’s
reputation, the higher the credibility of its messages and the higher its influence on others’
opinions. In order to calculate the reputation of an agent i in the eyes of all others, we
calculate its expected honesty according to the overall group opinion about that agent Pgroup

reputation; = hXiipg, ., (xi): (B.1)

Assuming that all agents’ opinions about the agent i are independent from each other, the
roup opinion

group op v - N ) )

Pgroup(Xi) / P (xijlji) / X' xp) (B.2)

j2Anfig j2Anfig

reflects the dilerkntly strong opinions the agents have. Note, that for example totally un-
informed agents that have a flat opinion distribution do not influence the group opinion at
all, since their contributions are multiplications by 1. With this, we can now calculate the
expected honesty of agent j and find

B2+ _jzanfig i1+ jzanfig i)

reputation; = (B.3)

B+ jomfig i1+ joanfig i)
with B being the beta function and the denominator resulting from normalization. By con-
struction, this measure reflects the opinions of all agents about i weighted with their individual
certainty.
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Degree expresses the connectivity of agents. It is measured considering the total network
structure, where each agent resembles a node and each pair of agents that talked to each other
at least once is connected by an edge. The connection strength of these edges is then given by
their number of conversations, where, for simplicity, we average the number of incoming and
outgoing conversations between each pair of agents, as this might not always be symmetric due
to one-to-many conversations. Further, since the number of conversations is growing steadily
throughout the simulation, the overall connection strengths between all pairs of agents would
become larger over time. While this might be a very legitimate way of description, we aim
for a measure that reflects more the topology or overall shape of the network and less the
total connection strengths. Therefore we normaligg by the total number of conversations
that happened up to a certain point in time n = i<j nfj. With this, we can measure the
centrality of an agent i in the network as its degree, given by

1 X C C\-
Degree; = o (n§j +njp): (B.4)
j2Anfig

This can be viewed as a weighted version of the frequently used degree centrality, here,
basically measuring the fraction of all conversations agent i took part in — in other words,
how much it dominates the network conversation-wise.

Other frequently used centrality measures such as closeness or betweenness centrality would all
reflect the same characteristics of the network structure, since the by far dominating network
e [edt of the MIA is to form a star-like network around itself (cf. Figure 5.2 in 85.3.1). For
our purpose, it is thus su Lcieht to only consider the agents’ degree.

Opinion Volatility describes how much the opinion of an agent changes over time in a
certain interval. Specifically, we calculate the standard deviation of an opinion X;; (t) within
a certain time-window T

p
U |y

Opinion Volatility;.;.+ = Xij(t)  hxij(0)i 2 . (B.5)

which measures how much the opinion of agent i about agent j’s honesty changes or even
fluctuates during this time interval. In this study we use an interval of T = 5000 conversations.

Opinion Polarization measures how diverse opinions among a group of agents are. Po-
larization is low if all opinions roughly align and high if there are contradicting opinions. Let
us define Xj = (Xij1; Xi2; ::1; Xin) be the vector of agent i’s estimations of all other agents’ hon-
esties, i.e. agent i’s opinion. Then we can calculate the average opinion of the whole system
by averaging over all agents’ opinions

L 7S (B.6)
m=_— Xi: B.6
IA i2A
Further, the covariance matrix
1 X .
= A Xi  m)(xi m) (B.7)
N oA

represents the shape, orientation, and spread of the opinion distribution. If all opinions
roughly align, we get a small sphere around that common opinion in an jAj-dimensional



120 Appendix B. Supplementary Material Chapter 5

space. If all opinions point into dilerknt directions but are homogeneously distributed we
get a larger, but still approximately round sphere. If, however, opinions point into opposite
directions, say especially for a few specific topics, the distribution will elongate along those
directions and will become an high-dimensional ellipsoid. The more elongated the ellipsoid
(i.e., the more extended into a few directions), the higher the polarization. In order to quantify
the polarization this way, we calculate the ratio between the largest eigenvalue (a measure for
how elongated the ellipsoid is in this direction) and the average eigenvalue (a measure for the
overall spread or size of the ellipsoid across all directions)

JA max(@)k) d
j 1 dk

Polarization = j , (B.8)
where k counts the dimensions of the covariance matrix, with dyx being the eigenvalue along
dimension k and d is the mean of all eigenvalues. This way, polarization is highest when
there is one (or a few) topics/agents in the system, about whom other agents have extremely
diverging opinions.
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Note on the Use of Assistance Tools:

Any tool employed in academic work — be it a search engine, a statistical software package,
a library database, or a discussion with a colleague over co[ed — requires critical judgment,
responsible use, and scientific rigor to yield valid results. This principle is neither new nor
specific to any particular class of tool.

Generative artificial intelligence and specifically large language models are no exception to
this, and current academic convention requires their use to be explicitly declared. Thus:

Parts of this thesis were written with the help of artificial intelligence tools. Specifically,
GPT-4.1 and GPT-5-mini by OpenAl, as well as Claude Sonnet 4.6 by Anthropic were used
in the abstract, as well as in chapters 1 and 6 solely to assist with the linguistic formulation,
stylistic improvement of text passages, and (among other tools) to gain a first overview of the
literature. Everything else, including the conceptual development, logical structure and line
of argumentation, identification and selection of relevant literature, as well as interpretation
of results was done independently. All Al-assisted text passages were carefully reviewed and
revised as needed.

I take full responsibility for the final content of this thesis — to the same degree that
responsibility can be assumed for the output of any other tool or technique mentioned above.



