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Abstract 

Isomorphism, the principle that internal neural representations mirror the structure of external 

information, is a foundational property of brain computation. This organizational principle is 

well-established in domain-specific systems such as the sensorimotor cortices and the 

hippocampus. For example, in the visual cortex, the spatial relationships in the external world are 

preserved through retinotopic mapping, and in the hippocampus, where temporal and spatial 

sequences are internally reconstructed. However, whether and how this principle applies to 

higher-order, domain-general regions such as the prefrontal cortex remains an open question. 

In this thesis, I present two complementary studies in mice and non-human primates that 

demonstrate how the PFC adheres to the isomorphism principle across species and tasks. Both 

experiments involved complex behavioral paradigms requiring dynamic and flexible cognitive 

control. In the mouse study, I investigated how animals shift their cognitive sets (to-go or to-

wait) in response to changing contexts. Neural recordings revealed that the PFC organizes itself 

into separable functional modules for preparatory and executive encoding. In the monkey study, I 

examined how animals developed different mnemonic strategies that protected task-relevant 

memories from competing distractions. This revealed anatomically distinct PFC subregions 

specialized for sensory input processing, memory storage, and retrieval. 

Together, these findings converge on a unifying principle: the PFC constructs an internal 

isomorphic ñexecutive mapò that mirrors the structure of cognitive operations in complex tasks. 

It functions as a modular, self-organizing system that reflects and adapts to the logic of task 

demands. This work suggests that isomorphism is not limited to low-level sensory systems, but 

extends into the architecture of executive control, offering a mechanistic framework for 

understanding how flexible cognition emerges from distributed, yet structured, neural dynamics.
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м LƴǘǊƻŘǳŎǝƻƴ 

ñEach of the natural objects is a compound of matter and form; and nature is the form, not the 

matter ð for the matter is only potential, while the form is the actuality.ò 

---- Aristotle, Physics II.1, 193a10ï15 

 

At the very dawn of the natural sciences, the great philosopher Aristotle proposed that all natural 

beings are composed of matter1 and form2. In contrast to the idealistic forms proposed by his 

teacher Plato ð abstract entities that exist independently of, and are considered óhigherô than, 

physical matter ð Aristotle offered a more grounded perspective that arguably laid the 

foundation for natural science: that form is the nature of a thing. From a modern viewpoint, it 

can be interpreted as the idea that the compositional structure of fundamental elements defines an 

entity, such as how cells organize to form different organs. Science (or physis, in its original 

Greek sense) seeks to understand these structures and their dynamics3. 

For example, nuclear physics studies how elementary particles are structured within the atom. 

Linguistics studies how meaning arises from structured forms in language. Genetics studies how 

hereditary information structures the development of organisms. Similarly, neuroscience seeks to 

understand how the structural and dynamic organization of the neuronal system gives rise to 

perception, thought, and behavior. In other words, science is the study of forms ð or, from an 

empirical standpoint, structures. 

Clearly, scientists are not the only ones concerned with structure. All living organisms, plants, 

animals, even bacteria, have evolved, developed, or learned to adapt to their environments. These 

adaptive changes, regardless of the timescale over which they occur, represent adjustments of 

 
1 Matter (ɚɖ, hylǛ) means "wood" or "timber" if taken literally, which Aristotle meant as the raw material from 

which natural beings are made. 
2 Form (ɛɞɟűɐ, morphǛ) originally means ñshapeò or ñfigureò, which Aristotle used it to refer the actualizing 

structure of an entity, i.e., what-it-was-to-be (essence) of a thing, grounded in the composition of matter. In my 

thesis, I used the term óstructureô (which is more common for the scientific context) interchangeably with óformô to 

avoid excessive metaphysical discussions. 
3 Nature is a principle of motion and change, and physics is the study of this principle as found in natural beings.ò, 

Aristotle, Physics II.8, 199b15ï17. Both the structure and changes in structure matters for understanding nature. 
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internal structure in response to external structural variations, enabling organisms to better fit 

into their ecological niche. To initiate such changes proactively, animals have evolved various 

sensory and representation systems to internalize the structure of their surroundings: in short, 

they have found ways to extract information from the environment. 

ñInformationò is a highly abstract and increasingly central concept in contemporary sciences, yet 

it is often used ambiguously. Claude Shannon, the father of information theory, defined 

information as a mathematical measure of non-randomness ð that is, as a quantification of 

structured, ordered possibilities among all potential outcomes4 (Shannon, 1948). Information 

philosophers such as Luciano Floridi have taken a bolder stance, arguing that reality itself is 

fundamentally informational, i.e., not merely composed of matter or energy, but of structured 

data (Floridi, 2013). In essence, information can be understood as a description of structure and 

its dynamic changes. 

While all structures and their changes carry potential information, only that which can be 

described and transmitted to a perceiving subject constitutes de facto information. The ultimate 

goal of a perceiving and reacting system (such as the brain) is thus to optimize its internal 

structure to extract as much relevant information from the environment as possible. This is the 

primary ecological drive behind the evolution of the neuronal system: to extract, retain, and 

utilize structured information. 

 

мΦм .Ǌŀƛƴ ŀǎ ŀƴ ƛǎƻƳƻǊǇƘƛǎƳ ƳŀŎƘƛƴŜ 

Letôs try a Gedankenexperiment (thought experiment): suppose you want to design a machine to 

extract as much information as possible about an apple. Constrained by our human perceptual 

capabilities, we would likely begin by incorporating shape, color, smell, texture, and taste into 

this preliminary search for information. However, these are only a subset of the possible 

modalities through which information might be gathered. An advanced alien species visiting 

Earth might suggest measuring magnetic or gravitational fields around the apple, perhaps 

 
4 Shannon describes the entropy as Ὄ В ὴÌÏÇὴ for all the possible events ὴȟὴȟὴȟȣȟὴ of a discrete 
source. It measures the average uncertainty or information content per event, where higher entropy corresponds to 

bigger randomness and less structure. Information, in his idea, is a reduction of entropy or uncertainty. 
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considering these modalities as more intuitive. Ultimately, the selection of what constitutes 

ñrelevantò information is somewhat arbitrary and is shaped by a series of historical contingencies 

throughout evolutionary history. Humans rely primarily on vision; rodents rely primarily on 

olfaction; weakly electric fish perceive perturbations in self-generated electric fields; bats use 

echolocation. All these systems, though diverse in form, serve the same fundamental purpose: to 

perceive and interact effectively with the environment, in this case, to locate the apple. What 

truly matters in designing a better information-processing machine is not which modality to use, 

but how efficiently it extracts and represents information. 

How might an optimized information machine recognize the shape of an apple? Evolution 

provides a compelling solution: the shape of an apple can be described as a roughly spherical 

surface in three-dimensional space, or as a closed, near-circular boundary when projected onto a 

two-dimensional plane. One effective strategy would be to place a structured array of 

photoreceptors on a flat plane to capture spatially organized light reflections from the appleôs 

surface. In doing so, the machine aligns its internal structure to the external structure of the 

object, which effectively compressing and internalizing the information. This is, in essence, how 

the visual system operates. 

The brain has evolved such that its structure mirrors, or maps onto, the structure of the external 

world. It is designed to internalize environmental regularities. In this sense, the brain can be 

viewed as an isomorphism machine5: a system whose internal organization is shaped to reflect 

the structural patterns of information it attempts to internalize. 

мΦмΦм ¢ƻǇƻƎǊŀǇƘƛŎŀƭ ǎǘǊǳŎǘǳǊŜǎ ƛƴ ǘƘŜ ǎŜƴǎƻǊƛƳƻǘƻǊ ǎȅǎǘŜƳǎ 

Spatial structure is a fundamental aspect of environmental information that the brain seeks to 

capture. It can be found as a general characteristic of both sensory and motor systems in the 

neuronal system. Mathematically, the concept of "space" extends beyond physical dimensions; it 

can also describe any relational structure. The informational landscape of natural environments 

often forms a continuum within a multi-dimensional space, where related or similar information 

 
5 ñIso-ò origins from Greek word ůɞɠ, means ñequalò or ñsameò. ñ-morphò is from the Greek word ɛɞɟűɐ, same as 

Aristotleôs form. The word ñisomorphismò is used in mathematics and logic as one-to-one mapping between 

structures that preserves relations and is a key concept in Gestalt psychology for mental processes mirroring 

physical or perceptual structures. 



 4 

tends to cluster closely together. As a result, topographic organization emerges as a general 

principle of natural information structure. 

Consistent with this principle, the sensorimotor neuronal system reconstructs and represents 

information in a topographically organized manner. In the visual system, spatial relationships 

between objects or between different parts of a single object are preserved through retinotopic 

maps that remain consistent across the visual processing hierarchy6 (Hubel & Wiesel, 1977; Steel 

et al., 2024; Talbot & Marshall, 1941). In the auditory system, spatial localization is initially 

encoded through interaural time differences (ITD) and interaural level differences (ILD), which 

represent auditory space linearly along the horizontal plane. These cues are then transformed into 

a corresponding spatial representation in the medial superior olive (MSO) of the brainstem (Park 

et al., 1996; Wightman & Kistler, 1992). Additionally, the frequency domain of auditory signals 

is encoded in a structured manner along a tonotopic map throughout the auditory hierarchy 

(Bandyopadhyay et al., 2010; Humphries et al., 2010; Schreiner et al., 2000). Similarly, the 

somatosensory system preserves the spatial layout of receptors distributed across the body 

through a somatotopic representation, famously illustrated by the sensory homunculus7 (Penfield 

& Boldrey, 1937). An analogous motor homunculus reflects the topographical organization of 

motor outputs (Gordon et al., 2023; Penfield & Boldrey, 1937). 

Mechanistically, these topographic maps arise from spatially ordered afferent inputs from 

sensory receptors and to motor effectors. However, from an ecological perspective, these 

systems provide compelling evidence for the brain's functional design as an isomorphism 

machine: a system optimized to internalize the structural properties of both the external 

environment and the organism itself, i.e., its Umwelt8. 

 
6 Physical space is usually considered as 3-4D (plus one dimension for time). The strategy of visual processing was 

to take the projection to 2-3D and restore the stereoscopic structure in following processes. A dimensional reduction 

of information space at the sensory interface and a post-hoc restoration of compressed dimensions seems to be 

another general principle of the isomorphic brain. 
7 The term óhomunculusô comes from "homunculus fallacy", referring to a logical flaw where you circularly explain 

a process by imagining a little person inside doing the work. Neuroscience borrowed the word for an internal 

reconstruction of body as a small man-shape isomorph. This terminology revealed some early ideas of isomorphism 

brain. 
8 Umwelt is a concept from biology and philosophy, referring to the subjective world experienced by an organism, 

introduced by the German biologist Jakob von Uexk¿ll in the early 20th century. In the current thesis, the word is 

meant for not the subjective sensory world of a perceiver, but the entire objective ecological world that are relevant 

for an organism, where the body itself is also an object to-be-perceived. 
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In conclusion, the sensory and motor cortices are frequently organized as spatial replicas of the 

continuous physical or feature spaces they have evolved to internalize (Kaas, 1997). This 

organization reflects the geometric and topological features of sensory input, whether derived 

from the physical continuum (e.g., the spatial layout of visual stimuli) or from feature-based 

continua (e.g., frequency components of sound). 

мΦмΦн {Ǉŀǝŀƭ ŀƴŘ ƻǊŘŜǊ ǎǘǊǳŎǘǳǊŜǎ ƛƴ ǘƘŜ ƘƛǇǇƻŎŀƳǇǳǎ 

Another well-studied example of isomorphism in the brain lies in the hippocampus, renowned 

for its role in constructing cognitive maps of both physical space and abstract relational 

structures (Buzs§ki & Moser, 2013; O'keefe & Nadel, 1979; Tolman, 1948). The discovery of 

place cells9 (O'Keefe & Dostrovsky, 1971) marked a vital moment in neuroscience, 

demonstrating that the brain does not merely passively receive sensory inputs but actively 

constructs internal, isomorphic models of the external world. Unlike the sensorimotor systems, 

place cells are not organized topographically, i.e., neighboring neurons do not necessarily 

correspond to nearby spatial locations. However, an abstract gradient in spatial resolution exists 

along the dorsoventral (septotemporal) axis of the hippocampus: place cells in the dorsal (septal) 

hippocampus have small, precise place fields (i.e., fine spatial resolution), whereas those in the 

ventral (temporal) hippocampus exhibit larger, more diffuse fields (i.e., coarse spatial resolution) 

(Jung et al., 1994). 

Building upon the discovery of place cells, grid cells in the medial entorhinal cortex were found 

to provide a periodic, metric representation of space as a kind of internal coordinate system 

(Hafting et al., 2005). Additional cell types contribute further dimensions to this spatial 

framework: time cells provide temporal encoding (Kraus et al., 2013; MacDonald et al., 2011), 

while border cells, boundary cells, and head direction cells support geometric relationships and 

directional orientation beyond simple point-to-point mappings (Lever et al., 2009; Solstad et al., 

2008; Taube, 2007). These specialized neuronal populations form functionally distinct modules, 

 
9 Hippocampal place cells fire selectively when an animal travels through a specific spatial location, therefore act as 

concrete anchoring points in the cognitive maps. 
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which collectively support a navigation and memory system distributed across the hippocampal 

formation and associated structures. 

Crucially, these neural mechanisms support not only spatial navigation but also episodic 

memory, enabling the brain to anchor experiences to specific spatiotemporal contexts. This 

allows for the recall of where and when events occurred (Buzs§ki & Moser, 2013; Eichenbaum, 

1999). The structure of spatial trajectories and episodic narratives, conceived as sequences of 

events, is represented through ordered sequences of cell assembly activity compressed within the 

phase space of theta oscillations (Dragoi & Buzs§ki, 2006; Lisman, 1999; Skaggs et al., 1996). 

These structured sequences are further consolidated during offline replays, which have been 

shown to be critical for episodic memory formation (Davidson et al., 2009). 

Building on these findings, some researchers have proposed that the hippocampus functions as a 

general-purpose sequence generator, capable of representing ordinal structure independent of 

specific content (Friston & Buzs§ki, 2016). In this view, the hippocampus binds together 

disparate elements ð whether places, events, or abstract concepts ð into structured, relational 

representations, potentially through the use of content-independent pointers (Buzs§ki & Tingley, 

2018). 

In conclusion, the hippocampus exemplifies isomorphic representation in the brain: it 

reconstructs global structures (such as a map of an environment) from localized experiences 

(such as running specific routes during a football match). Through its capacity to integrate 

elements of experience into coherent, structured representations, the hippocampus enables 

navigation through both physical space and ordinal space of complex cognitive sequences. 

мΦмΦо {ǘŀǝǎǝŎŀƭ ǎǘǊǳŎǘǳǊŜǎ ƛƴ ǘƘŜ ǎŜƴǎƻǊƛƳƻǘƻǊ ǎȅǎǘŜƳǎ 

In the example of episodic memory formation in the hippocampus, we extended the concept of 

space beyond physical dimensions to encompass a more abstract informational space. In this 

broader regime, the brain represents not only relational configurations of discrete items but also 

statistical structures ð the regularities, probabilities, and transitional dynamics inherent in 

streams of experience. These statistical structures serve as scaffolds for learning predictive 

relationships, shaping expectations, and enabling flexible behavior in complex environments. 
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Two key domains of statistical structure can be distinguished by the timescale of their sampling: 

global and local statistical structures. 

Global statistical structure refers to long-term, ecologically relevant regularities in the 

environment. Evidence for the internalization of such statistical regularities has been found 

throughout the visual system ð from the structure of the retina (Gupta et al., 2023; Roy et al., 

2021; Ruderman et al., 1998), through the lateral geniculate nucleus (LGN) (Dan et al., 1996), to 

early visual cortical processing (Li & Atick, 1994; Vinje & Gallant, 2000), and further into 

higher-order visual areas (Yamins et al., 2014). These isomorphic neural structures are thought to 

arise from long-term environmental exposure, optimizing information representation via 

mechanisms of efficient coding10. This has been demonstrated in computational studies, where 

training artificial neural networks on ecologically valid stimuli resulted in emergent 

representations that mirror those observed in biological systems (Bell & Sejnowski, 1997; 

Cadieu & Olshausen, 2012; Karklin & Lewicki, 2009; Olshausen & Field, 1996). Similar 

principles of internalizing environmental statistics have been observed in other sensory 

modalities, including the auditory system (Carlson et al., 2012; Mğynarski, 2015; Rieke et al., 

1995), the vestibular system (Carriot et al., 2014), the olfactory system (Teĸileanu et al., 2019), 

and the motor system (Berman et al., 2016). 

Local statistical structure, on the other hand, refers to short-term regularities or recurring 

patterns in rapidly changing environmental factors, especially those related to temporal dynamics 

(Dehaene et al., 2015; Friston, 2005). This type of structure is particularly salient in the auditory 

system, where neurons show predictive responses to temporally modulated features such as 

amplitude envelopes, pitch contours, and sequential patterns (Giard et al., 1995; Nªªtªnen et al., 

2007). Recent studies have shown that auditory cortical neurons autonomously develop 

isomorphic representations of embedded sequence regularities, enabling recognition and 

prediction of complex temporal structures (Libby & Buschman, 2021). Comparable 

representations of temporal and statistical regularity have also been observed in other modalities, 

such as the visual cortex (Gavornik & Bear, 2014) and motor cortex (Paz et al., 2003; Wiestler & 

Diedrichsen, 2013). 

 
10 Efficient coding is a theory in neuroscience which proposes that the brain is optimized to represent information in 

the most efficient way possible. 
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мΦмΦп !ōǎǘǊŀŎǘ ŎƻƴŎŜǇǘǳŀƭ ǎǘǊǳŎǘǳǊŜǎ ƛƴ ǘƘŜ ŀǎǎƻŎƛŀǝƻƴ ŎƻǊǘŜȄ 

The association cortex refers to regions of the cerebral cortex that integrate information from 

multiple sensory and motor domains11. Unlike primary sensory or motor areas, which are 

dedicated to processing domain-specific inputs or executing specific outputs, the association 

cortex supports domain-general cognitive functions such as perception, memory, language, 

reasoning, and decision-making. A growing body of evidence suggests that isomorphic 

representations are also present in the association cortex. One prominent example involves the 

structure of conceptual space, which encompasses dimensions such as semantic similarity and 

associative relationships (e.g., probable co-occurrences). 

With regard to semantic similarity, concepts that share similar features or belong to the same 

category tend to cluster together in high-dimensional representational spaces. Neuroimaging 

studies have revealed category-specific representations in the higher-order cortices of the ventral 

visual stream, particularly within the temporal cortex. These include specialized areas for faces 

(Kanwisher et al., 1997), word forms (Dehaene & Cohen, 2011), and inanimate objects such as 

houses and chairs (Ishai et al., 1999), reflecting structured encoding of familiarized conceptual 

categories (Chapeton et al., 2022; Huth et al., 2016). 

For associative relationships, studies have shown that the temporal and parietal lobes encode the 

co-occurrence and relational properties of words and concepts (Meersmans et al., 2020; 

Montefinese et al., 2021). Notably, different types of words appear to rely on distinct 

representational systems: concrete words are typically organized based on featural similarity, 

while abstract words are structured more by associative relationships and co-occurrence statistics 

(Crutch & Warrington, 2005). These findings support the idea that the brain internalizes the 

structure of conceptual and linguistic information in a way that reflects both its semantic 

topology and usage-based regularities. 

 
11 What people refer to as associate cortex differs a lot, it is usually defined functionally but not anatomically. It 

usually means the prefrontal and parietal cortex; however, some part of higher-hierarchical areas in the occipital and 

temporal lobe can also be called associate cortex. 
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Another compelling example of structured conceptual representation is numerosity12: the 

cognitive ability to estimate or represent the number of discrete items. Evidence from animals 

(Liao et al., 2024; Nieder et al., 2002), infants (Starkey & Cooper Jr, 1980), and indigenous 

populations with limited numerical language (Gordon, 2004) suggests that numerosity is a 

universal and innate cognitive function (Nieder & Dehaene, 2009). Neural correlates of 

numerosity have been identified in a frontoparietal network, including the lateral prefrontal 

cortex (lPFC) and the intraparietal sulcus (IPS) within the posterior parietal cortex (PPC) (Jacob 

& Nieder, 2014; Jacob et al., 2012; Nieder, 2016). Using functional imaging, researchers have 

observed a topographically organized "number line" in the IPS, in which cortical locations are 

selectively tuned to specific numerosity, arranged in a linear progression (Dehaene et al., 2003; 

Harvey et al., 2013). This suggests that even abstract cognitive domains like number are 

internalized via structured, spatially organized representations. 

 

мΦн LǎƻƳƻǊǇƘƛǎƳ ƛƴ ǘƘŜ ǇǊŜŦǊƻƴǘŀƭ ŎƻǊǘŜȄΥ ŀ ǎǇŜŎƛŀƭ ŎŀǎŜΚ 

Up to this point, we have explored how isomorphic representations, i.e., internal neural structures 

mirror external or abstract informational structures, have been found across many brain regions. 

However, the case becomes less apparent when we turn to the apex of the cortical hierarchy: the 

prefrontal cortex (PFC). The PFC, located at the rostral part of frontal lobe, is among the most 

interconnected and functionally versatile brain regions (Rapan et al., 2023). It plays a central role 

in executive functions such as planning, decision-making, cognitive flexibility, working memory, 

and abstract reasoning (Hanganu-Opatz et al., 2023). While the term ñPFCò encompasses several 

areas across species, my thesis primarily focuses on the lateral prefrontal cortex (lPFC) in 

humans and non-human primates, as well as the prelimbic cortex (PL) ð a functionally 

homologous medial prefrontal region in rodents (Hanganu-Opatz et al., 2023). 

Unlike domain-specific areas such as primary sensory cortices, the PFC is considered domain-

general ð not specialized for any single type of input or modality. This raises an important 

 
12 The term number refers to the mathematical concept, symbolic and formal. In comparison, numerosity refers to 

the perceived quantity of items in a set, often approximated. For this reason, numerosity is more commonly used in 

psychology and neuroscience. 



 10 

question: Does the principle of isomorphism still apply in such a flexible, abstract system? And if 

so, what kind of structure is the PFC organized to represent? 

мΦнΦм ²ƻǊƪƛƴƎ ƳŜƳƻǊȅΥ tC/ ŀǎ ŀ w!a 

One key function of the PFC is the maintenance and manipulation of information over short 

timescales, commonly known as working memory (WM). Working memory allows for the 

temporary retention of task-relevant information and its dynamic updating in response to changes 

in the environment (Miller et al., 2018). This capability supports a wide range of cognitive 

operations including reasoning, comprehension, and decision-making. Working memory is 

thought to rely on a frontoparietal network, in which the PFC is responsible for the active control 

and manipulation of information, while the posterior parietal cortex contributes more to passive 

storage and maintenance (Jacob et al., 2018; Jacob & Nieder, 2014). 

A useful metaphor for this functionality of PFC is the Random-Access Memory (RAM) in a 

computer: information is stored temporarily but can be accessed flexibly and efficiently, 

regardless of order. RAM supports temporary storage of information with uniform-time access to 

any item, what computer science refers to as random-access. This stands in contrast to sequential 

access, where each item must be retrieved in order, resulting in variable accessibility depending 

on position. Similarly, PFC representations are not sequentially constrained; instead, they 

represent all relevant variables in a holistic and relational format, enabling rapid access to any 

part of the information space: Everything, everywhere, all at once. 

Empirical support for this comes from studies showing that when subjects must remember a 

series of spatial or temporal items, dorsolateral PFC (dlPFC) neurons encode both spatial and 

ordinal relationships in a geometrically structured neural representational space (Xie et al., 

2022). Likewise, during movement planning, prefrontal populations represent possible motor 

plans in low-dimensional subspaces that mirror their physical trajectories (Churchland et al., 

2012). These examples suggest that the PFC forms a structured, high-dimensional representation 

of the task space, what has been called neural geometry13 (Bernardi et al., 2020; X. X. Lin et al., 

 
13 Neural geometry refers to the geometric structure of activity among populations of neurons, using every single 

neuron as a separate dimension. Over time or across different task variables, these points are often joined into 

trajectories or shapes in a lower-dimensional activity space, so called neural manifolds. Studying neural geometry is 

becoming increasingly popular not only because of advancing dense recording techniques, but also because it best 

captures the complexity of neural representations. 
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2023; Rigotti et al., 2013). In this framework, population activity unfolds in a structured manner 

within a neural state space, revealing complex correlational patterns that encode task-relevant 

information (Barack & Krakauer, 2021). The isomorphic principle in PFC, then, may manifest 

through the geometry of neural activity that mirrors the full structure of goals, rules, or task 

demands. 

мΦнΦн 9ȄŜŎǳǝǾŜ ŎƻƴǘǊƻƭΥ tC/ ŀǎ ŀ /t¦ 

Beyond passive storage, the PFC is also an active processor of information: it selects, 

manipulates, transforms, and sequences the contents of working memory in accordance with task 

goals. In this respect, it resembles a Central Processing Unit (CPU) in a computer, which governs 

both computation and control. 

The CPU comprises two main components: the Arithmetic Logic Unit (ALU), responsible for 

calculations and logical operations, and the Control Unit (CU), which coordinates tasks and 

manages information flow14. Analogously speaking, the PFC supports both types of operations: 

ALU-like functions include rule-based reasoning, mental arithmetic, and logical decision-making 

(Bongard & Nieder, 2010; Spellman et al., 2021). CU-like functions involve attentional control, 

task-switching, and the sequencing of complex actions (Hªhnke, 2024; Jacob et al., 2018; Lam et 

al., 2024). 

The dlPFC, in particular, is a core region for both working memory and executive control 

(Hanganu-Opatz et al., 2023; Petrides, 2005; Petrides & Pandya, 1999). Located in the middle 

frontal gyrus (Brodmann areas 9 and 46), this region is highly involved in flexible cognitive 

operations and is frequently disrupted in neuropsychiatric disorders such as ADHD and 

schizophrenia, where deficits in memory and control are pronounced (Bunney & Bunney, 2000). 

Thus, much like a CPU operating over RAM, the dlPFC both stores and transforms information 

in a flexible, context-dependent way. These computations are organized not around fixed sensory 

dimensions, but around abstract structures, such as rules, goals, or sequences of actions. 

 
14 For reference, check the Wikipedia of CPU: https://en.wikipedia.org/wiki/Central_processing_unit 
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мΦнΦо LǎƻƳƻǊǇƘƛǎƳ ƛƴ tC/Υ ŎƻƴǘŜƴǘ ƳŀǇ ƻǊ ŜȄŜŎǳǝǾŜ ƳŀǇ 

In sum, the prefrontal cortex functions as the computational hub of the brain ð simultaneously 

acting as a flexible buffer for temporary information (RAM) and as a dynamic processor that 

orchestrates cognition (CPU). It integrates multi-domain input, holds relevant information in 

structured formats, and manipulates that information according to context and goals. 

Despite its domain-general nature, the PFC still adheres to the principle of isomorphism, albeit in 

a goal-dependent form. Rather than encoding fixed sensory features, it constructs representations 

that are task-relevant, abstract, and relational. For instance, when comparing a circle to a square, 

early visual areas may represent all sensory details (e.g., color, luminance, retinal location), but 

the PFC will prioritize and selectively encode only the relevant dimension ï in this case, shape. 

 

мΦо vǳŜǎǝƻƴǎ ŀƴŘ ŎƘŀƭƭŜƴƎŜǎ 

мΦоΦм ¢ƘŜ ŎƻƳǇƭŜȄƛǘȅ ŀƴŘ ŘȅƴŀƳƛŎƛǘȅ ƻŦ tC/ 

Despite the functional parallels between the prefrontal cortex (PFC) and a computerôs central 

processing unit (CPU), the brain is not a machine built from silicon and metal: it is a living, 

constantly adapting organ. Its architecture is constantly reshaped by experience through rapid 

reorganization and plasticity. As such, the brain, particularly the PFC, is a far more complex and 

dynamic system than any artificial computational machine. 

Unlike domain-specific regions such as the sensorimotor cortices, PFC neurons are not tied to 

singular types of information. Instead, they often exhibit mixed selectivity, responding to 

combinations of task-relevant variables in a nonlinear and context-dependent manner (Dang et 

al., 2022; Rigotti et al., 2013; Tye et al., 2024). Rather than encoding a single stimulus or rule, 

these neurons flexibly integrate multiple dimensions of a task, forming the basis for high-level, 

goal-directed behavior (Sigalas & Libedinsky, 2025)15. Computational models have shown that 

mixed selectivity enables the brain to compute arbitrary combinations of inputs, allowing for 

 
15 Nonlinear mixed selectivity refers to the case where neuronal responses to the combination of variables cannot be 

predicted by the linear summation of their responses to single variables. 
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flexible cognition with relatively simple linear readouts from a high-dimensional representational 

space (Fusi et al., 2016; Rigotti et al., 2013). 

However, these properties make the PFC particularly challenging to study. In early sensory or 

motor areas, individual neurons often have clear, interpretable tuning properties, and small-scale 

recordings can reveal generalizable computational principles. In contrast, the function of a single 

PFC neuron is only meaningful within the context of the broader population. Low-yield 

recordings risk capturing an incomplete and potentially misleading view of PFC function, as they 

are vulnerable to sampling bias and noise. To accurately characterize the PFC, large-scale 

recordings across extensive cortical territories are essential. 

A further characteristic feature of the PFC is its dynamic coding. Representations in the PFC are 

not static but shift over time in response to task demands and internal states. For instance, the 

same item of information may be represented differently during distinct task epochs such as 

sensory processing, memory maintenance, and motor output, via time-varying population 

activity and changes in individual neuron selectivity (X. X. Lin et al., 2023; Spaak et al., 2017). 

This flexible coding architecture allows the PFC to act as an active workspace that adapts 

moment by moment. 

Yet, the true extent of this dynamicity is likely underestimated. Much of the existing literature 

relies on highly trained animals or simple human tasks where performance is consistently high. 

Under such conditions, neural activity may converge on stable, stereotyped trajectories (X. L. Qi 

& C. Constantinidis, 2012). In real-world scenarios, however, performance is shaped by 

fluctuating environmental and internal conditions. Even when the final goal is achieved, minor 

lapses, distractions, or momentary uncertainty may introduce trial-specific dynamics. In addition, 

intrinsic fluctuations in neuronal excitability that are task-irrelevant can further contribute to 

variability across trials (Delamare et al., 2024; Leber, 2010; Weissman et al., 2006). Together, 

these factors drive intra-individual variability in neural and behavioral responses across trials. 

Critically, the widespread reliance on averaging across time, trials, sessions, and individuals can 

obscure this variability, giving the false impression of persistent, static representations 

(Lundqvist, Herman, & Miller, 2018; Spaak et al., 2017). As a result, the rich, flexible dynamics 

of PFC activity may have been systematically flattened in the traditional analysis pipelines. 

Another often omitted factor is inter-individual variability. Even when multiple subjects perform 
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the same task successfully, they often employ different cognitive strategies, and these choices are 

reflected in distinct patterns of PFC activity (Chiang et al., 2022). At the population level, such 

strategic diversity gives rise to subject-specific neural geometries, so that the same stimuli are 

represented in subtly different ways across individuals, even under identical task conditions 

(Fascianelli et al., 2024). 

Consequently, group level analyses that average across subjects risk obscuring critical aspects of 

PFC function, smoothing over strategy specific isomorphic mappings between task structure and 

neural geometry. To fully appreciate the PFCôs computational versatility and to validate its role 

as a goal directed isomorphism machine, it is therefore essential to account for both intra-

individual and inter-individual variability in experimental designs and analytical approaches. 

мΦоΦн DŜƴŜǊŀƭƛȊŀōƛƭƛǘȅ ƻŦ ǎŎƛŜƴǝŬŎ ǊŜǎŜŀǊŎƘ ŀŎǊƻǎǎ ǎǇŜŎƛŜǎ 

Neuroscience studies of PFC function rely on a range of model species, from rodents (mice and 

rats) to non-human primates and humans. However, inherent differences in cognitive capacities 

and neuroanatomical organization across species complicate the interpretation and generalization 

of these findings. 

Rodents, for example, lack the granular layer 4 characteristic of primate dlPFC (Brodmann, 

1909)16 and exhibit more limited executive capabilities (Carl®n, 2017), yet they remain 

indispensable for investigating circuit mechanisms of PFC functions through genetic and circuit-

level manipulations. Although the rodent medial prefrontal cortex (mPFC) is not anatomically 

homologous to the primate dlPFC, it nevertheless exhibits comparable functional properties 

(Hanganu-Opatz et al., 2023). Non-human primates bridge this gap anatomically but differ from 

humans in the complexity of their cognition and language-related processes. Even within a given 

species, strain and individual histories can shape PFC architecture and function. Consequently, 

although cross-species research yields invaluable insights such as conserved motifs of mixed 

selectivity and dynamic coding, caution should be taken when generalizing findings. 

To bridge the gap between high-throughput rodent studies and primate or human prefrontal 

research, experimental tasks need to be carefully downscaled to isolate core PFC operations that 

are shared across species. Rather than simply miniaturizing a human task, researchers should 

 
16 For this reason, primate lateral PFC is also known as the ógranular frontal cortexô. 
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identify the fundamental components such as working memory maintenance, rule switching, and 

value-based decision-making, and implement them using species appropriate stimuli and 

behavioral setups that tap the same underlying processes. For example, complex visual-based 

working memory tasks commonly used in primate studies can be reformulated for rodents by 

employing olfactory, auditory, or tactile cues, thereby preserving the same cognitive processes 

algorithmically while leveraging the sensory modalities most natural to mice. 

Equally important is the use of cross validated metrics such as neural geometry, functional 

connectivity and decoding methods, which are generalizable across all types of neural data and 

not dependent on species specific response modalities. By combining these algorithmically 

matched tasks with comparable neural readouts and analysis pipelines, one can leverage genetic 

and circuit tools in rodents to dissect mechanisms, then translate these mechanistic insights to 

more complex PFC architectures in primates and humans. 

мΦоΦо ¦ƴŘŜǊǎǘŀƴŘƛƴƎ ƴŜǳǊŀƭ ǎȅǎǘŜƳǎ ŀŎǊƻǎǎ ƳǳƭǝǇƭŜ ǎŎŀƭŜǎ 

A central challenge in systems neuroscience is to understand how neural computations emerge 

across multiple spatial and temporal scales, from the activity of single neurons to coordinated 

dynamics within distributed brain circuits. At the most fundamental level, individual neurons 

encode task-relevant variables through selective firing patterns (Bongard & Nieder, 2010; Jacob 

& Nieder, 2014). However, behavior is not generated by isolated neurons, but by populations of 

neurons whose collective activity forms structured representations (Chiang et al., 2022; X. X. 

Lin et al., 2023; Montijn et al., 2016). These network-level dynamics often exhibit properties that 

are not apparent at the level of single units, such as low-dimensional geometry (Kriegeskorte & 

Wei, 2021; Xie et al., 2022), mixed selectivity (Dang et al., 2021; Tye et al., 2024), and flexible 

reconfiguration across task demands (Bernklau et al., 2024; Tafazoli et al., 2026). Bridging the 

gap between single-neuron encoding and population-level representations is therefore essential 

for understanding how the brain implements complex cognitive functions. 

Beyond the local population, neural processing unfolds within multi-regional circuits. Brain 

areas such as the prefrontal cortex (PFC) and the mediodorsal thalamus (MD) form tightly 

interconnected networks that support executive control, decision-making, and cognitive 

flexibility (DeNicola et al., 2020; Rikhye et al., 2018; Wolff & Halassa, 2024). Understanding 

the complex, dynamic functions of the prefrontal cortex requires characterizing the afferent, 
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efferent, and relay computations that define its circuit-level operations. In particular, it remains 

unclear how flexible cognitive control is partitioned across cortical structures (e.g., frontoparietal 

circuit) and subcortical structures (frontothalamic circuit). 

At the mesoscale, local field potentials (LFPs) capture aggregated synaptic and network-level 

dynamics, offering a complementary window into population-level neural activity (Buzs§ki et 

al., 2012). Although LFPs and spiking activity both reflect underlying neuronal computations, 

the relationship between these signals remains incompletely understood. A growing emphasis in 

systems neuroscience has been the characterization of transient, band-limited oscillatory bursts 

as putative markers of discrete network-level computational events (Meyerolbersleben et al., 

2025). For example, oscillatory bursts in beta and gamma frequency bands, have been proposed 

to reflect transient coordination of PFC neural ensembles (Liljefors et al., 2023; Lundqvist, 

Herman, Warden, et al., 2018; Miller et al., 2018), yet their precise physiological significance 

and their link to underlying spiking activity remain topics of ongoing debate. Integrating these 

different measurement scales across single-unit activity, population coding, and LFP dynamics, is 

therefore essential for a comprehensive understanding of neural computation in PFC. 

 

мΦп ¢ŀŎƪƭƛƴƎ tC/ ŎƻƳǇƭŜȄƛǘȅ ǿƛǘƘ ŎƻƳǇŀǊŀǝǾŜΣ ŘȅƴŀƳƛŎ ǇŀǊŀŘƛƎƳǎ 

Considering the numerous challenges and open questions surrounding PFC functions discussed 

above, I conducted two complementary studies in distinct animal models. Both projects tackle 

how PFC circuits flexibly orchestrate information flow across multiple task phases, yet each 

leverages the unique advantages of its model system. 

мΦпΦм 5ȅƴŀƳƛŎ ǇƻǇǳƭŀǝƻƴ ŎƻŘƛƴƎ ƻŦ ǳǇŎƻƳƛƴƎ ŘŜŎƛǎƛƻƴǎ ƛƴ ƳƻǳǎŜ ƳtC/ 

In the first study (Hªhnke, 2024), head-fixed mice performed a two-alternative forced choice 

(2AFC) task in which an auditory context cue (predictive vs. non-predictive) preceded an 

instruction cue directing left- or rightward ball movements. Predictive contexts allowed mice to 

prepare their choice; non-informative contexts required them to withhold action until the 

instruction cue was given. Behaviorally, predictive cues yielded faster, more accurate responses, 

indicating that mice effectively utilized contextual information to guide their decisions. Sub-
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threshold mini-jerk movements captured by a high-resolution response device (Sanders & 

Kepecs, 2012) revealed an implicit decision process unfolding during the preparatory phase. 

I analyzed the data collected by my colleagues Daniel Hªhnke, Ajit Ranganath, and Tobias 

Bernklau, i.e., extracellular spikes from the prelimbic cortex (PL) and mediodorsal thalamus 

(MD), two reciprocally connected nodes essential for cognitive flexibility (Halassa & Kastner, 

2017; Lam et al., 2024). In contrast to the relatively stable single-unit selectivity across task 

variables and epochs, population decoding uncovered striking differences between the two 

regions: PL ensembles exhibited highly context-sensitive, rapidly reconfiguring representations 

that seamlessly transferred from the preparatory to the execution phase by one specific neuronal 

subpopulation, whereas MD responses remained comparatively stable and context-insensitive. 

This work highlights PLôs specialized role in dynamic, goal-directed remapping of decision 

variables. In this study, I was primarily responsible for analyzing how specific neuronal 

subpopulations contributed to encoding task variables and how functional connectivity patterns 

varied between task epochs and regions. I also took the lead in synthesizing the findings and 

writing the final manuscript. 

мΦпΦн 5ȅƴŀƳƛŎ ƳƻŘǳƭŀǊ ǎǘǊǳŎǘǳǊŜ ƻŦ ŜȄŜŎǳǝǾŜ ŎƻƴǘǊƻƭ ƛƴ ƳƻƴƪŜȅ ƭtC/ 

The second study revisits a delayed-match-to-numerosity dataset in non-human primates (Jacob 

et al., 2018; Jacob & Nieder, 2014; X. X. Lin et al., 2023). Monkeys viewed a visually present 

dot set, retained its numerosity in working memory while ignoring a distractor with similar 

visual and numerosity features, and then performed a match/non-match task. In this study, Jacob 

and Nieder (2014) simultaneously recorded spikes and local-field potentials (LFPs) from lPFC 

and posterior-parietal cortex (PPC) using several acute tungsten microelectrodes spanning 

broadly over the cortical surface. 

Building on prior findings that discrete PFC subpopulations support sensory encoding, memory 

maintenance, and decision readout (X. X. Lin et al., 2023), I examined how these groups are 

spatially organized across the cortical surface (ñspatial computingò) (Lundqvist et al., 2023). I 

discovered mesoscale modules that activate sequentially following each epoch of the task. 

Moreover, comparing the two monkeys revealed that the animal with more discrete functional 

modules exhibited more dynamic strategies and higher behavioral performance, suggesting that 

the degree of PFC modularity underpins individual differences in executive control. 
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For this study, I conducted all data analyses independently and authored the research manuscript, 

which has been uploaded as a preprint at the time of this thesis submission (Wang et al., 2025). 

мΦпΦо {ǳƳƳŀǊȅΥ ǊŜǾŜŀƭƛƴƎ ǘƘŜ ƛǎƻƳƻǊǇƘƛǎƳ ƻǊƎŀƴƛȊŀǝƻƴ ƻŦ tC/ 

Both projects in my thesis involve complex manipulation of internally represented information 

across multiple processing phases. In the predictive trials of the mouse study, decision-related 

information was derived from contextual cues, temporarily maintained in short-term memory 

without an explicit motor response and later used to generate a goal-directed action. In the 

monkey study, animals extracted abstract numerosity information from visual stimuli, retained it 

across a delay, suppressed interference from a distractor, and subsequently retrieved the relevant 

memory to perform a match/non-match judgment. In both cases, these tasks required not only the 

temporary storage of information, but also its flexible transformation and deployment at different 

phases of the trial, which represent hallmarks of executive control attributed to prefrontal cortex 

function. 

In addition, both projects directly addressed the complexity and dynamicity inherent in PFC 

function. In the mouse study, rapid, trial-by-trial shifts between cognitive sets induced intra-

individual variability in neural processing. In the monkey study, I analyzed data from two 

subjects separately and drew conclusions by systematically comparing their neural and 

behavioral patterns. Across both studies, large-scale extracellular recordings with single-unit 

resolution along with species-generalizable analytical tools on population activity served to 

uncover how PFC circuits dynamically decompose and recombine information in real time. 

These analyses further revealed how modular prefrontal cortical structures support the 

emergence of distinct, individual strategies for executing goal-directed behavior. 

Collectively, I conclude from two studies that the PFC serves as an isomorphic machine which 

internalizes the holistic structure of task demand and task-relevant information into an 

encapsulated executive map. This all-in-one representation allows the organism to rapidly 

reconfigure its cognitive set in a goal-directed manner, paving the way for cognitive flexibility. 
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17 See https://d-nb.info/1321302746/34 
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 21 

Abstract 

Cognitive flexibility requires dynamically shifting between cognitive sets, i.e. internal 

representations of task demands. Prior studies of the cellular and circuit mechanisms of cognitive 

flexibility have mainly focused on choices between competing response options, but not on 

choices between cognitive sets. Here, we developed a two-alternative forced-choice task for mice 

with predictive and non-informative auditory contexts, requiring the animals to shift their 

cognitive set (plan for a movement or defer planning) on a trial-by-trial basis. Mice adopted a 

default-overwrite strategy, favoring one response direction unless contextually prompted to 

prepare for the alternative or withhold a plan. Submovement decomposition of continuous motor 

output revealed subliminal, context-sensitive preparatory movements that aligned with 

underlying neuronal dynamics. Large-scale unit recordings from the prelimbic cortex (PL) and 

mediodorsal thalamus (MD) showed distinct roles in preparatory and executive phases of 

decision-making: PL encoded abstract task structure and showed generalizable preparatory 

signals, while MD responses were more phasic and instruction tied. Sparse-component analysis 

and Granger-causal connectivity revealed a dissociation between context-modulated PL circuits 

and instruction-sensitive MD circuits. These findings suggest that PL-MD interactions support 

cognitive set shifts, with PL maintaining flexible internal representations and MD shaping their 

translation into action. Our results underscore the importance of the prefrontal-thalamic network 

in supporting adaptive behavior under dynamically changing task demands. 
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Introduction  

Cognitive flexibility allows animals to manipulate their behavior based on ever-changing 

environmental factors. A core component of this flexibility is the ability to shift its mental state 

towards a particular reaction tendency following explicit rule changes, i.e., whether or how to 

react to a specific stimulus. These mental configurations about the overall task structure are so 

called cognitive sets or mental sets (Friedman & Robbins, 2022; Konishi et al., 1998). 

The prefrontal cortex (PFC) and its thalamic partner, the mediodorsal thalamus (MD) are crucial 

for cognitive flexibility. Electrophysiological studies in monkeys and invasive human recordings 

have directly shown rule-selective activity among PFC neurons during explicit rule switches 

(Mansouri et al., 2006; Mian et al., 2014; Wallis & Miller, 2003). Lesion studies in macaques 

revealed that MD is essential for goal-directed behavior and adaptive decision-making, 

especially for building up stimulus-outcome associations in varying contexts (Chakraborty et al., 

2016; Mitchell et al., 2007). Functional imaging studies in humans have found that MD interacts 

with the dorsolateral PFC during tasks that require rapid switching between different behavioral 

strategies (Hummos et al., 2022), especially in facilitating reconfiguration of PFC representations 

(Zheng et al., 2024). 

In rodents, cognitive flexibility involves coordinated processing by the medial prefrontal cortex 

(specifically prelimbic area, PL) and MD (Halassa & Kastner, 2017; Spellman et al., 2021). 

While earlier work emphasized the central role of PL, recent studies have highlighted the MD as 

an active, not merely relay-like, contributor to cognitive set switching (Halassa & Kastner, 2017; 

Lam et al., 2024; Rikhye et al., 2018). For example, optogenetic inhibition of the MD disrupts 

flexible decision-making during changes of reward contingencies (Parnaudeau et al., 2013; 

Parnaudeau et al., 2015). Simultaneous recordings in both regions revealed that MD inputs 

enhance prefrontal signal-to-noise and support set reconfiguration through facilitating transitions 

of PL representations (Rikhye et al., 2018; Schmitt et al., 2017). 

However, previous rodent set-shifting paradigms (e.g., intradimensional / extradimensional tasks 

(Bernklau et al., 2024; Rikhye et al., 2018)) used stable blocks of trials, where flexibility mainly 

occurred for choosing among alternatives within a fixed task schema. For example, it is always 

predictable whether and when to respond. This leaves open how the PL-MD circuit functions 

when the general task structure changes from trial to trial. 
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In this study, we developed a two-alternative forced-choice task that explicitly involves changing 

cognitive sets on each trial. Mice used contextual auditory cues to guide decisions under 

predictive and non-informative conditions, requiring a trial-by-trial reconfiguration of the 

cognitive set (to-go or to-wait). By integrating continuous movement tracking with high-density 

electrophysiological recordings from PL and MD, we characterized circuit-level computations 

across decision-making phases. Behaviorally, kinematic analysis using a minimum-jerk 

submovement decomposition revealed that mice tended to adopt a ñdefault-overwriteò strategy: 

they initially applied a default rule and only overwrote this choice if the context cue indicated a 

different rule. Neuronal data showed that PL activity followed a two-stage structure with a 

transition from preparatory to executive state near the movement onset, as well as distinct 

encoding of predictive versus non-predictive contexts. Moreover, PL exhibited a generalizable 

code linking preparatory and executive task epochs. In contrast, MD activity was more tightly 

coupled to the instruction epoch, with limited generalization of preparatory encoding. These 

findings clarify the temporal and functional roles of PL and MD in flexible cognitive set 

switches and offer a framework for linking neuronal dynamics to behavior in complex cognitive 

tasks. 
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Results 

Contextual decision-making task 

We trained head-fixed mice on an auditory two-alternative forced choice (2AFC) task 

comprising two main epochs: a context epoch followed by an instruction epoch (Fig. 1a). After 

trial initiation, one of three auditory stimuli (context cues) was presented for 500 ms: prepare-

left (low-pass filtered white noise, predicting a go-left instruction); prepare-right (high-pass 

filtered white noise, predicting a go-right instruction); or defer (unfiltered white-noise, non-

informative, 50% chance of go-left or go-right). Following a 500 ms delay, another auditory 

stimulus (instruction cue) indicated the required response (up-tuned sound for go-left and down-

tuned sound for go-right). Mice responded by rotating a choice ball (Sanders & Kepecs, 2012) 

upon instruction onset. We defined four trial types based on the context-instruction pairing: left-

prepare and right-prepare (predictive context), left-defer and right-defer (non-predictive 

context). A response was registered when the mouse rotated the ball beyond a fixed threshold 

(8 mm). The instruction epoch ended either upon threshold crossing or after 1000 ms. Correct 

choices were rewarded with a drop of water. Trials with no response within 1000 ms were 

classified as misses. 

Therefore, we designed a task in which mice were trained to actively switch between two distinct 

cognitive sets: in the prepare context, they could initiate an early plan for the upcoming 

response, whereas in the defer context, they were required to wait for the instruction. To assess 

whether mice utilized the predictive context, we first analyzed behavioral performance. 

Accuracy was significantly higher in prepare-context trials compared to defer-context trials 

(Fig. 1b; repeated-measures two-way ANOVA, main effect of context: F(1,52) = 29.5, 

p < 0.001). Notably, all mice exhibited a left-default bias, performing better in go-left trials 

regardless of context (main effect of instruction: F(1,52) = 21.2, p < 0.001). The performance 

benefit of predictive context was comparable between go-left and go-right trials (Fig. 1b inset; 

Wilcoxon signed-rank test: T = 611, p = 0.355). 

In contrast, context effects on response time were modest (Fig. 1c; no main effect of context: 

F(1,52) = 3.7, p = 0.061), suggesting a speed-accuracy tradeoff favoring faster responses. A 

significant response time advantage for prepare versus defer context was observed only in go-
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right trials (Fig. 1c inset; Wilcoxon signed-rank test: T = 455, p = 0.021), but not in go-left trials 

(T = 650, p = 0.562). 

 

Submovement decomposition 

In addition to response choice and reaction time, the choice-ball provided a continuous readout 

of motor behavior during decision-making. We decomposed the velocity profiles of ball rotation 

into minimum-jerk submovements (SMs) using an iterative fitting algorithm with a customized 

bell-shaped kernel (Fig. 1d). First, the raw rotation traces were converted into velocity signals, 

which were then iteratively fitted with SMs varying in direction, amplitude, and duration, thus 

decomposing the continuous velocity profile into overlapping SMs (Fig. 1d). 

Decomposing movement traces allowed a more detailed analysis of response initiation. We 

separated response time into movement onset (from instruction onset to the start of the first SM) 

and movement execution (from first SM to threshold crossing). Movement onset was not 

modulated by context for either go-left (Wilcoxon signed-rank test: T = 479, p = 0.126) or go-

right trials (T = 526, p = 0.282; Fig. 1e inset). However, movement execution time was 

significantly shorter for predictive context compared to non-informative context in go-right trials 

(T = 406, p = 0.025), but not in go-left trials (T = 526, p = 0.282; Fig. 1f inset). Thus, contextual 

modulation of motor output occurred during execution, not preparation, and was specific to go-

right responses. 

Despite being trained to withhold movement during the delay (a supra-threshold movement lead 

to a time-out punishment), mice exhibited subtle submovements during the context-delay 

window (0 ï 600 ms after context cue onset). We refer to these as subliminal movements. In line 

with the observed behavioral bias, mice made more subliminal leftward SMs (LSMs) than 

rightward SMs (RSMs) following the defer context (Fig. 1g middle), consistent with a default-

left strategy. A similar leftward trend was observed after prepare-left context (Fig. 1g top). 

Interestingly, following prepare-right context, mice initially rotated the ball rightward, i.e., 

toward the cued side, but this was later overtaken by a rebound leftward bias (Fig. 1g bottom). 
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Fig.1 | Two-alternative forced choice task with continuous read-out of response ball rotations.  

a. Head-fixed animals rested their forepaws on a ping-pong ball in front of a computer screen. A 

gray screen signaled the start of a trial. The animals were first required to hold the ball still for 

500 ms to initiate the trial. Any movement beyond the admissible threshold (dotted line) reset the 
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timer and the wheel trace. After initiation, one of three auditory cues was played for 100 ms as 

the context cue. In half of the trials (colored rectangles, prepare trials), the context cue reliably 

predicted the forthcoming instruction cue and the corresponding response side. Alternatively, the 

context cue was not informative for the response side and the animals had to wait and decide 

based on the instruction cue (defer trials). Following the context, the animals were required to 

hold still for another 500 ms until an instruction cue was presented. On hearing the instruction 

cue the animal could turn the ball left or right towards a response threshold. In case of a correct 

response being made, water reward was delivered through a pipette and the gray screen was 

turned off. b. Task performance in all four conditions. Left or right refers to the side of 

instruction, while prepare or defer refers to the context. Each dot is the mean performance of 

one session, while the half-violins to the left depict their smoothed distribution. Box plots show 

the median (white dots), quartiles (thick line) and 1.5 times inter-quartile range (thin line). c. 

Response time, defined as the interval from instruction onset to threshold crossing. d. Mini-jerk 

submovement (SM) fitting. Top: rotation trace from one example trial. Positive and negative 

values for left- and right-ward movements. Dashed line marks the threshold to be crossed 

(10 degrees to the right in this case). Middle: ball velocity (black) and fitted minimum-jerk 

submovements (colored bell-shaped curves) of the example trace. Blue and orange for left 

submovement (LSM) and right submovements (RSM). Inset: schematic of fitted parameters of the 

SM. Bottom: ball velocity (black line) and reconstructed velocity (green dashed line) based on 

fitted submovements (green dashed line). e. Response initiation, defined as the time from 

instruction cue onset to the first extracted submovement. f. Response execution, defined as the 

time from response initiation to threshold crossing. g. Reconstructed velocity of LSM and RSM 

during context delay. Data was averaged across all included sessions (n = 55). Shaded area: 

standard error of mean. h. Side index (SI) of the count of SMs during the context delay, 

measured by the trial-wise difference between the number of LSMs and RSMs normalized by 

their sum. The mean SI of each session is shown. i. Same as h for the peak velocity of SMs. j. 

Same as h for the duration of SMs. k ï n. Same as g ï j during the instruction epoch. 

 

 

To further quantify this systemic side bias, we computed a side index (SI, normalized difference 

between left and right SMs) during the context-delay. This index revealed a preparatory bias 

toward the predicted side in prepare trials and a consistent leftward bias in defer trials. Context 

had a significant effect on the count of SMs (Fig. 1h; repeated-measures ANOVA: 

F(2,98) = 31.5, p < 0.001), peak velocity (Fig. 1i; F(2,98) = 34.0, p < 0.001), and duration 

(Fig. 1j F(2,98) = 20.7, p < 0.001). 
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This bias resulted from selective modulation of rightward submovements. The number of LSMs 

remained constant across contexts (Fig. S1a; F(2,98) = 1.0, p = 0.357), while the number of 

RSMs increased with the likelihood of an upcoming go-right instruction (Fig. S1b; 

F(2,98) = 35.7, p < 0.001). The magnitude of LSMs did not vary with context (Fig. S2e; 

F(2,98) = 1.6, p = 0.206), but RSMs were significantly stronger following prepare-right context 

(F(2,98) = 35.7, p < 0.001). Similarly, LSM duration was longer after prepare-left context 

(Fig. S1c; F(2,98) = 9.3, p < 0.001), and RSM duration was longer after prepare-right context 

(Fig. S2b; F(2,98) = 7.3, p < 0.01). 

During the instruction epoch, mice moved toward the cued direction (Fig. 1k), though a 

persistent leftward bias remained: LSMs in go-left trials were stronger than RSMs in go-right 

trials (Fig. 1k top vs. bottom). Prior context did not modulate SM characteristics during this 

period (Fig. 1l-n; no main effect of context on count, peak velocity, or duration). A side-specific 

analysis confirmed that LSMs occurred more frequently in go-left trials (Fig. S1g; 

F(1,49) = 236.2, p < 0.001), while RSMs were more frequent in go-right trials (Fig. S1h; 

F(1,49) = 467.7, p < 0.001). The modulation by instruction was stronger for RSMs than for 

LSMs, as reflected in both peak velocity and duration (Fig. S1i ï l). 

In summary, mice developed a consistent leftward bias, particularly under non-predictive defer 

contexts. This was evident in both classical behavioral metrics and fine-grained movement 

analyses. Subliminal movements during the delay in defer trials resembled those in prepare-left 

trials. Importantly, while leftward submovements were stable across contexts, rightward 

submovements were selectively modulated by predictive cues, supporting a default 

(left) ï overwrite (right) strategy in motor preparation. 

 

Single-neuron recording in PL and MD 

Next, we investigated the functional role of the PL and MD in contextual decision-making. First, 

we examined the anatomical connectivity between these two regions. In two separate 

experiments, we injected cholera toxin subunit B (CTB) into either PL (Fig. S2a) or MD 

(Fig. S2c). The retrograde transport of CTB enabled labeling of projection neurons from the 

other structure. 
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We divided PL evenly along the anterior-posterior axis into anterior (aPL), middle (mPL), and 

posterior (pPL) subregions, and MD along the medial-lateral axis into medial MD (MDm) and 

lateral MD (MDl). We observed a higher proportion of medial MD projections to aPL compared 

to posterior PL subregions (Fig. S2b, e, f). Conversely, PL projections to MD were more 

concentrated in MDm than in MDl, with the adjacent secondary motor cortex serving as a control 

(Fig. S2d, g, h). These results confirm the existence of PL-MD connectivity and demonstrate 

that the projections are topographically organized: along an anterior-posterior gradient in PL and 

a medial-lateral gradient in MD. 

To study neural activity, we acutely inserted 32-channel silicon probes (NeuroNexus) into both 

PL and MD (Fig. 2a, e), targeting both hemispheres across animals. Spike sorting was performed 

using Kilosort1 (Pachitariu et al., 2016), followed by manual curation. We recorded 1020 single 

units in PL and 711 in MD across 38 sessions from 4 animals. Of these, 629 PL and 420 MD 

units met quality criteria (curated single units with a firing rate above 1 spike/s and were present 

for at least 5 correct trials per condition) and were included in subsequent analyses.  

Neurons in both PL and MD responded to context and instruction cues (Fig. 2b, f). Typically, 

firing rates increased rapidly following stimulus onset and were followed by sustained activity 

during the delay epoch following the context cue and the instruction epoch. Individual neurons 

showed selectivity for specific context or instruction cues. We quantified this selectivity using 

the parameter-free Zenith of Event-based Time-locked Anomalies (ZETA, or ɕ) test (Montijn et 

al., 2021). This test computes the empirical cumulative distribution of spike times relative to a 

stimulus and compares it to a shuffled baseline. The maximal deviation (ɕ value) indicates the 

timing and strength of a neuron's response. 
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Fig.2 | Single-neuron recording in PL and MD achieved with silicon probes.  

a. Example mouse brain coronal slice with silicon probe tracts labelled with DyeI targeting the 

prelimbic area (PL). Overlayed with Allen Brain Atlas (Wang et al., 2020). b. Example PL 

neuronôs response following context (left) and instruction (right) cue. Raster plots are displayed 

above the mean firing rate, separated by different context or instruction conditions. Firing rates 

were smoothed with gliding Gaussian window of 225 ms width. c. Change of neuronal 

preference to context (left) and instruction (right) in PL. The bar heights are proportional to the 

number of units that showed preference for either context or instruction. d. Top: fraction of 

instruction preference (go l.: go-left; go r.: go-right) for PL neurons with different context 

preference (p.l.: prepare-left; d.: defer; p.r.: prepare-right). Bottom: fraction of context 

preference for neurons with different instruction preference. e ï h. Same as a ï d for the 

mediodorsal thalamus (MD). 
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We defined the preferred context or instruction of a significantly responsive neuron as the 

condition with the maximum ɕ value. Given the relatively low-amplitude neuronal response to 

the context cue, we used a 0 ï 600 ms window following context cue onset, and a 0 ï 300 ms 

window following instruction cue onset. In both PL and MD, more neurons preferred the defer 

context than the prepare-right context, and the fewest preferred prepare-left. In contrast, more 

neurons preferred the go-left instruction compared to go-right during the instruction epoch 

(Fig. 2c, g). Although the prepare contexts predicted the upcoming instruction, the neuronal 

preference did not carry over from context to instruction: go-left and go-right selective 

populations were composed of heterogeneous neurons with diverse context preferences 

(Fig. 2d, h; PL: contingency test ɢ2(3, N = 383) = 6.29, p = 0.098; MD: ɢ2(2, N = 307) = 8.50, 

p = 0.075). Thus, separate subpopulations of neurons encoded the decision during context 

(preparation) and instruction (execution) epochs. 

To further compare the roles of PL and MD in processing task-relevant information, we 

examined the population-averaged time courses of neuronal activity across sessions. In PL, 

activity peaked around 50 ms after defer cue onset, whereas activity following prepare contexts 

rose more gradually and peaked around 200 ms (Fig. 3a left). The response to prepare-left was 

notably weaker. After the initial peak, PL activity remained elevated and declined slowly. During 

the latter half of the context delay, PL activity was similar for defer and prepare-left contexts, 

both lower than prepare-right. 

MD activity also peaked early for defer cues and later for prepare cues (Fig. 3d left). However, 

MD responses to prepare contexts peaked earlier and were stronger than in PL, particularly for 

prepare-right. Sustained MD activity was also highest for prepare-right context. 

During the instruction epoch, both regions showed elevated activity. PL responses displayed a 

distinct two-phase process (Fig. 3a right): an initial rapid rise in the first 50 ms, a brief saddle 

(~20 ms), followed by a second increase peaking at ~150 ms. This early phase differed between 

defer and prepare contexts (first 100 ms, Wilcoxon signed-rank test: left-prepare vs. left-defer, 

p < 0.001; right-prepare vs. right-defer, p = 0.010), while the late phase did not (100 ï 200 ms, 

left: p = 0.090; right: p = 0.146). PL activity was also greater in go-left trials. In contrast, MD 

activity increased steadily without a two-phase pattern and was not modulated by context 

(Fig. 3d right). 
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Fig.3 | Region-specific response to different context and instruction cue.  

a. Average standardized firing rates across single neurons in PL (n = 629), aligned to the 

context onset (left) and instruction onset (right). Dashed line labels the onset of auditory cue and 

shaded area marks the period of cue or instruction presentation. Significance marks: Wilcoxon 

signed-rank test, **, p < 0.01, ***, p < 0.001. b. ɕ-test derived latency of single-neuron firing 

following the context cue. The distribution is plotted as half-violins accompanying the box-chart 

showing the median (white dots), quartiles (thick line) and 1.5 times inter-quartile range (thin 

line). The first kernel density estimation (KDE) mode of each distribution is marked with arrows. 

c. Differences of the distribution modes between regions (PL-MD) following each context cue. 

The observed value is marked with a dot, and the whiskers represent bootstrapped 95% CI. 

Significance marks: bootstrap test, *, p < 0.05; **, p < 0.01. d, e. Same as a, b for MD 

(n = 420). f. Same as c for the instruction epoch. 
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We next examined the temporal relationship between PL and MD activity. For each neuron, we 

extracted the peak ɕ value timing to estimate the latency to peak activity. Kernel density 

estimation (KDE) identified the mode of these distributions, and we compared PL-MD delays 

across conditions. During context, the peak latency distributions were unimodal in all but one 

condition (Fig. 3b; Hartiganôs dip test, prepare-left in MD: p = 0.021; others p > 0.05), 

suggesting orderly recruitment. PL led MD in response to the defer cue (Fig. 3c; PL = 59.37 ms, 

MD = 72.82 ms; permutation test, p < 0.05), while MD led PL during prepare contexts (prepare-

left: PL = 233.85 ms, MD = 119.32 ms; prepare-right: PL = 203.33 ms, MD = 118.53 ms; both 

p < 0.01). In the instruction epoch, PL peak latency distributions were multimodal in all but the 

right-prepare condition (Fig. 3e; dip test for right-prepare: p = 0.305, others p < 0.05), reflecting 

the two-phase dynamics. MD peak latency distributions were mostly unimodal (except right-

prepare, p = 0.045; others p > 0.05). Across conditions, MD tended to lead PL (Fig. 3f), but the 

differences were not statistically significant (permutation test, Fig. 3f). 

 

Population coding of context and instruction 

Since our single-neuron analyses suggested that context and instruction were processed by 

independent subpopulations (Fig. 2c, d, g, h), we next asked how information about these task 

variables was encoded at the population level in PL and MD, and whether a generalizable neural 

code existed between the context delay and instruction epoch. To address this, we trained 

Support Vector Machine (SVM) classifiers on the spiking activity of all single units (pseudo-

populations) in each region. A classifier trained at a specific time point represents a high-

dimensional fingerprint of the population activity at that moment. We first assessed the 

robustness of this population code across trials by training and testing classifiers on resampled 

data within the same time bin. We then conducted cross-temporal decoding to evaluate how well 

these neuronal representations generalized over time. Decoding accuracy reflects the amount of 

context or instruction information embedded in the population activity. 

In both PL and MD, context information rose sharply following context cue onset and peaked at 

approximately 80% decoding accuracy (chance level 33%; Fig. 4a, e top left). This peak 

occurred around 200 ms after cue onset in PL and around 100 ms in MD. To examine how 

context information evolved after instruction onset, we repeated the analysis with neural activity 
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aligned to instruction cue presentation (Fig. 4a, e top right). In both regions, context information 

declined to chance level just prior to instruction but rose again afterward, reaching a lower peak 

(~70%). 

In contrast, population coding of movement instruction was both robust and persistent 

(Fig. 4b, f). Decoding peaked shortly after instruction cue onset at around 150 ms in PL and 

200 ms in MD, and then approached near 100% accuracy (chance level 50 %; Fig. 4b, f top left). 

Instruction-related information remained above chance throughout the epoch, peaking near the 

time of response threshold crossing and gradually declining thereafter (Fig. 4b, f top right ). 

Cross-temporal decoding revealed that context representations were more dynamic in PL than in 

MD (Fig. 4a vs. 4e bottom left). In PL, a narrow diagonal band of high decoding accuracy 

suggested rapidly changing population codes, whereas MD exhibited a broader, more stable 

pattern. Despite the behavioral relevance of prepare contexts to subsequent instructions, we 

observed little cross-epoch generalization in either region (off-diagonal quadrants in Fig. 4a, e 

bottom right ). One notable exception was a brief generalizable period in PL during the first 

200 ms following instruction onset (Fig. 4a, b, red rectangles). This generalization was absent in 

MD (Fig. 4e, f). 

Instruction coding within the instruction epoch showed different dynamics between the two 

regions. In PL, coding was unstable in the first 150 ms but stabilized afterward (Fig. 4b bottom 

left). In contrast, MD exhibited stable, generalizable coding throughout a 250 ms window from 

instruction onset through threshold crossing (Fig. 4f bottom left). Interestingly, in PL, 

instruction-related coding stabilized after the threshold-crossing event (Fig. 4b bottom right), 

suggesting a change in population dynamics as the decision was executed. 
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Fig.4 | Population coding of context and instruction.  

a. SVM decoding accuracies for context (defer / prepare-left / prepare-right) from PL population 

activity aligned to the context cue onset (left) and instruction cue onset (right). All included PL 

units were grouped into a pseudopopulation, pooled across animals and sessions. Top: decoding 

accuracy at each trial time, trained and tested from randomly selected non-overlapping subsets 

of trials. Mean and standard deviation across 100 shuffles are displayed. Bottom: cross-

temporal decoding, by training a classifier at one time point and testing at another time point. 

Vertical dashed line indicates the onset of context or instruction cue, and the shaded gray area 

indicates the periods of auditory cue presentation. Horizontal dashed line: chance level at 0.33 

(3 context classes). b. The decoding accuracies for instruction (go-left / go-right) from PL 

population activity, aligned to the instruction cue onset (left) and the response threshold crossing 

(right). Horizontal dashed line: chance level at 0.5 (2 instruction classes). c. Average 

standardized firing rate across PL units in trials with more leftward submovements (ñleftishò, 

40% quantile) and more rightward submovements (ñrightishò, 40% quantile). d. Cross-temporal 

decoding accuracies for context in the leftish trials (left) and rightish trials (right) during the 

context delay. e ï f. Same as a ï b in MD. g, h. same as c, d in MD. 
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Influence of subliminal submovements on context encoding 

As shown above, our submovement decomposition of response ball velocity traces during the 

context delay varied systematically with the animalsô upcoming decision (Fig. 1g). Prior work in 

humans and non-human primates has decomposed complex motor behaviors, such as limb 

movements (Flash & Henis, 1991; Flash & Hochner, 2005) and saccades (Reppert et al., 2015; 

Seideman et al., 2018) into discrete kinematic primitives, which are hypothesized to reflect 

elements of an ongoing decision-making process (Fishbach et al., 2007). Building on this 

framework, we hypothesized that mini-jerk submovements may serve as subliminal motor 

readouts of internal cognitive states. 

To test this idea, we first examined the firing rates of PL and MD neurons during the context 

delay in trials with more leftward (ñleftishò; top 40% in SM-side index) versus rightward 

(ñrightishò; bottom 40%) submovements (Fig. 4c, d, g, h). Neuronal responses and 

corresponding context information varied with these subliminal preparatory movements. In 

leftish trials, the response to prepare-right context was elevated in both PL (Fig. 4c left) and MD 

(Fig. 4g left). In contrast, during rightish trials, the response to prepare-left context was elevated 

in PL (Fig. 4c right), while MD showed enhanced activity to the defer context (Fig. g right). 

Overall, neuronal activity during the context delay appeared to favor the hemisphere 

contralateral to the direction of subliminal submovements, particularly in PL. 

We next calculated SVM classifier accuracy for context decoding using pseudo-populations in 

PL and MD. In leftish trials, context information was initially strong but rapidly decayed and 

showed limited temporal generalizability, both in PL (Fig. 4d, left) and MD (Fig. 4h, left). In 

contrast, rightish trials exhibited stronger, more sustained, and more temporally generalizable 

context coding, particularly after 200 ms from cue onset (Fig. 4d, h, right ). This effect was more 

pronounced in MD than in PL. 

In summary, rightward submovements, which reflect actions toward the non-preferred side, may 

signal greater cognitive engagement during preparation. These subtle motor fluctuations thus 

offer a window into the dynamic neural processes underlying covert decision formation. 
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Generalizability of instruction codes between contexts 

Next, we explored whether predictive contexts modulate how instructions are represented by 

performing cross-context decoding. Specifically, we compared instruction information following 

either defer or prepare context cues (Fig. 5a). In PL, instruction decoding accuracy was 

consistently higher in prepare trials throughout the instruction epoch (Fig. 5b), indicating 

stronger instruction coding (observed as an upward shift in decoding accuracy). In contrast, in 

MD, instruction decoding was significantly enhanced in prepare trials only during the first 

200 ms after instruction onset, reflecting an earlier onset of encoding (seen as a leftward shift in 

Fig. 5c). These results suggest that while prepare contexts enhance the strength of instruction 

encoding in PL, they prepone the encoding in MD. 

To further investigate these temporal shifts, we calculated the angular difference (cosine 

similarity) between SVM classifier hyperplanes trained on each context at each time point 

(Fig. 5dïf). If the same code is used but shifted in time, cross-context similarity would peak off-

diagonally, i.e., towards the lower triangle in the prepare-defer comparison. This was indeed 

observed in MD, where the cross-context similarity matrix showed an off-diagonal peak, 

indicating that the instruction code in prepare trials appeared earlier than in defer trials (marked 

with red dots in Fig. 5f). In contrast, PL showed cross-context similarity that peaked along the 

diagonal and slightly toward the upper triangle (around 150 ï 200 ms after instruction onset; 

Fig. 5e), consistent with a temporally aligned but stronger representation in prepare trials. 

Finally, to determine whether the same neuronal code is used across contexts, we directly 

compared cross-context decoding performance to within-context decoding (Fig. 5g). A drop in 

cross-context decoding accuracy would suggest context-specific neural codes. In PL, no such 

drop was observed when comparing prepare-defer cross-decoding to defer-defer within-

decoding; in fact, cross-decoding accuracy was higher approximately 200 ms after instruction 

onset (Fig. 5h). This indicates that the same instruction code is shared across contexts in the later 

instruction epoch, and that the prepare context promoted a more consistent code, supporting our 

hypothesis of enhanced instruction coding in PL. In contrast, a drop in cross-context decoding 

was found in PL when comparing defer-prepare to prepare-prepare trials during the first 100 ms 

of the instruction epoch (Fig. 5j), suggesting that an additional code unique to the prepare 

context is present early after instruction onset, indicating a carryover from prior context coding. 
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Fig.5 | Within-context and cross-context decoding of instruction.  

a. Schematic of within-context SVM decoding of instruction. The decoding accuracy was 

determined by training and testing the classifier with randomly drawn, non-overlapped sets of 

trials (n = 50) with the same category of context (defer / prepare). The number of trials were 

balanced between two instructions (go-left / go-right). b. Decoding accuracies for instruction in 

prepare trials and defer trials. Significance marks: thick bars, p < 0.01, thin bars, p < 0.05 with 

permutation test. c. Same as b in MD. d. Similarity in population codes was determined by 

comparing the angle between SVM classifier hyperplanes of defer and prepare contexts. e. 

Cosine similarity between SVM classifier hyperplanes between contexts, derived from PL 

pseudo-population activity and computed in a cross-temporal fashion. Lighter colors indicate 

higher similarity. Horizontal and vertical dashed lines indicate the instruction onset. The local 

maximum of each column was labelled with red dots. f. Same as e in MD. g. Schematic of cross-

context decoding of instruction. The classifiers were trained in one context and tested on the 

other. h. Cross-context decoding accuracies for instruction in PL, tested in trials with defer 

context. The decoder is trained with either defer trials (defer-within, solid lines) or prepare trials 

(defer-across, dashed lines). Significance marks: thick bar: p < 0.01; thin bar: p < 0.05 (cluster-

corrected permutation test). i. Same as h in MD. j. Cross-context decoding accuracies for 

instruction in PL, tested in trials with prepare context. The decoder is trained with either 
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prepare trials (prepare-within, solid lines) or defer trials (prepare-across, dashed lines). k. Same 

as j in MD. 

 

 

In MD, the pattern differed: a drop in cross-decoding was observed in the later epoch when 

comparing prepare-defer to defer-defer (Fig. 5i), while early-epoch decoding was comparable 

between defer-prepare and prepare-prepare conditions (Fig. 5k). These results suggest that MD 

uses context-dependent instruction codes in the later part of the instruction epoch, but lacks the 

additional early context-derived code seen in PL. 

 

Functionally distinct neural subpopulations across two regions 

Decoding with the entire recorded neuronal population may obscure distinct subpopulations that 

support separable components of cognitive processing. This possibility is supported by evidence 

such as the multi-modal distribution of neuronal delays (Fig. 3c), suggesting the presence of 

functionally distinct clusters of neurons. To identify these subpopulations, we applied demixing 

sparse-component analysis (dSCA) (X. X. Lin et al., 2023), which dissects neural population 

geometry into biologically interpretable components. This approach leverages the observation 

that neuron loadings in low-dimensional spaces are typically non-Gaussian and sparse, indicating 

that a small number of neurons (those with high loadings) contribute disproportionately to each 

component and may play a central role in cognitive encoding. 

Neuronal loadings in both regions exhibited high sparsity in the SC space (kurtosis >> 3, 

Fig. S5b), indicating that a small subset of neurons with large loadings contributed 

disproportionately to the overall representational geometry. This sparsity was more pronounced 

in MD than in PL. In order to study neuronal computations through interregional cooperation, we 

concatenated neurons from both regions into a unified inter-regional activity matrix and 

performed sparsity-constrained dimensionality reduction. To isolate task-variable related 

activity, we demixed the signals by removing the temporally averaged firing rate for each 

condition (left-prepare, left-defer, right-prepare, right-defer), thereby reducing variance due to 

shared temporal modulations. After optimizing hyperparameters via grid search, we extracted 

four sparse components (SCs) that collectively explained 17.1% of total variance. Each 
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component exhibited significant non-Gaussian loading distributions, confirming sparse 

implementation (SC1: 5.21% variance, kurtosis = 15.0, KolmogorovïSmirnov test p < 0.001; 

SC2: 4.36%, kurtosis = 38.7, p < 0.001; SC3: 3.54%, kurtosis = 24.4, p < 0.001; SC2: 3.99%, 

kurtosis = 33.6, p < 0.001). 

Each SC revealed distinct task-related dynamics (Fig. 6a): SC1 exhibited differential responses 

to context conditions and encoded the instructed side consistently across the context and early 

instruction epochs. SC2 tracked the predicted instruction side in prepare trials but reversed its 

coding later in the instruction epoch. SC3 and SC4 showed mixed coding of context and 

instruction during the instruction epoch, while strongly representing context during the delay. 

We interpret SC1 as reflecting a generalizable instruction prediction code, SC2 as an instruction-

processing component, and SC3/SC4 as transient integrative components bridging context and 

instruction. 

Next, we identified dominant neurons for each SC, defined as units with loading values beyond 2 

standard deviations from mean (Fig. 6b). These neurons were then classified by region. Both PL 

and MD contributed similarly to all four SCs (SC1: PL 4.6%, MD 3.7%, contingency test 

ɢ² = 1.0, p = 0.318; SC2: PL 3.6%, MD 2.5%, ɢ² = 1.6, p = 0.160; SC3: PL 4.2%, MD 3.6%, 

ɢ² = 0.5, p = 0.484; SC4: PL 3.8%, MD 3.2%, ɢ² = 0.5, p = 0.486), suggesting that functional 

specialization arises from inter-regional dynamics.  

Despite similar proportions, we observed distinct information encoding dynamics between PL 

and MD dominant neurons (Fig. 6c). In PL, dominant neurons across all SCs exhibited strong 

context encoding (Fig. S3a, left) and generalized instruction coding from the context epoch to 

the instruction epoch (red rectangles, upper-right quadrant in cross-decoding matrices, Fig. 6c 

left). In MD, however, only SC1 dominant neurons showed early encoding of both context and 

instruction (first 200 ms post-instruction; Fig. S3b, Fig. 6c right), consistent with the SC1 

dynamics (Fig. 6a). Yet, unlike in PL, this early code in MD did not generalize across time 

(highlighted by red rectangles, Fig. 6c). 

Finally, decoding performance with dominant neurons further revealed regional differences in 

representational sparsity. In PL, decoding with SC-specific dominant neurons exceeded the 

accuracy of full-population decoding (compare Fig. 6c left with Fig. 4b), suggesting that fewer 

neurons carry more of the task-relevant signal. In contrast, MD decoding performance with 
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dominant neurons was lower than with the full population (compare Fig. 6c right with Fig. 4f), 

implying a more distributed code in MD. Together, these findings suggest that PL implements a 

sparser, component-wise organization of task variables, whereas MD employs a broader, less 

specialized population code. 

As an additional validation of the sparse component analysis, dSCA was performed separately 

for PL and MD. In PL, SC1 selectively responded to prepare contexts and robustly differentiated 

between pL and pR during the context delay (Fig. S5c). This representation persisted throughout 

the delay and was strongly revoked within the first 200 ms of the instruction epoch, while 

responses to defer conditions remained minimal across both epochs. Dominant neurons with high 

loadings onto SC1 (absolute loading > 2 SD, n = 30, Fig. S5d) exhibited strong decision-related 

activity in both epochs (Fig. S5e), with high cross-epoch generalizability (Fig. S5f). SC2 

differentiated between prepare and defer trials early in the context epoch, followed by a shallow 

differentiation between pL and pR that diminished before instruction onset (Fig. S5g). A 

prominent decision signal emerged in the early instruction epoch, peaking at ~150 ms and 

present in both prepare and defer trials. Dominant neurons (n = 27, Fig. S5h) showed stronger 

decision representation during the early instruction epoch than during the context epoch 

(Fig. S5i), again with high cross-epoch generalizability (Fig. S5j). SC3 also showed early 

context-dependent differentiation, followed by weak decision-dependent differentiation during 

the prepare delay and early instruction period. Its activity was primarily differentiating between 

left and right decisions in the later instruction epoch and was similar across prepare and defer 

trials (Fig. S5k). Dominant neurons of SC3 (n = 30, Fig. S5l) exhibited weak representation 

during the context epoch and a two-stage response during the instruction epoch: an initial peak 

within ~150 ms followed by a second, distinct peak around ~250 ms (Fig. S5m). Cross-epoch 

generalization for SC3 was comparatively weak (Fig. S5n). 

In MD, SC1 differentiated between pL and pR with an early peak (~150 ms) during the context 

epoch, which persisted through the delay but diminished during the instruction epoch (Fig. S5o). 

Unlike PL, SC1 showed little response to defer contexts during the delay, but encoded dL versus 

dR transiently in the early instruction epoch. Dominant neurons (absolute loading > 1.5 SD 

matched to yield a comparable count as in PL, n = 25, Fig. S5p) primarily represent decisions 

during the context delay, with only weak representation following instruction onset (Fig. S5q), 
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and showed no cross-epoch generalization (Fig. S5r). SC2 similarly differentiated between pL 

and pR during the context epoch, with minimal responses in defer trials (Fig. S5s), but this 

activity rapidly decayed. In contrast, a strong and sustained decision signal emerged during the 

instruction epoch, preferentially for prepare trials. Dominant neurons (n = 26, Fig. S5t) exhibited 

weak decision-related activity overall (Fig. S5u) and lacked cross-epoch generalization 

(Fig. S5v). SC3 showed modest differentiation between pL and pR during the context delay and 

exhibited a two-stage response during the instruction epoch, similar to PL SC3 (Fig. S5w). 

Dominant neurons (n = 20, Fig. S5x) displayed weak decision encoding across both epochs 

(Fig. S5y), with a small cross-epoch generalization (Fig. S5z). 

In conclusion, dSCA applied to both pooled and region-specific neuronal populations 

consistently revealed a PL-specific component that was selectively engaged during prepare trials 

and maintained decision representations across task epochs, indicative of a memory-like signal. 

Furthermore, PL exhibited richer and more context-dependent dynamics during the context 

epoch, whereas MD displayed more uniform temporal profiles across components following 

context onset. These results suggest a more flexible and generalizable coding scheme in PL, in 

contrast to a more constrained and less adaptive representation in MD during early decision 

formation. 
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Fig.6 | Decomposition of PL and MD population activity into sparse components.  

a. Results of demixing sparse component analysis (dSCA). The activity of four sparse 

components (SCs) with maximum sparsity of neuronal loadings are shown. The dSCA was 

calculated with concatenated activity of both context delay (0 ï 600 ms from context onset) and 

instruction epoch (0 ï 600 ms from instruction onset), pooling across units from both PL and 

MD. b. Distribution of neuronal loadings on the four identified SCs. The distributions of PL 

(magenta) and MD (cyan) neuronal loadings on each SC are overlayed on the pooled 

distribution (black). Colored dots indicate the dominant neurons selected in each SC 

(loading > 2 SD). Vertical dashed lines indicate the 2 SD threshold from the pooled distribution. 

c. The decoding accuracies for instruction (go-left / go-right) from the population activity of 

dominant neurons in PL and MD. 

 

 

Task-dependent functional connectivity within and between two regions 

Neurons operate not in isolation but as part of interconnected circuits, relying on dynamic 

interactions to encode and process information. Prior studies have shown that the dense 
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anatomical and functional connectivity between PL and MD varies with cognitive demands, 

particularly during tasks requiring cognitive flexibility (Lam et al., 2024; Rikhye et al., 2018). 

Motivated by these findings, we investigated how intra- and inter-regional functional 

connectivity within the PLïMD circuit changes across different task conditions using Granger 

causality connectivity measures applied to spiking activity. 

To identify functionally connected neuronal pairs, we computed nonparametric, unconditional 

Granger-Geweke causality on spike trains modeled as point processes (Dhamala et al., 2008; 

Granger, 1969). First, we used multitaper spectral estimation to compute cross-frequency spectra 

across trials for each neuron pair. These spectra were then factorized to isolate the directed 

contribution of one neuronôs spectral power to anotherôs. The Granger causality strength was 

derived by averaging this directed influence across frequencies. We then identified functionally 

connected pairs as those exhibiting significant Granger causality (p < 0.05, one-sided; 200 trial-

shuffle permutations) and calculated the fraction of significant intra- and inter-regional 

connections for each task condition. 

Simultaneous recordings from both regions were obtained in 13 sessions across 2 animals, 

yielding 156 PL and 312 MD units. During the context epoch, the fraction of significant intra-

regional connections varied systematically with context (Fig. 7a). In PL, significantly more 

intra-regional connections were observed following the prepare-left context compared to either 

defer (McNemarôs test, p < 0.001) or prepare-right (p < 0.001). In contrast, MD exhibited more 

intra-regional connections following the prepare-right context compared to defer (p < 0.001) or 

prepare-left (p < 0.001). In the instruction epoch, the fraction of significant intra-regional 

connections in both PL and MD was modulated by both context and instruction (Fig. 7b). 

Specifically, prepare contexts evoked more intra-regional connectivity than defer contexts, and 

go-left instructions evoked more than go-right instructions. 

In contrast, these effects were less prominent or absent in inter-regional connectivity (Fig. 7c, d). 

During the context epoch, inter-regional PLïMD connectivity was sparser than intra-regional 

connections overall, and did not vary significantly with context (p > 0.05 for all comparisons). 

During the instruction epoch 

Finally, we compared the relative impact of context versus instruction on intra-regional 

connectivity and found a clear dissociation: connectivity within PL was more strongly modulated 
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by context, while connectivity within MD was more influenced by instruction (Fig. 7e). This 

suggests functional specialization in the network, with PL circuits potentially supporting context 

maintenance and MD circuits facilitating instruction-specific processing. 

 

 

 

Fig.7 | Granger causality connectivity between neuron pairs during each condition and epoch.  

a. Fraction of intra-regional pairs of single-neuronal spike trains with significant spike-spike 

Granger causality during the context delay. Significance of connection between each pair of 

neurons was determined with a permutation test of 200 shuffles across the trials. b. Same as a 

during the instruction epoch. c. Fraction of inter-regional pairs of single-neuronal spike trains 

with significant spike-spike Granger causality during the context delay. d. Same as c for the 

instruction epoch. Significance marks, McNemar's contingency test: *, p < 0.05; **, p < 0.01; 

***, p  < 0.001. e. Main effect size (differences in fractions of significant connections) of context 

and instruction in the intra-regional neuronal pairs within PL and MD. 
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Discussion 

In this study, we investigated the neural mechanisms underlying cognitive flexibility in mice 

performing a context-dependent decision-making task. Our results reveal that mice dynamically 

adjusted their cognitive sets based on predictive context and instruction cues. Using 

submovement decomposition on continuous motor trajectories (Fig. 1), we identified two 

temporally and functionally distinct phases, i.e., preparatory and executive phases, that reflected 

the underlying cognitive structure of the task. At the neural level, we found a functional 

dissociation between prelimbic cortex and mediodorsal thalamus (Fig. 2-5): PL flexibly encoded 

context-dependent preparatory signals, while MD was more involved in instruction-driven 

execution. Population analysis (Fig. 6) and functional connectivity (Fig. 7) further supported this 

division, pointing to a shared representational subspace for executive encoding and a PL-specific 

subspace for preparatory encoding. 

The prelimbic region in the medial prefrontal cortex of rodents is essential for representing 

internal goals, rules, and anticipated outcomes, and for adjusting behavior in response to 

changing contexts (Hanganu-Opatz et al., 2023). Recent work, however, has demonstrated that 

the mediodorsal thalamus (MD) actively integrates information across widespread cortical 

circuits, thereby shaping learning processes and guiding the selection of context-appropriate 

actions (Halassa & Kastner, 2017; Hummos et al., 2022; Lam et al., 2024). For example, MD 

neurons selectively shape prefrontal representations through two distinct thalamocortical 

pathways, one that amplifies task-relevant signals and the other one suppress competing inputs, 

thereby enhancing signal-to-noise in PL circuits (Mukherjee et al., 2021; Zhang et al., 2025). 

However, these prior studies often study cognitive flexibility under a fixed task schema. The 

cognitive framework remains constant even as specific choices vary. It is oversimplified 

compared to the natural environmental challenges that the brain dealt with. Whereas prior work 

has addressed flexibility in cognitive content, our study probes flexibility in cognitive control: 

the prepare vs. defer cue not only signals which action to select but fundamentally changes when 

and how the animals formulate a plan. Therefore, in our study mice were not merely reactive but 

have to actively plan their responses and adjust their plan upon changing task demands. 

This resulted in a heightened involvement of the PFC in encoding contextual information in our 

task. We showed that PL and MD plays distinct yet complementary roles in constructing and 



 47 

switching between different cognitive sets upon changing task demands. Although both regions 

encoded key task variables, PL showed a greater sensitivity to contextual cues and operated 

predominantly during the preparatory phase, especially under conditions of uncertainty (defer 

trials), where it responded earlier than MD (Fig. 3). In contrast, MD activity aligned more 

closely with the execution phase and was strongly modulated by explicit instructions.  

We identified two distinct phases of executive control in the PL-MD circuit: preparation and 

execution. Such dissociations have previously been observed in motor and premotor cortices of 

non-human primates during delayed-response tasks, where neuronal ensembles maintain a 

preparatory code of many key parameters of the impending action such as direction, force, or 

timing without overt motor output (Riehle & Requin, 1993; Tanji & Evarts, 1976; Tanji & 

Hoshi, 2008). This preparatory activity forms a stable representation that facilitates rapid and 

efficient motor execution once the go cue is presented. Our findings extend this principle to 

higher-order, non-motor areas, showing a similar dissociation in mouse PL, where temporally 

segmented and functionally distinct neural subpopulations aligned with preparatory and 

executive phases of behavior (Fig. 6). The PLôs involvement in preparatory processes are not 

merely motoric but reflect top-down executive computations critical for task adaptation. 

Going beyond conventional behavioral metrics, we implemented a minimum-jerk submovement 

decomposition to the continuous trajectory of the choice ball. Similar metrics were previously 

used to analyze motor components of limb and eye movements (Flash & Henis, 1991; Flash & 

Hochner, 2005), allowing us to break down complex movements into simpler, biologically 

meaningful elements and potentially revealing internal processes during decision making 

(Glaholt & Reingold, 2011; Reppert et al., 2015; Seideman et al., 2018). Extending this 

approach, we uncovered subliminal, context-dependent motor fluctuations during the pre-

response delay. These submovements, which we interpret as preparatory motor plans, were 

modulated by context and provided a readout of internal decision dynamics. 

Notably, submovement decomposition and neuronal activity collectively reflect a "default-

overwrite" strategy: to reduce the complexity of cognitive set shifting, mice default to a left 

response unless context or instruction specifically demands a rightward movement. The non-

default direction was associated with stronger contextual modulation (Fig. 1, S1) and stronger 

neural activity (Fig. 2, 3). Behavioral asymmetries in left-right choices have been reported in 
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mice and are often treated as confounds (Huda et al., 2020; Spellman et al., 2021; The 

International Brain et al., 2021). However, we interpret them here as reflecting an economical 

strategy, likely favored by the binary task structure and experimental setup, which allowed for 

habitual response patterns. Such biases may also enhance the saliency of unexpected cues 

(Rogalla et al., 2020), and may be reinforced by environmental asymmetries, such as 

experimenter access from one side of the training setup. 

In conclusion, our findings demonstrate that the interaction between PL and MD enables flexible 

switching of cognitive sets through distinct yet complementary mechanisms. PL plays a leading 

role in flexible, context-sensitive preparation, while MD contributes to instruction-driven 

execution, together facilitating cognitive flexibility in the mammalian brain. 
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Methods 

Animal procedures 

All procedures were conducted in accordance with protocols approved by the local government 

authority (Regierung von Oberbayern). 5 male wild-type C57BL/6 mice (in-house breeding, 

Institute for Neuroscience, Technical University Munich) were used for electrophysiological 

recordings, and a separate cohort of 5 mice was used for anatomical tracing experiments. For the 

main experiment, animals underwent surgery for headbar implantation between 8 and 10 weeks 

of age. After surgery, they were individually housed with ad libitum access to food and water, 

under a reversed 12 h / 12 h dark-light cycle. During behavioral training and electrophysiological 

recording, animals were placed under a water restriction protocol and received water rewards for 

correct responses. Daily water intake was maintained at a minimum of 1500 ÕL throughout 

training. Once animals reached behavioral criterion, a second surgery was performed to prepare 

craniotomies for acute recording. 

 

Surgery 

Animals were anesthetized with isoflurane (2% vol/vol in O ) and maintained body temperature 

at 37.5 ÁC using a heating pad, continuously monitored via a rectal probe. Preoperative analgesia 

(metamizole, 200 mg/kg body weight) was administered subcutaneously. Animals were placed in 

a stereotaxic frame (Model 900LS, Kopf Instruments, USA) using ear bars, and anesthesia was 

maintained with 0.8ï1.5% isoflurane. Eyes were protected with ophthalmic ointment (Augen- 

und Nasensalbe, Bepanthen, Germany). A local anesthetic (2% lidocaine in 0.9% NaCl) was 

injected subcutaneously at the incision site. The scalp was disinfected with 70% ethanol, and the 

skull was exposed. Periosteal tissue was removed and the skull surface roughened using a scalpel 

blade to improve adhesion. A small craniotomy was made posterior and lateral to the lambda 

landmark for a stainless steel ground screw using a dental drill (Neurostar, Germany). A thin 

layer of light-curable adhesive (Optibond All-in-One, Kerr, Germany) was applied to the skull. 

Entry sites for later acute recordings were stereotaxically marked by drilling into the cured 

adhesive and superficial skull. An aluminum headbar was aligned and fixed to the skull with 

dental cement (Tetric EvoFlow, Ivoclar Vivadent, Germany). The remaining exposed skull was 
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covered with multiple layers of dental cement to ensure mechanical stability, while the marked 

recording sites were sealed with silicone elastomer (Kwik-Cast, World Precision Instruments, 

UK). 

Prior to craniotomy surgery, animals were given ad libitum access to water the day before. Pre-

surgical procedures were the same as above. The silicone covering the recording sites was 

removed, and the skull surface was cleaned with 70% ethanol followed by 0.9% NaCl. 

Craniotomies were guided by the stereotaxic markings from the initial surgery, drilled open, and 

resealed with silicone elastomer. Post-operative analgesia (meloxicam, 1.5 mg/kg body weight) 

was administered subcutaneously immediately after surgery and once daily for three days 

thereafter. 

 

Behavior setup 

Behavioral training and recording took place in a custom-built sound-attenuating chamber. Mice 

were head-fixed with their bodies supported in a plastic tube, allowing free movement of their 

forelimbs. The forepaws rested on a spherical response device ("response ball"). Water was 

delivered via a blunt cannula placed near the mouth and dispensed by an Arduino-controlled 

syringe pump (NE-500, New Era Pump Systems, USA). 

Visual stimuli were presented on a 10-inch LCD monitor (FT10TMB, Faytech, Germany) 

positioned 15 cm in front of the animal. Auditory stimuli were delivered through a pair of 

electrostatic speakers (ES1, Tucker Davis Technologies, USA), driven by electrostatic amplifiers 

(ED1, Tucker Davis Technologies, USA). 

Left and right responses were measured using a ping-pong ball mounted on a metal rod, allowing 

only horizontal (left-right) rotation. A diametrically magnetized disc magnet attached to the rodôs 

anterior end enabled angular displacement tracking via a Hall-effect rotary encoder (MIB22H, 

Megatron, Germany). The encoder output was converted into a continuous analog signal through 

a custom circuit (designed by Christian Obermayer), then fed into a breakout panel (BNC-

2090A, National Instruments, USA) connected to a data acquisition system (PCIe-6321, National 

Instruments, USA). TTL pulses were sent to reset the analog signal. 
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Behavioral task control was implemented using custom MATLAB scripts (MathWorks, USA), 

built on MonkeyLogic 1 (Asaad et al., 2013) and the NIMH Toolbox (Hwang et al., 2019). 

 

Task and stimuli 

Each trial began with the presentation of a grey screen (0.1 luminance). At the same time, the 

virtual position of the response ball was reset to baseline, and the animal was required to hold the 

ball still within Ñ2.5 mm for 500 ms (initiation epoch). If this threshold was exceeded, a TTL 

pulse was sent to reset the ball signal and extend the initiation period by an additional 500 ms as 

temporal punishment. If the ball remained within the threshold for the required duration, one of 

three auditory context cues (61 dB SPL at the mouse's head position) was played binaurally for 

100 ms. 

In 25% of trials, a low-pass filtered white noise (< 8 kHz) signaled the prepare-left context, 

which was always followed by a go-left instruction. In 50% of trials, unfiltered white noise 

indicated the defer context, which was followed randomly by either a go-left or go-right 

instruction (50% each). In the remaining 25% of trials, a high-pass filtered white noise 

(> 14 kHz) signaled the prepare-right context, which was always followed by a go-right 

instruction. Following the context cue, the ball signal was reset again, and the animal was 

required to keep the ball still for another 500 ms (delay epoch). As in the initiation epoch, any 

movement exceeding Ñ2.5 mm reset the signal and extended the delay. 

After the delay, one of two movement instruction cues (78 dB) was presented for up to 1000 ms: 

a sinusoidal up-sweep (11 kHz to 14 kHz) served as the go-left instruction, while a sinusoidal 

down-sweep (15 kHz to 12 kHz) served as the go-right instruction. Animals were allowed to 

respond by rotating the ball either left or right for up to 5000 ms after instruction onset. A 

response was detected once the ball moved beyond Ñ8 mm, upon which the instruction sound 

was terminated. Correct responses were rewarded with a water drop delivered over 500 ms. The 

grey screen was then turned off, followed by a 5000 ms inter-trial interval. 

To train animals to perform the full task, two preliminary stages were introduced: 

Movement Instruction Stage: After habituation to the head-fixed setup, animals were initially 

trained using only go-left and go-right instructions. They were allowed up to 20 s to move the 
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wheel beyond a small threshold. Initially, instructions were presented in blocks of 20 ï 30 trials. 

As proficiency increased, block sizes were reduced (eventually to single trials), response 

thresholds were increased (from Ñ3.5 mm to Ñ8 mm), and reward size was gradually decreased 

(from 8 ÕL to 4 ÕL) to encourage sustained engagement. 

Context Integration Stage: Once animals reached >90% performance across consecutive 

sessions, context cues and the delay period were introduced. Animals were trained to withhold 

movement during the delay. The delay interval was gradually increased from 50 ms to 500 ms as 

proficiency improved. 

 

Trial screening and Psychometrics 

To exclude periods of fluctuating motivation, the warm-up and cool-down phases of each session 

were discarded using the following procedure: contiguous blocks of trials were labeled "bad 

runs" if the running average performance over 15 trials fell below 50%. The first non-bad run 

following the initial 20 trials was designated as the session's start point for valid trials. Similarly, 

the session endpoint was defined based on continuous sequences of missed or incorrect trials. All 

missed trials (i.e., no response detected within the time window) were excluded from the 

analysis. A session was deemed valid if it met all of the following criteria: at least 100 valid 

trials, ƌ70% overall performance, ƌ50% performance in each condition, ƌ5 correct trials per 

condition. 

For neural data analysis, only sessions with histologically verified silicon probe placements were 

included. Accordingly, one animal's dataset was excluded from analysis. Session performance 

was defined as the fraction of correct responses among valid trials. Response time was defined as 

the interval from instruction onset to the moment the response threshold was crossed. The effects 

of context and instruction on behavior were evaluated using repeated-measures ANOVA with 

context (prepare vs. defer) and instruction (go-left vs. go-right) as factors. No violations of the 

assumption of equal variance were detected using Leveneôs test. 

Behavioral metrics were visualized using Raincloud plots (Allen et al., 2019), which combine 

scatter plots, boxplots, and violin plots to simultaneously show individual data points and 

distribution features. In these plots, each dot represents the session average of a behavioral 
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metric; half-violins show kernel density estimates (KDE); boxplots show interquartile ranges 

with medians indicated by white dots; and whiskers denote 1.5 times inter-quartile range (IQR). 

 

Submovements decomposition 

To analyze movement microstructure, we extracted minimum-jerk submovements (SMs) from 

the response ball velocity, calculated as the temporal derivative of the analog voltage signal 

tracking wheel position. Periodic TTL reset pulses (lasting ~33 ms) were used during the 

experiment to reset the voltage signal back to 0 V, introducing discontinuities into the trace. 

These discontinuities were interpolated using Gaussian Process (GP) regression with a two-

component kernel, implemented via scikit-learn (https://github.com/scikit-learn/scikit-learn). 

The first kernel component was a Radial Basis Function (RBF), which weighted nearby data 

points more heavily than distant ones. Given that reset pulses lasted up to 33 ms and were 

typically flanked by ƌ2 data points, the RBF length scale ǎ was fixed at 37 ms (Duvenaud, 

2014). The second kernel component was a white noise kernel to model measurement noise, with 

variance ůĮ determined per recording setup. 

Following interpolation, velocity traces were fitted with a linear combination of bell-shaped 

polynomial basis functions: 

ὺὸ  
ὥ

Ὠ
φπϽὲὸὸ σπϽὲὸὸ σπϽὲὸὸ  

Where ὺὸ  is the velocity, ὥ is the movement path length, Ὠ is the duration, and ὲὸὸ is the 

normalized time , in which ὸ is the time of movement onset. 

The fitting process iterated through three steps: proposal, fitting and evaluation: During 

proposal, the residual of current best model was used to find a new candidate submovement. In 

the first iteration the model was initialized with all-zeroes, therefore the residue equaled the 

velocity trace. We first extracted the local maxima and their neighboring local minima of the 

velocity residual (SciPy, https://github.com/scipy/scipy/tree/v1.5.3). The temporal distance 

between left and right local maxima were used as the initial guess for the duration of 

https://github.com/scikit-learn/scikit-learn
https://github.com/scipy/scipy/tree/v1.5.3
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submovement. The proposed duration Ὠ and velocity peak ὺ  were multiplied to calculate the 

corresponding path length ὥ of each submovement: 

ὥ ὺ ρȢψχυϳ ϽὨ 

The proposed SM with the longest path length was used in the next fitting stage, if it was not 

entirely nested within another submovement, and if it was not included in a previous iteration. 

During fitting, we used non-linear least-squares fitting (lmfit, https://lmfit.github.io/lmfit-py/) to 

find the optimal ὥ, Ὠ, and ὸ of the proposed SM. Finally, during evaluation, we evaluated the 

model after every iteration. If Bayesian Information Criterion (BIC) improved in comparison to 

the previous iteration the fitted SM was accepted. Otherwise, we rejected the current SM and 

repeat the fitting procedure for the next longest proposed SM. 

Further analyses of SM count and amplitude focused on two time windows: (1) Subliminal 

movement, during the context and delay period (0 ï 600 ms after context onset), and (2) 

Response movement, from instruction onset to response threshold crossing. Reconstructed 

direction-specific velocity traces were derived by summing SMs with leftward or rightward 

movement direction during each epoch. A side-index (SI) was computed to capture lateral 

movement bias per trial: 

ὛὍ
ὲ ὲ

ὲ ὲ
 

Movement onset time was defined as the start time of the first fitted SM after instruction onset. 

Movement execution time was defined as the interval from movement onset to response 

threshold crossing. Repeated-measures ANOVA was used to assess context and context Ĭ 

instruction interactions. Pairwise condition comparisons were performed using paired t-tests. 

Trials were further categorized by movement tendency (leftish vs. rightish) based on cumulative 

path length during the first 600 ms after context onset. Tendency was computed as the 

normalized signed sum of path lengths. Trial counts were balanced between decoder categories 

for further analysis. 

 

 

https://lmfit.github.io/lmfit-py/
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Retrograde tracing 

To verify reciprocal projections between the mediodorsal thalamus (MD) and the prelimbic 

cortex (PL), we performed two retrograde tracing experiments. In the first experiment, 75 ÕL of 

Cholera Toxin Subunit B (CTB) conjugated to fluorophores of different colors (CTB 488, CTB 

555, or CTB 647) was injected into the anterior (aPL), middle (mPL), or posterior (pPL) regions 

of PL in adult mice (n = 3 per group). Brain sections were collected and imaged to quantify 

retrogradely labeled neurons in MD, which was segmented into medial (MDm), central (MDc), 

and lateral (MDl) subdivisions. The anterior-posterior ratio of MD projection neurons was 

analyzed to identify connectivity patterns. 

In the second experiment, CTB 488 or CTB 647 was injected into the medial (MDm) or lateral 

(MDl) subdivisions of MD, respectively (n = 2 for MDm, n = 3 for MDl). Retrogradely labeled 

neurons were quantified in medial prefrontal cortex regions, including secondary motor cortex 

(M2), dorsal cingulate cortex (Cg1), prelimbic cortex (PL), and infralimbic cortex (IL). Confocal 

microscopy was used to acquire images at both 4Ĭ and 20Ĭ magnifications to confirm tracer 

localization and labeling in targeted regions. 

 

Electrophysiology 

Animals were aged around 10 to 12 months at the time of recording. Prior to acute recording, 

animals were head-fixed in the setup as usual. A custom-made reference cable bridged between 

the implanted skull screw with a pin and the reference electrode of the adapter that held the 

silicon probe. Silicone elastomer that covered the craniotomies was removed; then craniotomies 

and brain surface were rinsed using 0.9% saline. One silicon probe (A1x32-Poly2-10mm-50s-

177-A32 for dual-site recordings and A2x32-Poly2-6mm-23s-160 for single-site recordings, 

NeuroNexus Technologies, USA) per site was positioned at the brain surface using a 

micromanipulator (Luigs-Neumann, Germany). In reference to the brain surface, the neural 

probes were slowly lowered to the desired depth. The well surrounding the craniotomy was filled 

with 2% agarose in 0.9% saline to increase stability and avoid drying of the brainôs surface. After 

insertion, the probe was allowed to settle for 10 to 30 minutes. Recording started shortly before 

the initiation of the behavioral session. After the behavioral session, the neural probe was 
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retracted, the craniotomy rinsed with 0.9% saline, and covered with silicone elastomer. 

Recording was performed in both hemispheres but achieved across animals. 

Data acquisition was performed using the OmniPlexÊ Neural Recording Data Acquisition 

System (Plexon, USA). The silicon probes were mounted onto a probe adaptor (Connect 

HST/32V, Plexon, USA), then to an analog headstage (HST/32o25-GEN3-36P-G1, Plexon, 

USA). The headstage was connected through a digitizing amplifier (DigiAmpÊ, Plexon, USA) to 

the OmniPlexÊ chassis, which then passed the signal to the recording PC via the OmniPlexÊ 

software. Signal was sampled at a rate of 40 kHz. The wideband signal was split into field 

potentials (low-pass filtered at 500 Hz and downsampled to 1000 Hz) and spike signals (high-

pass filtered at 300 Hz). 

 

Spike sorting and unit selection 

The continuous spike signals were fed to Kilosort 1 (Pachitariu et al., 2016) for automatic spike 

sorting based on the spatiotemporal features of spike waveforms. Kilosort utilizes template 

matching and batch-based optimization to efficiently handle large-scale electrophysiological 

datasets. Curation of the pre-clustered data (up to 512 clusters per session) was done with Phy 

(https://github.com/cortex-lab/phy). Clusters were merged if their spatiotemporal waveforms or 

autocorrelation histograms were very similar. Drifts in amplitude or spatial location (towards 

neighboring channels) may split the recording of a single neuron into separated clusters; this was 

also manually curated. Good single-units were chosen conservatively based on these criteria: (1) 

distinct, often large amplitude waveforms; (2) physiologically plausible waveform shapes; (3) a 

physiologically plausible refractory period. If there were clear violations of refractory period but 

a physiologically plausible waveform, the cluster was labelled as MUA. Splitting was not 

performed. Finally, clearly non-physiological waveforms were labelled as noise. 

For subsequent analysis we cut off periods of sparse firing at the beginning and end of a unitôs 

lifetime to ensure stationary firing rates. This was necessary because units sometimes drifted in 

and out during acute recording. Only spiking activity which was deemed to originate from single 

units were included for subsequent analysis. Single units were further screened by an average 

https://github.com/cortex-lab/phy
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firing rate of at least 1 Hz and presence in at least 5 correct trials per trial condition. A unit was 

defined as present if it showed no more than 5 consecutive trials of low firing rate (< 1 Hz). 

 

Standardized firing rate 

Binary spike trains were first downsampled to 1000 Hz and then smoothed to continuous firing 

rate time series by convolving with a Gaussian window of ů = 25 ms and length of n = 9 ů. 

Individual single unitsô time series Ὢὶὸ were standardized to baseline by: 

Ὢὶὸ
Ὢὶὸ Ὢὶ

Ὢὶ
 

Where Ὢὶ is the mean baseline firing rate, Ὢὶ is the standard deviation of the baseline firing 

rate. The baseline period was defined as -200 ms to 0 ms to the trial onset. 

 

Zeta-test derived metrics 

Neuronal responsiveness to stimuli was computed from the raw spike timestamps using the 

parameter-free ZETA (Zenith of Event-based Time-locked Anomalies) -test (Montijn et al., 

2021). ZETA-test computes the magnitude of responsiveness (ɕ) and a ɕ-derived instantaneous 

firing rate without binning the data, therefore independent of the arbitrary choice of analysis 

parameters. To achieve this, single-unit spikes were first aligned to the stimulus onset with a 

systematically varied offset Ű. The empirical cumulative distribution of the observed spike trains 

Ὂ † within the stimulus interval [tstart, tend] was compared to a null distribution generated 

from averaging across 100 iterative resampling of the spike trains. The most extreme deviation 

across different offset Ű was taken as the ɕ value of the unit, and the time of peak ɕ-derived firing 

rate was taken as the delay of its activity: 

‒ ÍÁØ
Ὂ † ‘ †

„ †
 

Where ‘ † and „ † denote the mean and deviation of the null distributions. A single 

unit was deemed responsive to a stimulus if its ɕ value (responsiveness magnitude) exceeded 
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1.96 (i.e., ‌  πȢπυ, two-tailed). Preference was defined as the stimulus to which a neuronôs 

activity was maximally modulated. 

The neural recruitment of each region was approximated by the distribution of single-unit 

latencies. Unimodality of latency distribution was tested with Hartiganôs dip test. The delay of 

activity in each region was approximated with the first mode from kernel density estimate 

(KDE), which indicated the most frequent value in the underlying data distribution. The relative 

timing between PL and MD was derived by comparing this mode and tested nonparametrically 

with bootstrapping on the trials. 

The change of single-unit preference across different context was evaluated with Chi-square (ɢ2) 

contingency test. ɢ2 statistics were computed by comparing the observed distribution with an 

expected distribution if the neural preference during context and instruction epochs are 

independent. 

 

Population decoding: support vector machine (SVM) 

To investigate how task variables were encoded in the neuronal population activity, we 

implemented L2-regularised linear support vector machines (scikit-learn). SVM for all recorded 

neurons in PL and MD were trained with hinge-loss, stopping tolerance ὸέὰρ ρπ, 

regularization ὅ ρππ, and maximum number of iterations ὲὭὸὩὶρππππ. For dominant 

neurons (with around 2 orders less neurons), SVM were trained with hinge-loss, stopping 

tolerance ὸέὰρ ρπ, regularization ὅ ρ, and maximum number of iterations ὲὭὸὩὶ

ρππππ. Binary spike trains were smoothed by convolution with a Gaussian window („ ςυ ÍÓ) 

and downsampled to 40 Hz. Recorded neurons was pooled across all valid sessions into region-

specific pseudopopulations (Meyers, 2018). The decoding dataset were randomly resampled (50 

trials, with replacement) from each neuron and concatenating across neurons. These pseudotrials 

abolish trial-wise neuronal covariation that might contain information. Therefore, our results 

represent a lower bound on the information carried by population activity. The training fraction 

was 0.75, i.e. ratio between training trials and testing trials was 3:1. This procedure was repeated 

for 100 shuffles. Neural information was quantified as the mean accuracy of class predictions of 
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trained classifiers on held-out test trials. Means and standard deviation across were computed 

across pseudotrial shuffles. 

Cross-temporal decoding was tested by training a classifier on data of one time bin and testing at 

another time bin. Two approaches were used to assess context-dependent change of the 

instruction encoding: First, each fitted linear support vector classifier defines a multi-

dimensional hyperplane that optimally separates data points of two classes. The cosine similarity 

ὧέί— between principal vectors of two hyperplanes :‫ᴆ was calculated via ‫ᴆ and 

ὧέί—
‫ᴆϽ‫ᴆ

ᴁ‫ᴆᴁᴁ‫ᴆᴁ
 

with óϽô representing the dot-product operation. The value of cosine similarity was computed 

between every pair of pseudo-trial shuffles, and the mean was taken. Second, we computed 

cross-context decoding in the similar fashion as cross-temporal decoding. Classifiers were 

trained on a subset of trials in one context and tested on another context. The cross-context 

decoding accuracy was compared to the within-context accuracy. 

 

Demixing sparse component analysis (dSCA) 

To isolate biologically interpretable components in the population activity, we implemented 

sparse component analysis (X. X. Lin et al., 2023) which reduced the dimensionality of data with 

a sparse penalty on the neuronal loadings onto each component. 

To obtain an activity matrix of the pseudo-population, normalized firing rate of each neuron was 

first demixed by subtracting the mean temporal fluctuation from that of each condition (left-

prepare / left-defer / right-prepare / right-defer), which isolated contributions of the selected 

stimulus dimension and its interaction with time. We then reshape the activity matrix by 

concatenating across conditions and two epochs: (0 ï 600 ms from context onset and 0 ï 600 ms 

from instruction onset) into a two-dimensional matrix ὢ  ɴᴙ , where ὖ ὲ Ὕ, and 

N denotes the number of neurons. The resulting activity matrix X is then approximated by the 

linear summation of k component activity vectors ◊ᴆ and their corresponding neuronal loading 

vectors ○ᴆ: 
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ὒέίίὢ ◊ᴆ○ᴆ ‌ ᴁ○ᴆᴁ ‍ ᴁ○ᴆᴁ  

Under the constrain of ᴁ○ᴆᴁ ρ. Where X represents data matrix composed of ὲ  features 

(rows) and ὲ ὲ  activity incidences (columns). Hyperparameter Ŭ controls the 

strength of L1 regularization which encourages sparsity of the neuronal loadings. 

Hyperparameter ɓ controls the strength of L2 regularization which stabilize the loss landscape 

across random initiations and was set at ɓ = 0.01. Hyperparameters Ŭ, k, and the random seed for 

initiation were determined with a two-fold cross-validation grid search, resulting in a local 

maximum at Ŭ = 0.2514 and k = 4. 

Dominant neurons with high loading onto these sparse components were identified as those with 

loadings beyond 2 standard deviations from mean in the distribution pooling across neurons from 

two regions. Mann-Whitney U test was performed to compare the distribution of loadings from 

two regions. 

 

Granger causality between spike trains 

To investigate the condition-dependent change of functional connectivity, we computed Granger 

causality measurements to binary spike data of sorted single-neurons (Granger, 1969). We used a 

nonparametric approach for point processes based on unconditional, nonparametric Granger-

Geweke Causality (Geweke, 1982). The analysis was conducted with customized scripts in 

Python adapted from original MATLAB scripts (Dhamala et al., 2008). A multitaper spectral 

density estimation (Bokil et al., 2010) was performed on the binned spike data to obtain the 

average cross frequency-spectrum across trials: First, we selected the relevant channels and time 

bins to ensure stationarity, then generated a set of Slepian tapers (DPSS) and multiplied them by 

the binned data for each channel. We then performed a fast Fourier transform (FFT) on these 

tapered signals to obtain their frequency representations. Finally, for each pair of channels, we 

averaged the product of one channelôs complex spectrum with the conjugate of the other 

channelôs spectrum over both tapers and trials to estimate the cross-spectral density. 

Mathematically, the cross-spectral density Ὓ Ὢ between channels i and j at frequency f can be 

expressed as: 



 61 

Ὓ Ὢ
ρ

ὑὔ
ὐȟ Ὢ ὐȟ Ὢ

ᶻ

 

Where ὐȟ Ὢ is the Fourier transform of the data from channel i tapered by the k-th taper in 

the n-th trial, * denotes the complex conjugate, K is the total number of tapers, and N is the 

number of trials. 

Then we used the Wilsonôs algorithm for spectral factorization, which decompose the two-

channel spectral density matrix S(ɤ) into a transfer function H(ɤ) and an error covariance matrix 

Z. First, we performed an inverse fast Fourier transform (IFFT) and obtained an initial estimate 

for the factorization. In each iteration of the algorithm, we refined this estimate by minimizing 

the difference between the reconstructed spectral density and the original spectrum until the 

change in the error fell below a specified tolerance. In the final step, the spectral density at each 

frequency ɤ is expressed in the factorized form: 

Ὓ‫ ὌὤὌ ‫ ‫  

Where Ὄ denotes the Hermitian transpose of Ὄ-and Z is the constant (frequency ,‫ ‫

independent) error covariance matrix. The outcome of this procedure yields updated spectral 

density Snew(ɤ), transfer function Hnew(ɤ), and error covariance matrix Znew. We then computed 

the frequency-dependent Granger causality from channel i to j by comparing how much of the 

partial contribution of channel i changes the power spectrum of channel j: 

ὊO ‫ ÌÏÇ
Ὓ ‫

Ὓ ‫ Ὄȟ‫Ὁȿ Ὄȟ‫
ᶻ

Ὢ
 

Where Ὓ is the factorized power spectrum of channel j, Ὄȟis the transfer function from ‫ ‫ 

channel i to j, * denotes the complex conjugate, Ὁȿ is the corrected covariance, and fs is the 

sampling frequency. 

The final Granger causality was summing over all frequencies :‫ᶰπȟ“ by 

ὋὅO ὊO ‫Ὠ‫ 
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To obtain the significance of GC values we generated a null distribution using 200 shuffles 

across trials and set a significance threshold at p < 0.05. 
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Supplementary Figures 

 

Fig. S1| Submovement metrics in the context and instruction epoch 

a. Count of left SMs in the context delay. b. Count of right SMs in the context delay. c. Peak 

velocity of left SMs in the context delay. d. Peak velocity of right SMs in the context delay. e. 

Duration of left SMs in the context delay. f. Duration of right SMs in the context delay. g. Count 

of left SMs in the instruction epoch. h. Count of right SMs in the instruction epoch. i. Peak 

velocity of left SMs in the instruction epoch. Repeated-measures 2-way ANOVA, main effect of 

instruction, F(1,49) = 352.7, p < 0.001 j. Peak velocity of right SMs in the instruction epoch. 

Repeated-measures 2-way ANOVA, main effect of instruction, F(1,49) = 863.8, p < 0.001. k. 

Duration of left SMs in the instruction epoch. Repeated-measures 2-way ANOVA, main effect of 

instruction, F(1,49) = 256.6, p < 0.001. l. Duration of right SMs in the instruction epoch. 

Repeated-measures 2-way ANOVA, main effect of instruction, F(1,49) = 158.0, p < 0.001. 
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Fig. S2| Verification of the connection between PL and MD with retrograde tracing. 

a. Schematic of retrograde tracing experiment to verify the projection from MD to PL. Created 

on Biorender.com. Cholera toxin was injected into PL, which was taken up by the axon terminals 

and travelled backwards to the cell body of projection neurons in MD. b. Fraction of projection 

neurons in medial MD (MDm) and lateral MD (MDl) that originated from anterior PL (aPL), 

middle PL (mPL) and posterior PL (pPL). Larger m-l ratio indicated that it received more 
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projections from the medial part of MD. c. Schematic of tracing experiment for the projection 

from PL to MD. Cholera toxin was injected into MD and the cell bodies in PL was enumerated. 

d. Fraction of projection neurons in secondary motor cortex or dorsal cingulate cortex (M2/Cg1) 

and prelimbic or infralimbic cortex (PL/IL) that originated from MDm and MDl. Larger ratio 

indicated that it received less projections from PL/IL. e. Example confocal images of coronal 

brain slices from the first experiment. Top row: PL was segmented along the anterior-posterior 

axis into the anterior (aPL; CTB 488; n = 3), middle (mPL; CTB 555; n = 3) and posterior 

(pPL; CTB 647; n = 3) divisions, the sites of injection were shown. The AP coordination of each 

slice is labelled at the top-left corner of each image. Middle row: retrolabeled neurons in MD, 

segmented along the medial-lateral axis into lateral (MDl), central (MDc) and medial (MDm) 

divisions. Bottom row: zoom-in images for the area labelled with dashed square in the middle 

row. f. Number of labeled neurons in aPL (left), mPL (middle) and pPL (right) with origins in 

MDl, MDc and MDm. The colored dot showed the neuron count for each animal, and the bar 

showed their mean. g. Confocal images of coronal brain slices from the second experiment. Top 

row: the same medial-lateral division of MD as in the first experiment. Cholera toxin was 

injected into the medial (MDM; CTB 488; n = 2) and lateral mediodorsal thalamus (MDL; CTB 

647; n = 3). Middle row: retrolabelled neurons in the medial prefrontal region. The labelled 

neurons spread across secondary motor cortex and dorsal cingulate cortex (M2/Cg1). 
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Fig. S3 | Population context encoding of neuronal subpopulations.   

a. The decoding accuracies for context (defer / prepare-left / prepare-right) from the population 

activity of PL and MD dominant neurons in each SC during context delay. b. Same as a in the 

instruction epoch. 
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Fig. S4 | Spike-based Granger causality. 

Illustration of spike-based Granger causality using simulated Poisson spike trains. Binary spike 

trains from three simulated neurons (left; A drives B broadbandly and drives C in the high-

frequency band) were Fourier transformed to obtain a spectral density matrix, with power 

spectra on the diagonal and cross-spectra on the off-diagonal (middle). Frequency-domain 

Granger-Geweke causality was then computed using Wilsonôs matrix factorization to quantify, at 

each frequency, the fraction of the receiver neuronôs power explained by the sender; averaging 

across frequencies yielded a scalar measure of directed connectivity (right). 
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Fig. S5 | Neuronal implementation of representational geometry by sparse components. 

a. Schematic illustrating multiple possible implementations of the same representational 

dynamics. Population activity in a high-dimensional neuronal state space can be projected onto 

principal components that maximize explained variance across time, or onto alternative axes. 

Here, demixed sparse component analysis (dSCA) identifies projection axes that maximize both 

task-factor induced variance (left) and sparsity in single-neuron loadings (right). b. Neuronal 

loadings onto the three identified sparse components (SCs) in PL (left) and MD (right). dSCA 

was performed on concatenated activity across 0-600 ms windows in both context and 

instruction epochs, using pseudopopulations of all recorded units. The analysis was performed 

for two regions separatedly. K, kurtosis. c. Activity of the first sparse component (SC1; 4.70% 

variance explained) in PL across task conditions during context and instruction epochs. SCs 

were identified using prepare trials (maximizing variance between pL and pR) and subsequently 

applied the projection to all conditions, including defer trials. d. Distribution of neuronal 

loadings onto SC1. Dominant neurons for each SC (|loading| > threshold) are overlaid on the 
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full loading distribution onto SC1 (blue: SC1; red: SC2; green: SC3). Dashed lines indicate the 

threshold for defining dominant neurons. e. Cross-temporal decoding accuracy of decision from 

subpopulation activity of SC1-dominant neurons during context (left) and instruction (right) 

epochs. f. Cross-epoch decoding generalizability within the first 200 ms of each epoch. g-j. Same 

as c-f for SC2 of PL. k-n. Same as c-f for SC3 of PL. o-z. Same as c-n for sparse components of 

MD. 
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Abstract  

Modular organization, the division of the cerebral cortex into functionally distinct subregions, is 

well established in the primate sensorimotor cortex, but debated in the cognitive association 

cortex, including the prefrontal cortex (PFC). Here, we obtained microelectrode recordings with 

broad spatial coverage from the lateral PFC of two rhesus monkeys performing a working 

memory task with distractors. We found that neighboring electrodes shared task-related 

oscillatory neural dynamics that were stable across recording sessions and formed spatially 

continuous, mesoscale clusters that also segregated by local and long-range frontoparietal 

connectivity, spiking activity, involvement in working memory processing stages and influence 

on behavioral accuracy. Remarkably, the degree of parcellation reflected the animalsô individual 

mnemonic abilities and strategies. Our findings support functional organization of the PFC by 

cognitive control operations rather than by the type of processed information, indicating that 

modularity may be a fundamental architectural principle across the primate cortex. 
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Introduction  

Whether brain function is mirrored in brain structure is one of the oldest and most fundamental 

questions in neuroscience (Brodmann, 1909; Kanwisher, 2010; Lashley, 1950). Could the mind's 

functional modules, or the "modularity of the mind," be reflected in the brain's anatomical and 

physiological architecture, or the "modularity of the brain"? 

An ordered spatial organization that links brain structure to brain function is characteristic of the 

sensory and the motor regions and has been amply described in the visual system (retinotopy) 

(Hubel & Wiesel, 1977; Steel et al., 2024; Talbot & Marshall, 1941), the auditory system 

(tonotopy) (Bandyopadhyay et al., 2010; Humphries et al., 2010; Schreiner et al., 2000), the 

somatosensory system (somatotopy, sensory homunculus) (Penfield & Boldrey, 1937) and in the 

motor system (motor homunculus) (Gordon et al., 2023; Penfield & Boldrey, 1937). Cognitive 

theories also propose an innate modular structure for the mind (Fodor, 1983). In this architecture, 

distinct subdivisions, each responsible for a different mental function, operate largely 

independently of each other and process specific types of information. Examples of such derived 

functional modules are found in the ventral visual pathway for perceiving faces (fusiform face 

area, (Kanwisher et al., 1997)), places (parahippocampal place area, (Epstein & Kanwisher, 

1998)) and written words (visual word form area, (Mccandliss et al., 2003)), in the posterior 

parietal cortex for processing number (Harvey et al., 2013) and in the frontotemporal cortex for 

understanding language (Fedorenko et al., 2011). 

However, whether these organizational principles apply to the lateral prefrontal cortex (PFC) and 

other associative cortical areas that are crucial for domain-general, higher-order cognitive 

functions remains controversial. The neuronal representations of task-related variables in 

associative cortical areas are typically high-dimensional, extending beyond the two- or three-

dimensional geometry of physical space (Tye et al., 2024). In contrast to sensory or motor 

cortical neurons that are tuned to specific stimulus or movement features (pure selectivity), PFC 

neurons are recurrently connected into spatially overlapping (Xie et al., 2022), flexibly forming 

and disbanding ensembles (Hanganu-Opatz et al., 2023) that share similar tuning properties and 

respond to multiple cognitive variables (mixed selectivity) (Aoi et al., 2020; Rigotti et al., 2013; 

Tye et al., 2024). Models of prefrontal computation therefore explicitly or implicitly adopt the 

hypothesis that PFC neurons form a homogenous, interconnected network, where the physical 
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location of individual neurons is not informative about their function and, consequently, there is 

no innate modularity (Miller et al., 2018; Mongillo et al., 2008; Stokes, 2015). 

Contrary to this microscale view, a large body of evidence indicates that the PFC is modularly 

structured on the macroscale, i.e., in the millimeter to centimeter range. Tracing and structural 

imaging studies have identified subdivisions in lateral PFC with distinct anatomical connectivity 

patterns (Han et al., 2020; Jung et al., 2022; Petrides & Pandya, 1999; Rapan et al., 2023). 

Functional and lesion studies point to a rostro-caudal hierarchical organization of the lateral PFC 

with actions represented in descending order of abstraction, i.e., from abstract action control 

(frontal polar cortex) (Mansouri et al., 2017) to concrete motor responses (dorsal premotor 

cortex) (Koechlin et al., 2003). Changes in task-engagement and in the capacity for learning-

related plasticity develop along a similar trajectory (Badre & D'Esposito, 2007, 2009; Riley et 

al., 2018). 

Modular organization emerges readily in artificial neural networks trained to perform multiple 

PFC-dependent tasks (Yang et al., 2019), arguing it represents an advantageous architecture for 

cognitively challenging behaviors such as working memory, decision making and inhibitory 

control, which themselves are compositional. We therefore hypothesized that the primate PFC 

might be structured not by the type of processed information, but instead by the type of cognitive 

operation performed on this information. If so, the well-established inter-individual differences 

in working memory capacity (Luck & Vogel, 1997), executive attention (Kane & Engle, 2002; 

Sobel et al., 2007) and ability to increase working memory capacity or resist distraction (Cokely 

et al., 2006) could be rooted in distinct degrees of modularity and functional parcellation of the 

frontoparietal working memory network. Bridging across the previously disconnected microscale 

and macroscale perspectives, we analyzed extracellular recordings with broad spatial coverage 

from the lateral PFC of two monkeys with different mnemonic abilities. We found that the 

mesoscopic organization of the prefrontal cortical sheet reflected individual cognitive strategies 

to maintain information in working memory and protect it from interference. 
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Results  

Inter-individual differences in resistance to working memory distraction 

We trained two rhesus monkeys (Macaca mulatta, monkey R and W) to perform a delayed-

match-to-numerosity working memory task, which required the animals to memorize the number 

of dots (i.e., numerosity) in a visually presented sample and resist an interfering distracting 

numerosity (Jacob & Nieder, 2014; X.-X. Lin et al., 2023) (Fig. 1a). Both animals performed the 

task with high accuracy overall (monkey R: 73 % Ñ 0.5 % correct, n = 47 sessions; monkey 

W: 70 % Ñ 0.6 % correct, n = 31 sessions). However, detailed behavioral analysis suggested that 

the animals implemented different strategies to handle distraction. We split the trials by the type 

of distraction into ñno distractorò or control trials (20 % of trials); ñrepeat sampleò trials, in 

which the distractor equaled the sample in numerosity (20 % of trials); and ñtrue distractorò 

trials, in which the distractor differed from the sample in numerosity (60 % of trials). Monkey R 

performed significantly worse than monkey W in control trials (mean Ñ s.e.m.: 79 % Ñ 0.6 % 

versus 84 % Ñ 0.8 %, p < 0.001, Wilcoxon rank-sum test; Fig. 1b left) and repeat trials 

(82 % Ñ 0.6 % versus 89 % Ñ 0.8 %, p < 0.001, Wilcoxon rank-sum test Fig. 1b middle), but 

performed better in distractor trials (68 % Ñ 0.5 % versus 61 % Ñ 0.5 %, p < 0.001, Wilcoxon 

rank-sum test; Fig. 1b right). Similarly, in control and repeat trials, monkey R discriminated 

match from non-match tests with less precision and with slower responses compared to monkey 

W, but performed better and faster in true distractor trials (Fig. 1b insets). These behavioral 

signatures argue that monkey W was more strongly affected by the most recently presented 

stimulus than monkey R, which conferred an advantage when there was no distraction or when 

the distractor repeated the sample, but was disadvantageous when the distractor competed with 

the sample for working memory resources. 

As the animals performed the task, we obtained extracellular multi-electrode recordings from the 

right-hemispheric frontoparietal association cortex. In each recording session, four pairs of 

single-contact microelectrodes were acutely inserted through grids with 1 mm inter-electrode 

spacing into the lateral PFC and the ventral intraparietal area (VIP) (Fig. 1c). The diameter of the 

grids (14 mm) allowed us to sample from prefrontal cortical areas that extended beyond the areas 

covered by planar microelectrode arrays (Chapeton et al., 2022; Eisenkolb et al., 2023; 

Lundqvist et al., 2023) and still retain single-neuron resolution at each electrode (Fig. 1d). We  
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Fig. 1 | Inter-individual differences in behavioral and neuronal signatures of working 

memory. 

a, Delayed-match-to-numerosity task. Two monkeys indicated whether a test stimulus contained 

the same number of dots (numerosity) as the memorized sample. A task-irrelevant distractor was 

presented during the memory delay. b, Left, session-averaged performance for both monkeys in 

trials without distractor. The monkeysô performance for all sample-test-combinations is plotted 

against numerical distance between sample and test numerosity. The peak represents the 

percentage of correct match trials, and other data points mark the percentage of errors in non-

match trials. Insets: discriminability index (dô; see Methods) and reaction times (RT; correct 

match trials). Middle, same layout as left for trials in which the distractor was identical to, i.e., 

repeated the sample numerosity. Right, same layout as left for trials in which the distractor was 

not identical to the sample numerosity, i.e., a true distractor. c, Schematic of extracellular 

recordings. In each session, four pairs of microelectrodes were inserted through grids into the 

lateral PFC and into the fundus of the intraparietal sulcus (ips) in VIP. ps, principal sulcus; sar, 

superior arcuate sulcus; iar, inferior arcuate sulcus; cs, central sulcus; ls, lateral sulcus. 

d, Spatial layout of recording sites in PFC for both monkeys, pooled across all sessions. The 

electrode penetration sites are displayed over the reconstructed cortical surface. e, Information 

about sample and distractor numerosity contained in multi-unit activity (MUA) at PFC 

electrodes (left) and VIP electrodes (right), measured by sliding-window ɤ2 percent explained 

variance, for monkey R (top) and monkey W (bottom). Shaded area, s.e.m. across electrodes with 

MUA. 
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analyzed a total of 616 PFC electrodes (368 and 248 in monkey R and W, respectively) and 614 

VIP electrodes (376 and 238 in monkey R and W, respectively). Multi-unit spiking activity 

(MUA) with task-modulated firing rates above 1 spike/s was present on 480 PFC electrodes (271 

and 209 from monkey R and W, respectively) and 270 VIP electrodes (158 and 112 from monkey 

R and W, respectively). For these electrodes, we expressed the neuronal information about the 

sample and distractor numerosity in correct trials using sliding-window ɤ2 percent explained 

variance (Fig. 1e) (Buschman et al., 2011; Jacob & Nieder, 2014; Siegel et al., 2009). In monkey 

R, the sample and the distractor were represented very similarly and dynamically during stimulus 

presentation and the subsequent memory delay, reaching almost identical peak levels. However, 

in the second memory delay after distraction, time courses diverged with sample information 

increasing strongly and superseding distractor information (Fig. 1e top). In monkey W, in 

contrast, neuronal information was less dynamic and plateaued during the memory delays. 

Notably, in PFC, distractor information reached much lower peak levels compared to sample 

information, but displaced sample information in the second memory delay. Unlike in monkey R, 

no sample recovery was observed in either PFC or VIP after distraction (Fig. 1e bottom). 

Together, these behavioral and neuronal results suggest that monkey R attempted to ñbypassò the 

distractor during working memory processing and selectively recover the sample after 

distraction, while monkey W attempted to block the distractor from entering working memory in 

the first place. 

 

Oscillatory burst activity during working memory processing 

We hypothesized that the observed differences in behavioral strategy and cognitive control 

operations mapped to differences in the functional organization of the individual animalsô PFC. 

To address this question, we analyzed the spatiotemporal patterns of transient oscillatory events 

(bursts) in local field potential (LFP, extracellular voltage signal low-pass filtered at 170 Hz) 

(Lundqvist et al., 2016; Miller et al., 2018). LFPs capture the volume summation of oscillatory, 

synchronized population activity in the local neuronal circuit (Buzs§ki et al., 2012). Their lateral 

span of several hundred micrometers (Lind®n et al., 2011), comparative stability across sessions 

and comprehensive account of ongoing network activity make LFPs well-suited to explore the  
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Fig. 2 | Working memory related oscillatory burst activity.  

a, Top, example LFP traces from monkey R, band-pass filtered in the gamma (60 ï 90 Hz) and 

beta (15 ï 35 Hz) frequency range. Bottom, spectrogram of LFP activity (normalized to average 

band power taking together 9 previous trials and the current trial) recorded in an example trial 

in PFC. b, Trial-averaged burst probabilities in the gamma and beta frequency ranges in PFC 

(left) and VIP (right) of monkey R in correct trials with a distractor. c, Same as b for monkey W 
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(left: PFC; right: VIP). d, Distinct recording layouts in monkey R with the number of sessions the 

respective layouts were used. e, Spatial distribution of trial-averaged burst probability at 

selected time points during the trial in monkey R. f, g, Same as d, e for monkey W. 

 

 

spatial and functional organization of the recorded area at the mesoscale (Chapeton et al., 2022; 

Katzner et al., 2009; Wang, 2010). 

Raw LFP traces were segmented by trials, spectrally transformed (Moca et al., 2021) and 

normalized to the average band power of 9 previous trials and the current trial. At the single-trial 

level, prefrontal oscillatory activity was not sustained throughout the trial, but instead composed 

of sparse, short-lived peaks in narrow-band LFP power (bursts) (Fig. 2a). We defined LFP bursts 

as increases in instantaneous power that exceeded the mean by two standard deviations. We 

focused in our analyses on two frequency bands, gamma (60 ï 90 Hz) and beta (15 ï 35 Hz), 

based on, first, our observation of prominent task-modulated activity in these frequency ranges 

(Fig. S1a), and, second, their well-documented roles in the encoding, maintenance and readout 

of working memory in the primate prefrontal and parietal cortex (Jacob et al., 2018; Lundqvist, 

Herman, Warden, et al., 2018; Lundqvist et al., 2016). Gamma activity extended above 90 Hz but 

was capped at this upper bound to minimize contamination from spike waveform spectral 

leakage (Fig. S1b). 

In support of the biological relevance of gamma bursts, we observed that gamma-band activity 

occurred as transient, temporally precise bursts rather than sustained oscillations (Fig. S2, b), 

The distribution of gamma power was better described by a log-Gaussian than a Gaussian 

distribution, exhibiting a strong positive skew (Fig. S2c-f), indicating innate burstiness. We fitted 

2D Gaussian kernels to the local maxima of single-trial power spectrum to quantify the burstsô 

spectrotemporal properties (Fig. S2g). Task-related modulation of gamma-band activity 

primarily affected burst occurrence and structure, rather than stationary oscillatory components 

(Fig. S2h, i). Across all recorded electrodes, gamma bursts identified using a 2 SD threshold 

accounted for 89.5% of the total power variance, and those identified with a 3 SD threshold 

accounted for 86.6% of the variance, indicating that transient bursts capture the majority of 

gamma-band power fluctuations during the task. 
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Both gamma and beta bursts lasted for approximately two cycles (mean and standard deviation: 

gamma: 2.5 Ñ 1.1 cycles / 33.9 Ñ 14.3 ms, beta: 1.9 Ñ 0.8 cycles / 76.4 Ñ 38.3 ms; Fig. S3a). The 

distribution of inter-burst intervals showed modes at zero and one cycle, indicating temporal 

overlap but spectral separation of oscillatory bursting activity (Fig. S3b). Gamma, but not beta, 

bursts were accompanied by significantly elevated spiking rates in both regions (p < 0.001, 

paired t-Test; Fig. S3d). Although spectral leakage of spike waveforms into the LFP is a known 

confound (Ray & Maunsell, 2011), our data indicate that gamma bursts are not a trivial reflection 

of spiking activity. Spiking activity was absent in 377 of 1230 recording channels, yet gamma 

bursts were still detected in these channels, and a large fraction of gamma bursts (on average 

77.5%) did not coincide with spikes. Furthermore, recent work has shown that spiking activity 

and high-gamma band signals (70 ï 300 Hz) arise from partially distinct physiological sources 

and can encode dissociable information (Lei et al., 2026), supporting the view that gamma-band 

activity reflects network-level processes beyond the direct contribution of spike waveforms. 

Prefrontal spiking inside gamma and beta bursts was more strongly synchronized to local 

oscillatory activity across all frequencies than spiking outside of bursts (Fig. S3e). As expected, 

spike-field locking was distance-dependent, i.e., it decayed with increasing distance between 

electrode pairs (Fig. S3e). Remarkably, the difference in synchrony between spiking inside and 

outside of bursts was preserved across regions (locking of PFC spikes inside/outside of bursts to 

VIP oscillations; Fig. S3f), ruling out passive volume-spreading of oscillatory activity across 

electrodes and ñbleedingò of spiking signals into lower frequency bands as explanatory factors. 

MUA and LFP burst activity both tracked sample numerosity. However, whereas spiking activity 

showed peaked tuning functions with tuning preferentially to numerosities 1 and 4 (border effect) 

in the sense of labeled line coding (Jacob & Nieder, 2014; Jacob et al., 2016; Nieder et al., 2002), 

burst probability increased with number in the majority of prefrontal and parietal electrodes 

(Fig. S3g).  

LFP bursts were tightly and systematically coupled across frequency bands (Canolty & Knight, 

2010), with gamma bursts preferentially occurring at the troughs of beta oscillations and beta 

bursts preferring the troughs in the alpha (8 ï 16 Hz) and peaks in the delta frequency band 

(2 ï 4 Hz) (Fig. S3c, Fig. S4a). Although such gamma-beta power-phase coupling could in 

principle arise from filter-ringing effects caused by non-sinusoidal waveforms, several 

observations argue against this interpretation. First, the occurrence of gamma and beta bursts 



 83 

were strongly compelling to each other (Fig. 2b, c). Second, gamma bursts exhibited a clear 

sinusoidal waveform even in the absence of band-pass filtering, as revealed by averaging wide-

band LFP signals time-locked to the nearest trough around the gamma power peak (Fig. S4a-c). 

In both regions, this phase-coupling was fixed and independent of trial time (Fig. S4d) and 

sample information (numerosity) (Fig. S4e). 

Together, these results show that bursts of oscillatory activity in frontoparietal cortex represent 

transient, probabilistic and task-modulated ñon statesò with elevated and synchronized spiking in 

local and long-range neuronal circuits. 

 

Inter-individual differences in spatial and temporal patterns of oscillatory burst activity 

Next, we quantified the task-related temporal evolution of bursting activity by averaging step 

functions that captured the duration of each burst across trials. In both monkeys, different trial 

events (e.g., the onset and the offset of the sample and distractor) were clearly reflected in the 

burst probability time courses (Fig. 2b, c). As reported previously, gamma and beta bursting 

showed antagonistic profiles with increases in gamma matching decreases in beta and vice versa 

(Lundqvist et al., 2023; Lundqvist, Herman, Warden, et al., 2018; Lundqvist et al., 2016). In 

monkey R, PFC bursting was very dynamic with prominent event-locked amplitude changes. 

Patterns were very similar for the sample and distractor epochs, with the notable exception of a 

large increase in beta bursting in VIP in the second memory epoch preceding the test stimulus 

and the animalsô behavioral response (Fig. 2b). In monkey W, in contrast, bursting was more 

sustained (in particular in gamma), showed less symmetry between sample and distractor epochs 

(in particular in beta) and was not very pronounced in VIP (Fig. 2c). 

We now also asked whether LFP burst patterns varied systematically across the prefrontal 

recording field. Across recording sessions, the spatial layout of recording sites changed 

repeatedly, allowing us to reconstruct a flattened, subject-specific map of the experimentally 

sampled PFC (monkey R: n = 31 recording sites covering ~ 6Ĭ10 mm2, Fig. 1d top, Fig. 2d; 

monkey W: n = 24 recording sites covering ~ 9Ĭ10 mm2, Fig. 1d bottom, Fig. 2f). Burst patterns 

were calculated for each recording site by pooling all recordings performed at a given site and 

averaging burst probabilities across conditions (n = 4 sample and n = 4 distractor numerosities) 
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and sessions. In both monkeys, bursting activity was more similar for adjacent recording sites 

than for distant sites, suggesting spatiotemporally organized, frequency-specific burst patterns 

(Fig. 2e, g). In monkey R, sample numerosity presentation triggered a peak of gamma bursting in 

the ventral PFC, whereas beta bursts mainly appeared in more dorsal electrodes (Fig. 2e). In the 

first memory delay, gamma bursting activity moved to a posterior cluster, but reappeared again 

ventrally during distractor presentation. Beta bursts were generally sparse during the memory 

delays, with a notable exception in the most posterior electrodes in the second memory delay, 

i.e., in the same cluster that showed strong gamma bursting in the first memory delay (Fig. 2e). 

Notably, these clusters were already apparent during the fixation epoch preceding the sample, 

pointing to a task-independent, anatomically pre-defined structure (Fig. 2e). In monkey W, in 

contrast, we did not observe the same clear segregation of bursting activity into well-demarcated, 

trial-epoch-specific clusters (Fig. 2g). Instead, gamma and beta fluctuations were more spread 

out, occupying a large area in the center of the recording field. 

To quantify the similarity of burst patterns between electrodes, we calculated Pearson 

correlations between mean gamma and beta burst probabilities of all recording sites (Fig. 3a, b) 

and performed hierarchical agglomerative clustering on the correlation matrix summed across 

the two frequency bands (Fig. 3c-f). Maximally separated ὲ clusters were then drawn from the 

resulting dendrogram (Fig. 3e, f). The optimal number of clusters was determined using split-

half reliability: Pearson correlation matrices were calculated using 100 random split-halves (trial 

subsampling at each PFC recording site) and hierarchically clustered. To determine statistical 

significance, we generated a null distribution for the clustering reliability by shuffling across 

locations 10 times for each split-half, leading to 1000 samples. We then compared the observed 

clustering reliability to the 95 % confidence interval (CI) of this null distribution. Clustering 

reliability was defined as the percentage of recording sites consistently assigned to the same 

cluster (Fig. 3i, j). 

In monkey R, the most reliable clustering was obtained using both frequency bands combined 

(compare Fig. 3i, j top to Fig. S5a, b). Reliability dropped markedly when choosing more than  
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Fig. 3 | Spatial clustering of prefrontal recording sites by burst probability.  

a, Burst probability at each PFC recording site in monkey R (n = 31 total) averaged across all 

correct trials in the gamma (left) and beta frequency range (right). b ï f, Analysis pipeline for 

spatial clustering of recording sites by similarity in burst activity. For each monkey, correlation 

matrices for gamma and beta burst probabilities were computed for each trial condition (4 

sample numerosities Ĭ 4 distractor numerosities) and then averaged (b). The resulting mean 

correlation matrices for monkey R (c) and monkey W (d) were submitted to hierarchical 

agglomerative clustering. The result of hierarchical clustering, color-coded for three clusters, is 

shown for monkey R (e) and monkey W (f). g, Spatial layout of clustered recording sites in PFC 

of monkey R. h, Same as g for monkey W. i, Reliability of spatial clustering of prefrontal 

recording sites in monkey R (top) and monkey W (bottom). The mean burst probability 
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correlation matrices were calculated using 100 random split-halves (trial subsampling at each 

PFC recording site). Clustering reliability was measured as the percentage of recording sites 

consistently assigned to the same cluster and shown as a function of the number of selected 

clusters. The mean (dashed line) and 95% confidence interval (CI, shaded area) of the clustering 

reliability null distribution (electrode location shuffled) are shown. j, Clustering reliability by 

recording site for monkey R (top) and monkey W (bottom). 

 

 

three clusters, which we therefore determined to be the optimal number. Parcellation of the 

prefrontal recording field in monkey R in this way revealed a ventral cluster (#1, 98 electrodes 

across 9 sites), corresponding to the sites with strong gamma bursting during sample and 

distractor presentation; a dorsal cluster (#2, 199 electrodes across 18 sites), corresponding to the 

sites with strong beta bursting during sample and distractor presentation; and a posterior cluster 

(#3, 71 electrodes across 4 sites), corresponding to the sites with prominent gamma and beta 

bursting during the memory delays (Fig. 3g). Although no spatial information was used for 

clustering, the resulting clusters were remarkably continuous with no isolated, interspersed 

electrodes, supporting a close link between oscillatory neuronal activity (bursts) and prefrontal 

cortical network structure. 

In monkey W, however, clustering reliability decreased smoothly with the number of clusters n 

(Fig. 3i, j bottom) and was mainly driven by beta bursting (Fig. S5c, d). There was no optimal 

number of clusters. This suggests a more gradient-like, rather than sharply demarcated, spatial 

organization of the recorded area. Nevertheless, for consistency with monkey R, we performed 

clustering using the same parameters as for monkey R, which yielded a large, wide-spread 

cluster covering the dorsal and ventral-anterior recording field (#1, 132 electrodes across 14 

sites) and two smaller ventral-posterior clusters (#2, 32 electrodes across 4 sites; #3, 84 

electrodes across 6 sites). 

To investigate how prefrontal spatial organization related to task performance, we performed 

clustering using error trials (Fig. S6). Error trials only accounted for approximately 20% of all 

trials and were not evenly distributed across all sample-distractor combinations. We therefore 

controlled for differences in trial number by resampling correct trials to match the number of 

error trials for each numerosity condition (100 repetitions). In monkey R, the same clusters as in 
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correct trials emerged in error trials, despite an overall increase in covariance distances between 

all pairs of PFC sites (Fig. S6a). In contrast, monkey W showed a different clustering pattern 

during error trials, even though the overall magnitude of covariance distances remained largely 

unchanged (Fig. S6b). This ñinstabilityò in monkey W was expected and in line with a lack of 

clear modular structure in correct trials. 

 

Cluster-specific local and long-range connectivity 

Next, we investigated whether the cluster-specific LFP activity would also be mirrored in cluster-

specific local and long-range connectivity (Chapeton et al., 2022). 

First, we computed bivariate LFP-LFP Granger Causality (GC) between simultaneously recorded 

PFC electrode pairs (Granger, 1969). To control for effects of differing physical distance and 

spatial decay of oscillatory signals between electrodes (Buzs§ki et al., 2012; Wang, 2010), we 

only included electrode pairs separated by 3 or 4 mm. This allowed us to cover almost all within- 

and between-cluster combinations in monkey R (3-3, 2-2, 2-3, 1-2) as well as in monkey W (all 

pairs except 2-2 and 3-3). In monkey R, we found that GC connectivity was particularly strong in 

the lower frequencies (2 ï 8 Hz) and varied as a function of electrode-pairing (Fig. 4a). Across 

all investigated frequencies, connectivity within cluster 3 was highest (n = 132 pairs), followed 

by connectivity within cluster 2 (n = 420) and between cluster 2 and 1 (n = 112). Connectivity 

between clusters 2 and 3 (n = 109) was low, however, suggesting a distinctive role for cluster 3 

in the prefrontal working memory circuit matching its high within-cluster connectivity. In 

monkey W, in contrast, connectivity between PFC clusters was strongest in the beta band 

(16 ï 32 Hz) and showed a gradient-like, strictly distance-dependent pattern (Fig. 4g). The 

highest connectivity was observed between clusters 2 and 3 (n = 48 pairs), followed by 

connectivity between clusters 2 and 1 (n = 80 pairs) and, finally, between the most distant 

clusters 1 and 3 (n = 60 pairs). 

Second, we performed sliding-window analyses of spike-field locking within and between 

prefrontal clusters using MUA-LFP pairwise phase consistency (PPC). PPC quantifies the 

alignment of spikes in a óósenderôô electrode to specific phases of ongoing LFP oscillations in a 

óóreceiverôô electrode, which is indicative of directed synaptic influences (Jacob et al., 2018; 
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Liebe et al., 2012; Pesaran et al., 2008; Salazar et al., 2012; Siegel et al., 2009). As expected, in 

monkey R, within-cluster PPC (Fig. 4b top) was higher than between-cluster PPC (Fig. 4b 

middle and bottom). PPC within clusters 2 and 3 showed different temporal dynamics and 

frequency-dependencies (cluster 2: n = 508 electrode pairs; cluster 3: n = 184): spike-field 

locking in cluster 2 was strongest in the memory delays and in the delta band (2 ï 4 Hz; Fig. 4b 

top left), whereas spike-field locking in cluster 3 was most prominent in the theta band (4 ï 8 Hz; 

Fig. 4b top right) and more persistent, peaking in particular in the second memory delay 

preceding the test. PPC between clusters 2 and 1 dominated in the delta band and in the memory 

delays (2Ÿ1: n = 330; 1Ÿ2: n = 294; Fig. 4b middle). In good agreement with our LFP-LFP 

connectivity results, spike-field locking was weak between clusters 2 and 3 (2Ÿ3: n = 222; 

3Ÿ2: n = 264; Fig. 4b bottom). In monkey W, supporting our GC connectivity results, a gradient 

of spike-field locking was observed, which was highest between clusters 2 and 3 (Fig. 4h top), 

then between clusters 2 and 1 (Fig. 4h middle) and, finally, between the most distant clusters 1 

and 3 (Fig. 4h bottom). 

Third, we extended the analyses to investigate long-range frontoparietal connectivity. Block-wise 

conditional LFP-LFP Granger Causality was calculated for simultaneously recorded PFC-VIP 

electrode pairs. This method isolates the direct drive of one PFC cluster onto VIP, free from 

intermediate effects of other clusters (Chen et al., 2006). In line with previous findings (Jacob et 

al., 2018), PFC-to-VIP connectivity in monkey R was dominated by lower frequencies (delta and 

theta band; Fig. 4c), while VIP-to-PFC connectivity was also strong in the beta frequency band 

(16 ï 32 Hz; Fig. 4d). Remarkably, while the strength of parieto-frontal beta band 

communication was similar for all prefrontal clusters (n = 94 pairs), cross-regional 

communication in the delta and theta band was cluster-specific and strongest for PFC cluster 3 

(n = 19), followed by cluster 2 (n = 47) and cluster 1 (n = 28; Fig. 4e). These results were 

confirmed by an analysis of spike-field locking (PPC), which showed bidirectional, graded and 

cluster-specific connectivity between prefrontal and parietal cortex (Fig. 4f). Connectivity with 

VIP was strongest for PFC cluster 3 (3ŸVIP: n = 472; VIPŸ3: n = 354; Fig. 4f bottom), 

followed by cluster 2 (2ŸVIP: n = 1152; VIPŸ2: n = 1006; Fig. 4f middle) and cluster 1 

(1ŸVIP: n = 544; VIPŸ1: n = 506; Fig. 4f top). The spectrotemporal patterns for each pairing 

were very reminiscent of the respective clustersô local connectivity within PFC (compare Fig. 4f 
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with Fig. 4b). Cluster 3, for example, was characterized by prominent, persistent communication 

with VIP in the theta-band that peaked in the second memory delay preceding the test. 

In monkey W, long-range frontoparietal connectivity was most prominent in the beta band and 

strongest for cluster 1, followed by clusters 2 and 3 (Fig. 4i, j, k). Spike-field coupling showed 

the same gradient-like organization as in previous analyses (compare Fig. 4l with Fig. 4h). We 

did not find a group of recording sites with the same distinctive, trial-epoch and frequency-band 

specific connectivity as cluster 3 in monkey R. 

To control for overestimation of functional connectivity resulting from the usage of a common 

reference (Bastos & Schoffelen, 2016), i.e. the implanted headpost, we repeated all GC analyses 

with re-referenced bipolar LFPs by subtraction of signals from adjacent same-cluster channels. 

All major results were replicated, including the connectivity boundaries in monkey R and the 

more gradient-like organization in monkey W (Fig. S7). 

We also compared local and long-range connectivity between numerosity-matched correct and 

error trials (Fig. S9). In both monkeys, intra-PFC connectivity as well as frontoparietal 

connectivity was remarkably unchanged and thus independent of task performance. 
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Fig. 4 | Prefrontal cluster-specific local and long-range connectivity.  

a, Top, LFP-LFP Granger Causality (GC) within and between PFC clusters of monkey R. Analysis 

was performed using equidistant electrode pairs of 3 to 4 mm distance. Middle, LFP-LFP GC 

within and between PFC clusters of monkey R in the 2 ï 8 Hz frequency range. Wilcoxon rank sum 

test. ***, p < 0.001. Bottom, same as middle displayed in matrix form. Electrode pairs of 3 to 

4 mm distance were not recorded for all cluster combinations. b, Top, spike-field locking within 

PFC clusters 2 and 3 of monkey R, measured by MUA-LFP pairwise phase consistency (PPC), for 

electrode pairs of 3 to 4 mm distance. Middle, same as top between clusters 1 and 2. Bottom, same 

as top between clusters 2 and 3. c, LFP-LFP frontoparietal GC between PFC electrode clusters 

and pooled VIP electrodes of monkey R. d, LFP-LFP parieto-frontal GC between pooled VIP 

electrodes and PFC electrode clusters of monkey R. e, LFP-LFP frontoparietal GC in the 2 ï 8 Hz 

frequency range (left) and LFP-LFP parieto-frontal GC in the 16 ï 32 Hz frequency range (right) 

of monkey R. Kruskal-Wallis test. ***, p < 0.001; n.s., not significant. f, Top, bidirectional MUA-

LFP spike-field locking (PPC) between PFC cluster 1 electrodes and pooled VIP electrodes of 

monkey R. Middle, same as top between PFC cluster 2 electrodes and VIP. Bottom, same as top 

between PFC cluster 3 electrodes and VIP. g ï l, Same as a ï f for monkey W. 
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Functional role of prefrontal clusters in working memory processing 

So far, our findings suggested inter-individual differences in the functional organization of the 

prefrontal cortical sheet. 

In monkey R, we observed parcellation into mesoscale modules with distinct local prefrontal 

connectivity and communication to distant areas in the parietal cortex. We therefore 

hypothesized that the identified clusters have specialized roles in the encoding, maintenance and 

decoding of working memory, a central cognitive function of the frontoparietal association 

network. MUA differed strongly between the three clusters (Fig. 5a). Activity in cluster 1 (n = 66 

multi-units) and cluster 2 (n = 144) increased sharply in response to sensory stimulation (i.e., 

visual presentation of the sample and distractor numerosities). Firing decayed quickly to baseline 

in cluster 1, before ramping up again prior to presentation of the next stimulus. In contrast, 

activity in cluster 2 remained elevated throughout the memory delays. Units in cluster 3 (n = 59) 

showed stable and persistent firing across the entire trial with no appreciable deflections after 

sensory inputs. Matching these distinct patterns in spiking activity, working memory content was 

processed differently in the three clusters (information about sample and distractor numerosities 

measured by sliding-window analysis of percent explained variance ɤ2; Fig. 5b). Cluster 1 and 

cluster 2 represented the sample and the distractor with the same strength and dynamics, without 

reflecting their different behavioral relevance. Information was highest during numerosity 

encoding (sensory epochs), and peaked again in cluster 1, but not cluster 2, during numerosity 

decoding (late memory epochs). In contrast, numerosity information in cluster 3 was low 

following stimulus presentation, but increased markedly for the sample, but not for the distractor, 

in the second memory delay, in the sense of recovery of working memory after interference 

(Jacob & Nieder, 2014). 

Gamma and beta bursting followed alternating, antagonistic time courses in all three clusters 

(Lundqvist et al., 2023; Lundqvist, Herman, Warden, et al., 2018; Lundqvist et al., 2016) 

(Fig. 5c). Gamma bursting matched the clustersô spiking activity almost perfectly (compare 

Fig. 5c to Fig. 5a). Beta bursts were triggered in cluster 1 and cluster 2 by the onset and offset of 

visual stimuli. Notably, this sensory pattern was almost absent in cluster 3 (Fig. 5c right). Here, 

instead, beta bursting increased strongly during memory recovery after interference. 
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In monkey W, spiking activity and numerosity information were more sustained and persisted 

throughout the memory delays (Fig. 5d, e). The strength of responses to the sample and 

distractor gradually decayed from cluster 2 over cluster 3 to cluster 1, with overall smaller 

magnitudes for the distractor compared to the sample. The recording sites did not span a 

ñrecovery clusterò as in monkey R. Overall, the modulation of bursting activity by trial events 

was less prominent than monkey R, particularly in gamma (Fig. 5f). 

 

 

 

Fig. 5 | Prefrontal cluster-specific burst activity and neuronal selectivity.  

a, Neuronal activity (MUA, normalized to fixation epoch) for the three PFC clusters in monkey 

R. b, Information about sample numerosity (left) and distractor numerosity (right) contained in 

MUA, measured by sliding-window ɤ2 percent explained variance, for the three PFC clusters in 

monkey R. c, Trial-averaged burst probabilities (correct trials) in the gamma and beta frequency 

ranges for the three PFC clusters in monkey R. d ï f, Same as a ï c for monkey W. 
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Behavioral relevance of oscillatory burst activity for working memory 

Finally, we asked whether the microcircuit ñon statesò (LFP bursts) were systematically linked to 

the animalsô working memory performance. To compare trials with high and low bursting, we 

calculated the percentage of trial time covered by oscillatory bursting activity (burst occupancy; 

normalized by the standard deviation across the session) (Karvat et al., 2021). Burst occupancy 

fluctuated slowly throughout the session in cycles of 10 to 20 trials (approximately 2 to 3 

minutes) (Fig. 6a). Notably, these fluctuations affected both PFC and VIP as well as gamma and 

beta bursts and lead to a uniform offset between trials, lacking preference for specific trial 

epochs (Fig. S9). These findings suggest that the extent of oscillatory bursting in local networks 

was influenced by global cognitive factors (e.g., attentional and motivational engagement). 

In monkey R, increased gamma bursting (high gamma burst occupancy) in correct trials was 

associated with faster reaction times (negative correlation between gamma occupancy and 

reaction time; Fig. 6b). This pattern was present across PFC clusters (with the exception of 

cluster 2) and in VIP. In contrast, increased beta bursting (high beta burst occupancy) was found 

in trials with slower reaction times (positive correlation; Fig. 6b). Gamma and beta bursting had 

opposing effects also on response accuracy, with gamma generally facilitating and beta hindering 

correct performance (Fig. 6c). Across both analyses, these patterns were strongest in cluster 3 

and VIP and more similar to each other than for any other cluster pair, providing further support 

for tight connectivity between these two cortical areas. 

In monkey W, we observed the same opposing influences of gamma and beta bursting on task 

performance (Fig. 6d, e). Overall, PFC was a stronger determinant of trial outcome than VIP. 

Importantly, in line with our previous analyses, the transitions between clusters in this animal 

were smooth and more gradient-like, and did not show the same distinctive cluster-specific 

patterns as in monkey R. 

We next determined whether variation in the spatial distribution and resolution of recording sites 

across animals could account for our findings. We manually co-registered the prefrontal 

recording fields of both monkeys to maximize alignment of the arcuate and principal sulci 

(Fig. S9). Most recordings in monkey W appeared more posterior than those in monkey R 

(Fig. S9a, left). However, five recording sites were identified for which overlap was maximal 

(Fig. S9a, right). Importantly, these overlapping sites exhibited strong differences in both LFP 
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burst activity (Fig. S9b) and neuronal information contained in spiking activity (Fig. S9c). In 

monkey R, these overlapping sites were characterized by memory recovery related beta bursts 

and strong sample information recovery after distraction, primarily reflecting the function of 

cluster 3 (compare to Fig. 5). In contrast, the same sites in monkey W showed clear sensory-

driven responses. Frontoparietal connectivity in the overlapping sites also differed strikingly 

between animals (Fig. S9d). Monkey R exhibited primarily theta-band coherence (2 ï 8 Hz) with 

PFC leading VIP, whereas monkey W showed beta-band coupling (16 ï 32 Hz) with VIP leading 

PFC. Together, these results suggest that inter-individual differences in the functional 

organization of the PFC explain our data better than inter-individual differences in recording 

locations. 
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Fig. 6 | Global fluctuations in burst activity and relationship to behavioral performance. 

a, Trial-wise burst occupancy (all trials), measured as the percentage of trial time covered by 

oscillatory bursting activity (normalized by standard deviation across the session), in an example 

session of monkey R. Each region contains eight simultaneously recorded electrodes, aligned in 

rows. b, Median trial-wise correlation coefficient (Pearson) between burst occupancy in the 

gamma and beta frequency ranges and the reaction time in correct trials of monkey R. Data are 

displayed for each PFC cluster and for pooled VIP electrodes. c, Difference in burst occupancy 

between correct and error trials of monkey R. d, e, Same as b, c for monkey W. Error bars, s.e.m. 

across electrodes. Paired t-Test. *, p < 0.05; ***, p < 0.001. 

  














































































































