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viii ABSTRACT

Abstract
In recent years, the prevalence of remote sensing images has substantially in-
creased due to technological advances in capturing devices such as satellites and
unmanned aerial vehicles. Automatically processing and interpreting remote sens-
ing images has many important applications, including urban planning, disaster
management, and climate research. Deep learning methods are highly popular for
this task as they allow training powerful neural networks that excel at extracting
valuable information from images. A common obstacle to the practical applica-
tion of deep learning is the lack of large amounts of high-quality data annotations,
which are typically needed for supervision during training. This issue is even ex-
acerbated by the fact that remote sensing applications generally require expert
annotators with domain knowledge. In order to reduce the need for manual la-
beling by experts in remote sensing, it is therefore crucial to optimize the use of
available data and annotations. Moreover, it is essential to effectively leverage the
characteristics of remote sensing images. For instance, remote sensing images can
be combined with data from other sources or modalities based on their geoloca-
tion. This enables the utilization of external information, either as model input
or for supervision. Furthermore, the geolocation and the spatiotemporal context
of the images itself can be leveraged. Taking spatiotemporal information into ac-
count is often worthwhile as many real-world concepts, such as land cover, exhibit
a strong spatial and temporal correlation.

In this dissertation, we present solutions to various image recognition prob-
lems in remote sensing. Thereby, we harness the characteristics of remote sensing
images and address speci�c challenges coming with remote sensing images. With
regard to object detection, we propose a method for correcting imprecise point
annotations. In doing so, we tackle the problem of misalignments between im-
ages and annotations that often arise when images and annotations from different
sources are merged based on their geolocation. As an extension, we present a
novel method for robust training of object detectors with noisy and incomplete
annotations. Next, we show that the appropriate use of image metadata, such
as geolocation and capture time, enhances the quality of pseudo-labels and, thus,
also the overall model performance in semi-supervised image classi�cation. For
the task of change detection with bi-temporal remote sensing images, we propose
to use existing land cover maps as additional model input to condition the predic-
tion on the previous land cover type and improve the detection of changed areas.
Finally, since a reliable evaluation of learning-based methods is critical in both
research and practice, and different applications may focus on different aspects
of prediction quality, we introduce a set of detailed and informative error metrics
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for evaluating semantic segmentation models. Overall, the methods presented in
this dissertation cover the tasks of image classi�cation, object detection, semantic
segmentation, and change detection, as well as learning settings with full, incom-
plete, and noisy supervision.



x ZUSAMMENFASSUNG

Zusammenfassung
In den letzten Jahren hat die Verfügbarkeit von Fernerkundungsbildern auf-
grund des technischen Fortschritts bei Erfassungsgeräten wie Satelliten und
unbemannten Luftfahrzeugen stark zugenommen. Die automatische Verar-
beitung und Auswertung von Fernerkundungsbildern hat viele wichtige Anwen-
dungen, darunter Stadtplanung, Katastrophenmanagement und Klimaforschung.
Deep-Learning-Methoden sind hierf̈ur sehr populär, da sie es erm̈oglichen leis-
tungsstarke neuronale Netze zu trainieren, welche wertvolle Informationen aus
Bildern extrahieren können. Ein häu�ges Hindernis f ür praktische Anwendun-
gen von Deep Learning ist das Fehlen großer Mengen hochwertiger Datenan-
notationen, welche im Allgemeinen für das Training benötigt werden. Dieses
Problem wird dadurch verscḧarft, dass f̈ur Fernerkundungsanwendungen in der
Regel Expertenwissen f̈ur das Labeln von Daten erforderlich ist. Um den Be-
darf nach manuellem Labeln durch Personen mit Expertenwissen zu verringern,
ist es daher entscheidend, die Nutzung der verf̈ugbaren Daten und Annotatio-
nen zu optimieren und darüber hinaus die Eigenschaften von Fernerkundungs-
bildern effektiv zu nutzen. Fernerkundungsbilder k önnen beispielsweise mit Daten
aus anderen Quellen oder Modaliẗaten anhand ihrer Geolokation kombiniert wer-
den. Dies erm̈oglicht die Nutzung externer Informationen, entweder als Mod-
ellinput oder zur Trainings überwachung. Dar̈uber hinaus kann der räumlich-
zeitliche Kontext der Bilder selbst genutzt werden. Die Ber̈ucksichtigung räumlich-
zeitlicher Informationen ist oft erfolgversprechend, da viele Konzepte der realen
Welt, wie z.B. die Landbedeckung, eine starke r̈aumliche und zeitliche Korrelation
aufweisen.

In dieser Dissertation stellen wir Lösungen f̈ur verschiedene Bilderken-
nungsprobleme in der Fernerkundung vor. Dabei machen wir uns die Eigen-
schaften von Fernerkundungsbildern zu Nutze und gehen auf spezi�sche Heraus-
forderungen ein, die mit Fernerkundungsbildern einhergehen. Im Zusammenhang
mit Objekterkennung schlagen wir eine Methode zur Korrektur ungenauer Punk-
tannotationen vor. Dabei gehen wir das Problem der Fehlausrichtung zwischen
Bildern und Anmerkungen an, das ḧau�g auftritt, wenn Bilder und Annotatio-
nen aus verschiedenen Quellen anhand ihrer Geolokation zusammengeführt wer-
den. Als Erweiterung stellen wir eine neuartige Methode zum robusten Train-
ing von Objektdetektoren mit ungenauen und unvollständigen Annotationen vor.
Im Anschluss zeigen wir, dass die angemessene Verwendung von Bild-Metadaten,
wie z.B. Geolokation und Aufnahmezeitpunkt, die Qualität von Pseudo-Labels
und damit auch die Genauigkeit von Modellen in der teil überwachten Bildklas-
si�kation verbessert. Für die Erkennung von Ver̈anderungen mit bi-temporalen
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Fernerkundungsbildern schlagen wir vor, vorhandene Landbedeckungskarten als
zus̈atzlichen Modellinput zu verwenden, um die Vorhersage auf den vorherigen
Landbedeckungstyp zu bedingen und die Erkennung von ver̈anderten Gebieten zu
verbessern. Da eine zuverl̈assige Evaluation von lernbasierten Methoden sowohl
in der Praxis als auch in der Forschung von entscheidender Bedeutung ist und ver-
schiedene Anwendungen sich auf unterschiedliche Aspekte der Vorhersagequalität
konzentrieren können, stellen wir schließlich eine Reihe detaillierter und auf-
schlussreicher Fehlermetriken zur Evaluation semantischer Segmentierungsmod-
elle vor. Insgesamt decken die in dieser Dissertation vorgestellten Methoden die
Aufgaben der Bildklassi�kation, der Objekterkennung, der semantischen Segmen-
tierung und der Änderungserkennung sowie das Lernen mit vollsẗandiger, un-
vollständiger und ungenauer Überwachung ab.
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Chapter 1

Introduction
In the last decade, our world has witnessed tremendous successes of arti�cial in-
telligence and deep learning. The main driving factors for this development have
been substantial innovations in hardware technology, the increasing availability
of large-scale datasets, and methodological advancements in deep learning re-
search [73]. Consequently, deep learning techniques have found their way into
many practical applications and research areas. One such area of particular inter-
est is remote sensing [39, 93, 196].

In the broadest sense, the �eld of remote sensingcomprises all methods for
obtaining information about objects remotely, i.e., without direct contact [10].
However, the term is usually only used for studies of the Earth's surface through
airborne or spaceborne sensors. In this thesis, we will follow this convention and
use the term remote sensingas a simpli�cation for remote sensing of the Earth.
As such, remote sensing is closely related toEarth observation. However, note
that Earth observation, in contrast to remote sensing, is not restricted to remote
techniques but also comprises in situ methods [49]. Important use cases of remote
sensing include urban planning, disaster management, climate research, and many
more [10].

Employing deep learning methods to automate image analysis is particularly
useful in remote sensing as the amount of available data has increased drastically
over the years [193, 39]. For example, publicly funded missions such as Land-
sat and Sentinel continuously generate vast amounts of satellite imagery, covering
the whole globe with revisit rates of 16 and 2–3 days, respectively [127]. Fur-
thermore, collecting aerial images has become signi�cantly easier with the advent
of unmanned aerial vehicles (UAVs) [118]. This availability of large-scale data is
an important cornerstone for developing deep learning solutions in remote sens-
ing. Consequently, deep neural networks have been successfully employed in a
variety of remote sensing applications [39, 193, 90]. In fact, neural networks typ-
ically outperform traditional methods for image processing, making deep learning
approaches state of the art in most remote sensing tasks [193, 196].

While the availability of large-scale imagery is an important contributor to the
success of deep learning in remote sensing, the availability of labels often remains
a critical limiting factor in practice. On the one hand, deep neural networks tend
to require large numbers of labeled samples to learn patterns in the data and
achieve strong performance [59, 24]. Thereby, the quality of the labels is also
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crucial as inaccurate labels hinder the learning process [95]. On the other hand,
acquiring data annotations and labels is time-consuming and costly as this gener-
ally involves manual labor. In addition, remote sensing applications often require
expert labelers as untrained people typically lack the necessary domain knowl-
edge to reliably annotate remote sensing data [23, 93]. Therefore, it is desirable
to optimize the usage of existing data annotations and available data to reduce
the label requirement and to improve the practicability of deep learning methods
in remote sensing.

Aside from that, remote sensing images have certain properties that distin-
guish them from natural images and may require or enable speci�c techniques
beyond the general repertoire of deep learning methods in computer vision. In
particular, remote sensing images are generally accompanied by metadata, such
as their geolocation and capture time. This allows for assessing the images in
their spatiotemporal context, providing additional information. The spatiotem-
poral context is often valuable for image recognition as remote sensing images
are descriptions of the Earth's surface, whose visual appearance is determined by
spatiotemporally coherent factors, such as land cover, climate zones, and seasons.
Furthermore, based on their geolocation and capture time, remote sensing images
can also be merged with data from other sources and modalities, like existing land
cover maps, LiDAR features, and multi- or hyperspectral data [90]. Hence, remote
sensing images allow for the integration of external information beyond the visual
data. Such external data can, on the one hand, alleviate the label requirement
and, on the other hand, improve a network's predictive performance if used aptly.

In this dissertation, we present deep learning methods that are tailored to the
unique characteristics of remote sensing images. We begin by providing the neces-
sary background for the main part in Chapter 2. In particular, we give a high-level
overview of deep learning and computer vision in Section 2.1 before we intro-
duce relevant image recognition tasks in Section 2.2 and learning paradigms in
Section 2.3. More precisely, we will cover the recognition tasks of image classi�-
cation, object detection, semantic segmentation, and change detection, as well as
the learning paradigms of fully supervised learning, semi-supervised learning, and
learning under noisy supervision. Furthermore, we will elaborate on the charac-
teristics of remote sensing images and their implications on deep learning method-
ology in Section 2.4.

The subsequent Chapter 3 constitutes the main part of this thesis. In Sec-
tion 3.1, we present a method for correcting imprecise point labels in the context
of object detection. The method and setting of Section 3.1 are extended in Sec-
tion 3.2. Here, we address not only localization noise but also incomplete annota-
tions, i.e., not every instance present in the images is present in the annotations.
Next, Section 3.3 introduces an approach for semi-supervised image classi�cation.
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We show that spatiotemporal metainformation for remote sensing images aids
semi-supervised learning when used as an additional input for a teacher model.
In Section 3.4, we study the task of change detection in bi-temporal remote sens-
ing images. We leverage the fact that remote sensing images can be fused with
existing land cover maps and propose to use such maps as additional model input.
As not only an effective and robust training of neural networks but also a reliable
evaluation is crucial in both research and practice, we present a method for de-
tailed evaluation of semantic segmentation models in Section 3.5. To conclude, we
provide a short summary of this thesis and discuss limitations as well as promising
directions for future work in Chapter 4.
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Chapter 2

Background
In this chapter, we introduce central concepts of deep learning and computer vi-
sion that are essential for the rest of the thesis. Even though computer vision
is not inherently linked to deep learning, we will use deep learning terminology
here as deep learning has been predominant in computer vision for several years
now [167]. We will �rst review the fundamentals of deep learning for computer
vision before we proceed by de�ning the image recognition tasks and learning
paradigms covered in this thesis. Thereafter, we will discuss the characteristic
properties of remote sensing images and relate them to the main contributions in
the following chapter.

2.1 Fundamentals of Deep Learning for Computer
Vision

Deep learning is a prominent sub�eld of machine learning and arti�cial intelli-
gence that has proven extremely successful for prediction tasks in various domains,
particularly in computer vision [59]. The type of machine learning models used
for prediction in deep learning are generally (deep) neural networks. In the fol-
lowing, we will brie�y introduce important types of neural networks and then
explain the general setup of a deep learning problem in computer vision.

2.1.1 Neural Networks

In a formal sense, neural networks are computation graphs consisting of multiple
interconnected neurons[156]. These neurons are small units of neural networks
and perform certain mathematical operations to transform inputs into outputs,
typically an inner product between an input vector and a weight vector. To avoid
an irregular graph structure, the neurons are organized in layers, which are used
as building blocks and stacked on top of each other [156]. The type and design of
layers are chosen based on factors such as the format and modality of the input,
their position within the network, and the desired output format. Here, we will
introduce three fundamental types of neural network architectures and their cor-
responding layer types. A high-level overview of these layer types can be found in
Figure 2.1.
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Figure 2.1: High-level illustration of three fundamental neural network layer types.

Multilayer Perceptron The multilayer perception (MLP) is a very basic type of
neural network with roots dating back to 1958 [136]. It consists of fully connected
layers (also referred to as denseor linear layers), which transform inputs x 2
Rn via an af�ne linear projection Wx + b, where W 2 Rm� n and b 2 Rm are
a learnable weight matrix and a bias term, respectively [156] (see Figure 2.1
(a)). When stacking fully connected layers, non-linear activation functions are
added in between to allow for non-linear modeling [59]. Currently, the most
popular activation function is the Recti�ed Linear Unit (ReLU), which is de�ned as
ReLU(x) = max(0; x) [156]. Hence, we can write the forward pass of a two-layer
MLP with ReLU activation as

y = W2 ReLU(W1x + b1) + b2; (2.1)

where Wi and bi denote the weight matrix and bias parameter of layer i 2 f 1; 2g.

Convolutional Neural Networks Convolutional neural networks (CNNs), as pro-
posed in 1998 [86], are a type of neural network that contain so-called convolu-
tional layers. Convolutional layers and networks are particularly suited for data
on a grid-like topology, such as images [59]. The convolution operation computes
an inner product of a spatial kernel and a window of input features for every spa-
tial position in a feature map. With a slight modi�cation of [156], we de�ne the
two-dimensional convolution 1 operation ? as

(K ? x )[cout ; i; j ] =

=
CinX

cin =1

H kX

m=1

WkX

n=1

K [cout ; cin ; m; n] � x[cin ; i + m � M; j + n � N ] + b[cout ]:

(2.2)

1technically, this is cross-correlation[59]
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Here, (K ? x )[cout ; i; j ] denotes the output feature map's value at channelcout and
spatial location (i; j ). With K 2 RCout � Cin � H K � WK , we denote a learnable kernel
with Cout output channels, Cin input channels, and a spatial size of (HK ; WK ).
Furthermore, we de�ne M =

�
H K +1

2

�
and N =

�
WK +1

2

�
. The term b is a learnable

bias parameter similar to the fully connected layer.
We illustrate the convolution operation in Figure 2.1 (b). For two-dimensional

data, such as images, this design has three key advantages over fully connected
layers [59]: �rst, sparse interactions as only a selected window instead of the
whole input feature map is considered when computing the output feature at a
particular position; second, parameter sharing as the same kernel weights are
applied at all spatial positions; and third, translation equivariance as patterns can
be recognized regardless of their spatial position.

In addition to convolutional layers, CNNs usually also contain pooling layers,
which are used to aggregate features within a local neighborhood. This reduces
the spatial resolution of the feature map and makes the features invariant to small
translations [59]. Two common examples for pooling layers are max poolingand
average pooling, extracting the channelwise maximum and average feature activa-
tion in a rectangular neighborhood, respectively [59].

Attention and Transformers Originally proposed for text data [165], the atten-
tion mechanismhas been adopted by the computer vision community and success-
fully applied for a variety of visual tasks [48, 20, 36, 29]. The main conceptual
difference to the convolution operation is that the attention mechanism allows for
global interaction between features, making it better suited to capture long-range
dependencies. Given a set of so-calledqueriesQ 2 RnQ � d, keysK 2 RnK � d, and
valuesV 2 RnK � dV , the (scaled dot-product) attention mechanism, as proposed
in [165], is de�ned as

Attention (Q; K; V ) = Softmax
�

QK >

p
d

�
V: (2.3)

Hence, attention produces an output for each query inQ by computing a weighted
average of values in V, where the weights are determined via a softmax over
the inner products of the respective queries and keys. Regarding the origin and
construction of queries, keys, and values, we distinguish two cases [20]: First, in
self-attention, the input to the attention layer is a single sequence of tokens, e.g.,
embeddings for non-overlapping image patches. In this case, queries, keys, and
values are generated from the input tokens via separate linear projections. Second,
in cross-attention(see Figure 2.1 (c)), the queries represent different tokens than
the keys and values. Therefore, the number of queriesnQ and the number of
keys and valuesnK may differ, while keys and values have to form a one-to-one
relation. However, linear projections are also used to generate the �nal queries,
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keys, and values in this case [20].
In multi-head attention, multiple attention operations are performed in paral-

lel. The different heads process the same input tokens, however, they use different
linear projections to obtain their �nal queries, keys, and values. Afterward, the
outputs from different heads are concatenated and linearly projected once again.
Through multi-head attention, the model is able to better focus on different as-
pects of the representation [165].

As every input token attends to every other input token in self-attention, the
computational complexity is quadratic in the number of input tokens. Thus, the
compute cost is generally higher than for the convolution operation, whose com-
putational complexity grows linearly with the input size [165].

Building on the attention mechanism, the transformer as proposed in [165] is a
remarkably powerful and versatile class of encoder-decoder architectures. It uses
multi-head self-attention layers, fully connected feedforward layers, and layer nor-
malization [4] in the encoder and, additionally, cross-attention layers attending to
the encoder features in the decoder. Furthermore, so-calledpositional embeddings
or positional encodingsare added to the input tokens in order to enable the model
to utilize the absolute and relative position of tokens, which cannot be accessed
by the attention mechanism per se. Positional embeddings can be either manually
designed or learned like any other network parameter [165].

2.1.2 General Learning Setup

Having described important designs of neural network architectures, we now turn
to the general setup of a deep learning approach to a prediction problem, such
as image recognition. In doing so, we follow [156]. Given a training dataset, we
want to train a model, i.e., a neural network, that is able to predict outputs of a
certain format for unseen test samples. The training dataset consists of a num-
ber of samples, where each sample comprises the model input and, depending
on the learning paradigm and task, some form of labels or annotations. In com-
puter vision, model inputs are typically images represented as tensors of shape
Cin � H � W. Here, Cin denotes the number of input channels, i.e., Cin = 3 for
RGB images andCin > 3 for multi- or hyperspectral images. With H and W, we
denote the image height and width in pixels, respectively. The output format is
determined by the particular prediction task and can vary from a single classi�ca-
tion score for an entire image to instance- or pixelwise predictions involving both
classi�cation and localization.

Optimization Training a neural network corresponds to optimizing its weight
parameters toward a certain training objective. The training objective is typically
called loss functionand measures the difference or dissimilarity between the pre-
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dicted output and the prediction targets given by the labels. For instance, in classi-
�cation problems with a categorical target variable, the cross-entropyis a common
choice, whereas, in regression problems with a continuous target variable, the
L2-lossand the L1-lossare frequently used [156]. An essential requirement on
the network architecture and the loss function is differentiability as training, i.e.,
parameter updating, is generally done with stochastic gradient descent (SGD)or
variants thereof, e.g., Adam [79] or AdamW [106].

Generalization and Evaluation After training, it is crucial that the model has
not solely memorized the training samples but also generalizes to unseen test sam-
ples. To assess the performance on unseen samples, a dedicated test set, which re-
mains completely untouched during training, is used. Furthermore, it is common
practice to use a validation set in addition to the training and test set. The valida-
tion set is used to determine suitable values for hyperparameters, such as learning
rate or batch size, which are not updated with gradient descent. By having a
validation set that is separate from the test set, we prevent the hyperparameter se-
lection from introducing a bias toward the samples in the test set [59]. To quantify
the model's performance on the validation and test set, evaluation metrics mea-
suring the prediction quality are used. The metrics have to be chosen according
to the prediction task at hand (see Section 2.2) and may be non-differentiable
as no gradients have to be computed during validation and testing. For model
evaluation, the availability of ground-truth labels is typically assumed.

Image Data Augmentation In general, the performance of neural networks im-
proves with increasing size of the training dataset as a larger number of training
samples entails more diverse and thus valuable supervisory signals. However,
increasing the size of the dataset by acquiring more labeled samples is often ex-
pensive or even infeasible. Therefore,data augmentation, i.e., arti�cially enhanc-
ing the training dataset by adding altered versions of available training samples,
constitutes a valuable remedy in this regard as it does not require additional label-
ing [59]. For data augmentation on images, we can apply geometric transforms,
such as image �ipping, rotation, cropping, and resizing [148, 35]. On the other
hand, photometric transformssolely modify pixel values without changing the ge-
ometric composition of the image. Examples include the modi�cation of image
brightness and contrast, color jittering, grayscaling, noising, and blurring [148].
Altogether, data augmentation is a powerful technique that is commonly used in
computer vision and, due to its regularizing effect, receives particular attention in
settings with limited labels, e.g., [35, 151, 102, 171] as well as Sections 3.1, 3.2,
and 3.3.
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Figure 2.2: Overview of the image recognition tasks covered in this thesis.2

2.2 Image Recognition Tasks

Having provided the necessary background on deep learning and computer vision,
we now turn to concrete prediction problems. Image recognitionis the branch
of computer vision that focuses on identifying and classifying objects within im-
ages [144]. Methods for image recognition play an important role in many
�elds of application, such as autonomous driving [53], medical imaging [89],
and remote sensing [39]. Particularly in remote sensing, there are a plethora
of applications, including land cover classi�cation [161, 46], disaster manage-
ment [125, 128, 107], and urban planning [108]. In the following, we will intro-
duce the image recognition tasks covered in this thesis, namely image classi�ca-
tion, object detection, semantic segmentation, and change detection. Additionally,
we will discuss existing approaches and techniques to solve these tasks. A visual
overview of the recognition tasks is provided in Figure 2.2.

2.2.1 Image Classi�cation

Task Description Image classi�cationis an image recognition task where the goal
is to assign an image to one out ofNc classes or categories [156]. If there are only
two classes, i.e.,Nc = 2, we speak of abinary classi�cation problem. In multi-label
classi�cation, an image can belong not only to a single class but to any number
of the total Nc classes. We can formulate this problem asNc binary classi�cation
problems that are solved in parallel. Evaluation in image classi�cation is typically

2aerial images from HRSCD [46], also used in Figures 2.3, 2.4, 2.5, and 2.6
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Figure 2.3: Comparison of the ResNet and ViT architecture for image classi�cation.

done with ordinary classi�cation metrics, such as Accuracy, F1 Measure, Precision,
and Recall[122]. In this work, we will address the task image classi�cation in a
semi-supervised learning setting in Section 3.3.

Methodology After the breakthrough of AlexNet [83] on the ImageNet Large
Scale Visual Recognition Challenge (ILSVRC) [138] in 2012, traditional, feature-
based methods for image classi�cation were quickly replaced by CNN architec-
tures. A variety of CNNs have been proposed and tremendously advanced the
state of the art in image classi�cation in the following years. Notable examples
include VGG [149], GoogleNet [155], and ResNet [67]. A central principle of
these works is to increase the depth of CNNs, i.e., their number of layers, in or-
der to enhance their generalization capabilities. Particularly, this is accomplished
in the architecture of the Residual Network (ResNet)[67] with residual learning.
In residual learning, skip connections between hidden layers in the network are
introduced, i.e., features from previous layers are added to features from the sub-
sequent layers with an identity mapping (see Figure 2.3 (a)). Hence, deeper layers
only have to learn additive residual representations with respect to the previous
layers. This prevents additional layers from degrading the feature representations
without introducing signi�cant computational overhead and, thus, alleviates the
training of very deep CNNs [67]. Remarkably, the concept of residual learning has
proven to be a powerful and versatile technique, which has been adopted in many
other popular architectures, such as [69], ViT [48], Swin Transformer [103], and
ConvNeXt [104].

With the introduction of the Vision Transformer (ViT)[48] in 2020, attention-
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based transformer architectures were popularized in the computer vision com-
munity. ViT is a plain encoder-only architecture whose design is inspired by
the original transformer [165] and consists of a sequence of layer normalization,
multi-head self-attention layers, and feedforward MLPs (see Figure 2.3 (b)). The
input tokens for the transformer encoder are linearly projected, �attened, non-
overlapping patches of an image. Furthermore, positional embeddings are added
to the patch embeddings before feeding them into the encoder. The �nal classi�-
cation of images is performed with a dedicated learnable classi�cation token that
aggregates information from all patch tokens through the self-attention layers. Af-
ter the encoder layers, this classi�cation token is fed into an MLP head to obtain
classi�cation scores.

Following ViT, other transformer-based architectures for image classi�cation
have been developed. Important examples include Swin transformer [103] re-
stricting the self-attention to a limited window of the feature map, MViT [51] in-
troducing hierarchical feature maps of different resolutions, or MobileViT [115],
a lightweight ViT variant designed for mobile devices. There are also hybrid
CNN-transformer architectures, e.g., CvT [176], CeiT [192], and LocalViT [94].
In [163], data-ef�cient image transformers (DeiTs) are trained by using an
attention-based knowledge distillation mechanism, transferring knowledge from
a strong teacher to a student model. Inspired by this design, we also incorporate a
knowledge distillation mechanism into our teacher-student framework presented
in Section 3.3 in order to enhance the knowledge transfer between teacher and
student.

Given a strong backbone network that extracts rich visual features from im-
ages, the image classi�cation task introduces minimal conceptual overhead com-
pared to other image recognition tasks. Therefore, image classi�cation research is
closely related to representation learning, which aims to pretrain such strong fea-
ture extractors on large, often unlabeled datasets. Famous approaches for repre-
sentation learning include contrastive learning techniques, such as SimCLR [35],
SwAV [21], or BYOL [61], and other self-supervised learning methods, such as
DINO [22], MAE [66], or BEiT [8].

2.2.2 Object Detection

Task Description In contrast to image classi�cation, the goal of object detection
is to not only classify an image as a whole but to classify and localize multiple ob-
jects or instances within a single image. Hence, for an input image, the model has
to generate a set of instance predictions, each consisting of classi�cation scores as
well as a rectangular bounding box indicating the extent of the instance [98]. The
standard evaluation metric for object detection is mean Average Precision(mAP
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Figure 2.4: Comparison of two-stage (bottom) and one-stage (top) methods for object de-
tection.

or AP)3 [50]. There are many specialized subtasks of object detection that focus
on particular challenges or needs that are often encountered in remote sensing
applications, e.g., small or tiny object detection[162], and oriented object detec-
tion [170]. Accordingly, we will investigate the task of object detection under
label noise in the context of remote sensing in Sections 3.1 and 3.2.

Methodology Deep learning-based object detectors can be roughly divided into
two categories: two-stagedetectors and one-stagedetectors [208]. Two-stage de-
tectors, such as R-CNN [57], Fast R-CNN [56], and Faster R-CNN [133], �rst gen-
erate a set of bounding box proposals from feature maps. The proposals are then
fed into a detection head where the box coordinates are re�ned and the classi�-
cation is performed. In contrast, one-stage detectors, such as YOLO [131], Reti-
naNet [97], FCOS [160], and DETR [20], generate predictions for bounding boxes
and object classi�cation directly from the features extracted by the backbone. We
compare the two-stage and one-stage paradigms for object detection visually in
Figure 2.4. To avoid duplicate predictions for single objects, non-maximum sup-
pression (NMS)is commonly applied on detector predictions [57]. That is, in the
case of largely overlapping boxes, only the ones with the highest con�dence scores
are kept in the �nal set of predictions.

Notably, DETR [20] was the �rst approach to directly model object detection as
a set prediction problem using a transformer architecture. This paradigm was sub-
sequently followed by other works, such as Deformable DETR [206], Conditional
DETR [116], and Dynamic DETR [42]. In addition, state-of-the-art methods for
semantic segmentation such as MaskFormer [37], Mask2Former [36], and One-
Former [71] (see Section 2.2.3) are based on the DETR architecture.

2.2.3 Semantic Segmentation

Task Description While image classi�cation and object detection are pixel-level
and instance-level tasks, respectively,semantic segmentationrequires densely clas-

3both abbreviations are common in the literature
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sifying every pixel in an image [54]. Thus, semantic segmentation requires se-
mantic understanding and localization at pixel level, making it a challenging task.
In contrast to object detection, different instances of the same class do not have
to be distinguished. Thus, for an image of height H and width W, the output of a
semantic segmentation model is a segmentation map of shapeH � W, specifying
exactly one predicted class for each pixel. As a pixelwise classi�cation problem,
semantic segmentation can be evaluated with classi�cation performance metrics
by applying them on pixel level. The most common evaluation metrics in seman-
tic segmentation are intersection over union(IoU) and mean intersection over union
(mIoU) for binary ( Nc = 2) and multi-class (Nc > 2) semantic segmentation, re-
spectively [54]. The IoU corresponds to the pixel-level Jaccard index [122] for
binary segmentation maps, i.e.,

IoU =
#True Positive Pixels

#True Positive Pixels + #False Positive Pixels+ #False Negative Pixels
(2.4)

The mIoU corresponds to the mean of the IoU scores when treating all classes sep-
arately as binary problems. We will dive deeper into the evaluation of semantic
segmentation models and propose more �ne-grained evaluation metrics in Sec-
tion 3.5.

Methodology Following the success of CNNs in image classi�cation, specialized
CNN architectures for semantic segmentation were introduced and became the
state of the art. The primary focus of these methods is the effective usage of mul-
tiscale features for the generation of precise high-resolution segmentation maps.
Notable examples from this line of research are FCN [105], UNet [135], PSP-
Net [199], UPerNet [180], and the DeepLab series [32, 33, 34]. However, similar
to other recognition tasks, transformer models were soon adopted for semantic
segmentation, leading to architectures such as SETR [201], Segmenter [152], and
SegFormer [181]. In particular, SegFormerproposes the MixTransformer (MiT), a
hierarchical, self-attention-based backbone extracting multi-scale features, which
are then fused in a lightweight MLP decoder head. In Section 3.4, we will build
upon the SegFormer framework when designing our proposed network architec-
ture for change detection.

In contrast to these per-pixel classi�cationapproaches that classify each pixel
separately, MaskFormer [37] represents the �rst architecture following the mask
classi�cation paradigm. That is, MaskFormer partitions the image into segments
represented as masks, which are classi�ed as a whole. MaskFormer's architec-
ture generally resembles the DETR architecture [20] but features an additional
pixel decoder. The pixel decoder produces high-resolution feature maps that are
used to generate precise segmentation masks for every decoder query. The ap-
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Figure 2.5: Comparison of per-pixel classi�cation methods and mask-classi�cation methods
for semantic segmentation.

proach of MaskFormer has been re�ned in works like Mask2Former [36] and One-
Former [71], which further advanced the state of the art in semantic segmentation.
Moreover, this line of research aims to unify several segmentation tasks, i.e., se-
mantic, instance, and panoptic segmentation (see Section 2.2.5), by addressing
them with a single, universal architecture. We provide a comparison of per-pixel
classi�cation architectures and mask-classi�cation architectures for semantic seg-
mentation in Figure 2.5.

In Section 3.5, we will use our newly proposed evaluation method for seman-
tic segmentation models to conduct a broad comparison of semantic segmentation
architectures and paradigms. In doing so, we identify systematic differences be-
tween per-pixel classi�cation approaches and mask classi�cation approaches re-
garding the types of prediction errors. On top of that, we show that these insights
are actionable and can be used to improve the segmentation performance.

2.2.4 Change Detection

Task Description We now turn to change detection, a task that, unlike the pre-
vious ones, involves temporal dynamics. According to [150], change detection
generally considers observations of an object or phenomenon at multiple points
in time and aims at identifying changes in its state. The task of change detection
most commonly occurs in remote sensing applications [150, 3]. However, there
are also applications of change detection in other domains, such as video surveil-
lance or medical diagnosis [126]. Since this thesis deals with computer vision
methods in the context of remote sensing and remote sensing is the predominant
application domain of change detection in the current literature, we will use the
term change detectionto refer to remote sensing change detectionthroughout the
rest of this thesis.

Furthermore, there are different variants of the change detection task. While
some works treat change detection as an instance-level task [147, 74, 186], we
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will follow the main line of research [126, 45, 29, 7, 52, 123] and consider change
detection as a pixelwise segmentation task. That is, we de�ne the goal of change
detection as predicting a binary change mask, indicating which pixels have seman-
tically changed in a multi-temporal image sequence of a certain area. Accordingly,
semantic segmentation metrics, such as IoU, are adopted for the evaluation of
change detection models. Depending on the length of the image sequence, we can
also distinguish betweenmulti-temporal and bi-temporal change detection, where
the sequence only consists of two points in time for the latter case. Bi-temporal
change detection is the subject of most popular change detection datasets in cur-
rent research, e.g., Levir-CD [30], DSIFN-CD [195], WHU [75], S2Looking [146],
and HRSCD [46]. Moreover, it may be relevant to identify not only which pixels
have changed but also how they have changed. To account for this, the subtask
of semantic change detection4 [161] requires semantic segmentation predictions
for the multi-temporal images in addition to a binary change mask. In contrast,
a binary change mask is the only output in binary change detection. We propose
another variant of the change detection task in Section 3.4, where we investi-
gate binary and semantic change detection with the additional use of external
pre-change information.

Methodology Approaches for change detection can be divided into three cate-
gories based on where image features from different points in time are fused in
the network architecture: early, mid, and late fusion [38]. Early-fusion meth-
ods [197, 166, 64, 45, 44] combine the multi-temporal images at input level,
whereas late-fusion methods [178, 107, 190] contrast the images at the output
level.

However, the majority of work in change detection follows a mid-fusion ap-
proach, as depicted in Figure 2.6. Here, image features from different points in
time are combined in the hidden layers within the network. For instance, [44]
investigates the fusion of bi-temporal image features via concatenation and sub-
traction within a fully convolutional, siamese architecture. IFN [195] uses a
fully convolutional network to extract bi-temporal image features, which are then
fused with a dedicated difference discrimination network. In STANet [30], bi-
temporal image features are fused with a spatial-temporal attention mechanism,
and BiT [29] uses a transformer for bi-temporal feature interaction. Change-
Former [7] and FHD [123] represent extensions of the SegFormer architec-
ture [181] for change detection, using different modules to merge bi-temporal
features. Changer [52] proposes bi-temporal feature interaction in different vari-
ants at multiple locations within the network.

Much of the current work on change detection employs existing semantic seg-
mentation architectures as the basis and focuses primarily on developing effective

4originally introduced as semantic change segmentation in [161]
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Figure 2.6: Mid-fusion architecture for change detection in bi-temporal images.

techniques to merge bi-temporal image features before passing them to the predic-
tion head. The method presented in Section 3.4 follows this approach, but unlike
existing methods, it integrates additional external information to enhance change
detection performance.

2.2.5 Other Tasks

In addition to the aforementioned tasks, which will be covered in Chapter 3, we
want to brie�y introduce other image recognition tasks to give a more complete
picture of the �eld. However, let us note that this is not meant to be an exhaustive
list, as image recognition is a constantly evolving �eld with a plethora of tasks and
subtasks.

The task of instance segmentationevolves from object detection by not only lo-
calizing objects with rectangular bounding boxes but instead precisely delineating
their extent with segmentation masks [145]. Panoptic segmentationcombines in-
stance segmentation and semantic segmentation by requiring that every pixel in
an image is assigned to a semantic class label and an instance ID. For the so-called
”thing” classes, i.e., classes representing countable objects, instance IDs for two
pixels have to be identical if and only if these pixels belong to the same object
instance [80]. Another recognition task attracting attention by the research com-
munity is scene-graph generation[204, 99], where relations between individual
objects have to be captured. The desired prediction is therefore a scene graph
with objects as nodes and their mutual relations as edges. Furthermore, there are
rather speci�c recognition tasks focusing on certain types of objects or concepts,
e.g., human pose estimation[43], face recognitionand face analysis[141], and
optical character recognition (OCR)[70].
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2.3 Learning Paradigms

In this section, we will describe the learning paradigmsor learning settingscovered
in this thesis. This will allow us to categorize the works presented in Chapter 3 not
only with respect to their recognition task but also with respect to their learning
paradigm. The learning paradigms primarily concern the type of supervision that
is available for training models. Hence, different recognition tasks can be paired
with different learning paradigms, resulting in a multitude of combinations that
require different techniques to solve.

2.3.1 Fully Supervised Learning

In fully supervised learning, or just supervised learning, each training sample comes
with annotations that represent the ground truth, i.e., the ideal prediction of the
model [203]. The ultimate goal is to train a model that is able to generate pre-
dictions for unseen test samples that are as close to the ground truth values as
possible. Fully supervised learning is considered the standard setting because it
allows us to directly measure the quality of the model's prediction for each sam-
ple. Consequently, fully supervised learning achieves remarkable results in a lot
of prediction tasks [203]. However, the number of labeled training samples plays
a crucial role in performance. Thus, the availability of labels is a common limita-
tion for fully supervised learning [188]. For example, fully supervised learning for
semantic segmentation requires accurate pixelwise segmentation masks for every
image in a dataset, making dataset creation labor-intensive and time-consuming.

2.3.2 Semi-Supervised Learning

Setting Description As a relaxation of fully supervised learning with respect to
the label requirement, semi-supervised learningrefers to the setting where only a
small subset of the training samples is labeled, whereas the rest of the training
samples are completely unlabeled [188]. Hence, compared to the fully supervised
setting, semi-supervised learning additionally leverages unlabeled samples to aid
training. Unlabeled samples are often inexpensive to collect and available at large
scale, making semi-supervised learning a key research area for reducing the label
burden in deep learning [188, 120]. Label scarcity is also particularly common in
remote sensing applications [93], which is why we introduce a method for semi-
supervised classi�cation of remote sensing images in Section 3.3.

Methodology Semi-supervised learning is an active �eld of research [28, 188,
120], from which we select and describe the main trends of the last decade.
Methods based on consistency regularizationapply transformations to the in-
puts while enforcing that model outputs are consistent for the different input
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versions. As input transformations, image augmentation strategies (see Sec-
tion 2.1.2) are a common choice. Important works following this principle in-
clude [5, 84, 140, 130, 183, 158]. In particular, MeanTeacher [158] proposes
a teacher-student framework where consistency between the predictions of a
teacher and a student model is enforced. The teacher's weights are anexponen-
tial moving average (EMA)of the student network's weights, while the student is
trained with gradient descent. An exponential moving average teacher can be con-
sidered as a temporal ensemble of student models [102]. This concept has been
adopted in multiple other works and settings, such as representation learning for
domain generalization [187], semi-supervised object detection [102, 185], as well
as noise-robust object detection (see Section 3.2).

Another principle for semi-supervised learning focuses onentropy minimiza-
tion. Methods relying on entropy minimization, e.g., [60, 139], enforce low-
entropy predictions for unlabeled samples. This is in line with the common as-
sumption in semi-supervised learning that decision boundaries should not lie in
high-density regions of the input data distribution [28]. Using pseudo-labels, i.e.,
labels generated from predictions for samples with no or insuf�cient labels, also
has the effect of entropy minimization [87]. A straightforward way to gener-
ate pseudo-labels from classi�cation predictions is taking the class with the high-
est predicted con�dence as a hard one-hot label [87]. Entropy minimization via
pseudo-labels is not only applied in semi-supervised learning, but it is also com-
monly used and effective in other scenarios, such as weakly supervised learn-
ing [134], learning with incomplete annotations [171, 154], and noise-robust
learning [113, 92] (see also Section 3.2).

In MixMatch [18], ReMixMatch [17], and FixMatch [151], the concepts of
consistency regularization and pseudo-labels have been combined to create more
uni�ed and powerful semi-supervised learning frameworks. Speci�cally, FixMatch
represents a generic framework where hard pseudo-labels are generated from con-
�dent predictions for weakly augmented samples and used to supervise the predic-
tions for the same strongly augmented samples. More precisely, the pseudo-labels
are selected via thresholding at a certain con�dence level to ensure high-quality
pseudo-supervision. Due to its simplicity and effectiveness, FixMatch has been ex-
tended in a number of works, which mostly involve more sophisticated methods
to generate pseudo-labels. Examples include SoftMatch [31], FreeMatch [174],
DeFixMatch [143], UDAL [85], CAP [182], CDMAD [88], and also our approach
presented in Section 3.3.

2.3.3 Learning under Noisy Supervision

Setting Description Apart from the quantity of training labels, their quality also
has a crucial impact on the learning process. In fact, it has been shown that neural
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networks can memorize any number of corrupted labels in a dataset, leading to
over�tting and bad generalization at test time [194]. Therefore, robust learning
under noisy supervision is an important and active �eld of research. In prac-
tice, annotation noise is often caused by labeling errors due to a lack of domain
knowledge, but also collecting labels via crowdsourcing or web search is error-
prone [134].

Depending on the prediction problem, label noise can take different forms. On
a high level, we can distinguish between classi�cation noise, where labels contain
wrong classes, and regression noise, where the values in the annotations for a
continuous target variable deviate from the ground-truth values. Because of its
practical relevance, we study regression noise in the form of inaccurate localiza-
tion for remote sensing object detection in Section 3.1 and 3.2. In addition to
noise regarding the object locations, Section 3.2 also considers missing annota-
tions for certain objects in the dataset. Note that missing annotations in object
detection can be seen as a type of classi�cation noise, since we can consider miss-
ing objects as objects that have been incorrectly labeled as background. Learn-
ing with missing annotations in object detection is fundamentally different from
semi-supervised object detection. In semi-supervised object detection, the sets of
completely labeled and completely unlabeled samples are assumed to be known,
while in the case of missing annotations, it is a priori unclear which samples and
objects lack annotations. The setting of training an object detector in the pres-
ence of missing annotations is commonly referred to assparsely annotated object
detection[171, 169, 154].

Methodology The survey of [95] identi�es two main paradigms for learning
from noisy annotations, loss correctionmethods andsample selectionmethods. Loss
correction methods aim to mitigate the effect of noisy labels by adjusting the loss
function used for training. To this end, many methods [153, 58, 9, 121] employ a
transition matrix to model the transition probabilities between ground-truth and
labeled, noisy classes. Methods such as [111, 55, 198] investigate the usage of
noise-tolerant loss functions that are less sensitive to corrupted labels. Another
line of research [63, 189, 157, 179] proposes techniques to replace noisy labels
with corrected versions acting as pseudo-labels.

Sample selection methods, such as [91, 77, 62, 191], on the other hand, aim
to identify noisy samples and then treat the selected clean and noisy samples dif-
ferently during training. A common criterion for distinguishing between clean
and noisy samples is thesmall-loss criterion, which states that clean and noisy la-
bels usually lead to small and large loss values, respectively [62]. Speci�cally,
co-teaching [62] adopts the concept of co-training [6]. It trains two networks in
parallel and selects the clean samples used for updating each network based on the
predictions and loss values of the other network. In Section 3.1, we employ a sim-
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ilar approach by using two image views, i.e., augmented versions, and correcting
one view's training targets with the help of the other view's predictions.

A major part of research on learning from noisy annotations, including the
aforementioned works, addresses the task of (image) classi�cation. However, for
other recognition tasks, more specialized methods are necessary since noise can af-
fect the annotations in multiple ways. Particularly in object detection, annotation
noise can affect the class labels for objects as well as their bounding boxes, and an-
notations for some objects may also be entirely missing. In current literature, sev-
eral works investigate object detection under class label noise [92, 113, 26, 205],
bounding box localization noise [92, 113, 26, 112, 65, 100, 205], and missing
annotations [26, 171, 169, 154]. In the next chapter, Section 3.1 solely addresses
object detection under localization noise, whereas Section 3.2 deals with the com-
bination of localization noise and missing annotations.

2.3.4 Other Paradigms

To provide a more complete picture of machine learning paradigms and settings,
we will brie�y explain other paradigms that are not or only partially relevant
for this thesis. In weakly supervised learning, it is assumed that the labels avail-
able for training are of lower quality in the sense that they do not provide com-
plete information about the desired ground-truth outputs [120]. For example,
in segmentation tasks, full supervision requires expensive pixelwise ground-truth
masks, which is why there is plenty of research for training semantic segmentation
models with weaker labels, such as image-level class labels [1, 175, 137], scrib-
bles [96, 168, 177], or bounding boxes [41, 78, 109]. Furthermore, the estimation
of bounding boxes from point labels in Section 3.1 can be seen as a special case
of weakly supervised learning. Note that the term weakly supervised learning is
sometimes used in a broader sense as an umbrella term for any learning setting
with inexact, incomplete, or inaccurate supervision [203, 134]. According to this
de�nition, weakly supervised learning includes semi-supervised learning as well
as learning under noisy supervision [203].

As the extreme case of limited supervision,unsupervised learningaims to train
models without any labels. Thus, unsupervised learning is very desirable from a
practical perspective, as no training labels have to be collected. However, due to
the lack of informative supervision during training, the performance of unsuper-
vised image recognition models is generally inferior when compared to supervised
methods [142]. Examples of unsupervised methods in computer vision include
DAC [27] for image clustering, IIC [76] as well as SCAN [164] for classi�cation
and segmentation, and CutLER [172] for object detection.

Self-supervised learningis closely related to unsupervised learning as it does
also not rely on human-provided ground-truth annotations. However, in contrast
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to unsupervised learning, training objectives and supervision are generated from
the data itself [129], e.g., by reconstructing masked image regions [66, 8] or by
contrasting different augmented image versions, i.e., contrastive learning [35, 61].

In open-vocabulary learning[124, 184, 25, 117], models are expected to gener-
alize to unseen classes at test time in order to avoid the need to retrain models for
recognizing new classes. Classi�cation in open-vocabulary methods is usually per-
formed by representing classes in textual form and comparing their embeddings
with visual features in a shared vision-language embedding space.

Other learning settings that are generally relevant but beyond the scope of
this thesis include transfer learning [207], active learning[132], or reinforcement
learning [173].

2.4 Remote Sensing Images

In this section, we will look at the relationship between core computer vision re-
search and its applications in remote sensing. Natural images, i.e., photographs
showing everyday scenes, are the predominant subject of benchmark datasets
in computer vision, e.g., ImageNet [138], CIFAR [82], PascalVOC [50], MS
COCO [98], and ADE20K [202]. Thus, the primary focus of computer vision re-
search lies on natural images. However, applying core computer vision methods
to prediction problems from other domains, such as remote sensing and medical
imaging, often yields suboptimal results because of characteristic features of im-
age data and peculiar challenges of the tasks in these domains. Hence, domains
like remote sensing can bene�t from or even necessitate speci�c method designs.

With remote sensing images, we refer to image data coming from air- or space-
borne sensors and describing the Earth's surface. Subsequently, we will discuss the
characteristics of remote sensing images as well as their implications on learning
tasks and methods. We identify four main distinctive properties of remote sensing
image data and connect them to the subsequent parts of this thesis.

Location and Time As remote sensing images are observations of the Earth's sur-
face, they are accompanied by metadata, such as geolocation and time of record-
ing [23]. This information is necessary to relate the knowledge gained from the
images to the physical world. Moreover, remote sensing images are typically used
to measure and assess underlying geological, physical, biological, or human pro-
cesses, such as systematic changes in land cover. These underlying processes often
exhibit correlations in space and time, but they can also cause distribution shifts
in the visual and the label space across regions and times.

This has several implications for learning-based methods. First of all, the spa-
tiotemporal context of remote sensing images can be taken into account and may
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provide useful information for neural networks. In Section 3.3, we therefore pro-
pose to employ image location and capture time as additional model input, re-
sulting in improved land cover classi�cation in a semi-supervised learning setting.
Furthermore, as an observation from a single point in time, a remote sensing im-
age can also be extended to a time series of multiple observations for a certain
area. This allows us to study temporal dynamics in remote sensing images and
gives rise to tasks like change detection, which we address in Section 3.4.

Multimodality In remote sensing, a plethora of different capturing devices and
sensors are used to record image data. These range from consumer drones and
UAVs [118] to satellites with various sensors collecting data at different wave-
lengths and resolutions [101]. Consequently, remote sensing data comprises mul-
tiple modalities that have distinct properties and can be used for various purposes.
However, transferring models between modalities is usually problematic, leading
to practical challenges, such as cross-sensor generalization [114]. On the other
hand, multimodal remote sensing data from different sources can be combined.
This opens up opportunities to build versatile and powerful systems [90].

Sections 3.1, 3.2, and 3.4 deal with situations involving data merging based
on geolocation. More precisely, Sections 3.1 and 3.2 study the problem of annota-
tion noise regarding the location of objects. This problem often arises when GPS
annotations are merged with georeferenced imagery. In contrast, Section 3.4 ex-
plores the fusion of bi-temporal imagery with existing land cover maps to improve
change detection. Hence, Section 3.4 involves two data modalities as network in-
puts, which is also the case in Section 3.3, where image metadata is considered in
addition to the image data.

Image Features and Semantics Due to their subject and way of capturing, re-
mote sensing images have rather different visual features than natural images.
For instance, the point of view in remote sensing images leads to speci�c im-
age compositions. Objects in remote sensing images are, therefore, naturally less
centered than in natural images, arbitrarily oriented, and of speci�c scales [93].
Thus, specialized learning tasks accounting for such characteristics are particularly
relevant in remote sensing, e.g., oriented object detection [170] or tiny object de-
tection [162].

Additionally, the semantic concepts we want to recognize in remote sensing
are often very different from natural image recognition problems. For example,
certain types of land use and land cover are common features of interest in re-
mote sensing images. Natural images, on the other hand, often concern humans,
whereas they are rarely recognizable, let alone relevant, in remote sensing im-
ages. These rather different and speci�c semantic concepts should also be taken
into account when evaluating models as different aspects of the prediction quality
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may also be considered relevant, e.g., precise segmentation along object bound-
aries vs. correct classi�cation at region level in segmentation tasks. To this end,
we introduce �ne-grained evaluation metrics for semantic segmentation in Sec-
tion 3.5. These metrics allow us to evaluate and compare the prediction quality
of models from different points of view, thus enabling a more use-case-oriented
model evaluation.

Furthermore, since most people are not familiar with remote sensing images
and the semantic concepts they involve, data labeling typically has to be performed
by domain experts. This makes annotations for remote sensing data expensive and
generally scarce [93], whereas annotations for natural images can be acquired
more easily, e.g., through web search or crowdsourcing [134]. In Sections 3.1,
3.2, and 3.3, we propose methods for training models when the availability of
high-quality annotations is limited, i.e., for semi-supervised learning (Section 3.3)
and learning under noisy supervision (Section 3.1 and 3.2).

Data Volume In addition to the aforementioned characteristics, remote sensing
data often comes in large volumes, thus qualifying asbig data [101, 23]. This is
because the central object of study in remote sensing is the Earth, meaning that
vast amounts of data can be collected with suitable technology. The volume of data
is not only driven by the spatial extent of the imagery but is also signi�cantly am-
pli�ed by the temporal dimension when time series are considered. The Sentinel-2
mission, for example, produces about 2.5 terabytes of data each day [159]. Hence,
ef�ciency is a major concern in remote sensing image processing [39]. Also, the
large volume of remote sensing data exacerbates the issue of label scarcity, as
exhaustively annotating data is extremely expensive or even infeasible for large-
scale datasets. This, in turn, makes techniques from un-, self-, or semi-supervised
learning – the latter is explored in Section 3.3 – particularly attractive for remote
sensing.
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Chapter 3

Main Contributions
This chapter represents the main body of this thesis and comprises �ve publica-
tions. An overview and categorization of the publications in terms of their tasks,
settings, and methodology can be found in Table 3.1 below. The publications deal
with the image recognition tasks and learning paradigms introduced in Chapter 2,
thereby exhibiting a diverse methodology while taking into account the character-
istics of remote sensing images.

Table 3.1: Categorization of the contributions presented in this chapter. The proposed ap-
proaches cover a variety of image recognition tasks, learning paradigms, network
inputs, and methodological aspects.
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3.1 Correcting Imprecise Object Locations for
Training Object Detectors in Remote Sensing
Applications

Publication: M. Bernhard and M. Schubert. Correcting imprecise object loca-
tions for training object detectors in remote sensing applications. Remote Sensing,
13(24):4962, 2021

Thesis Reference: [13]

Author Contributions: The research idea was conceptualized by Maximilian
Bernhard and Matthias Schubert. The methodology was developed by Maximilian
Bernhard and discussed with Matthias Schubert. Maximilian Bernhard carried out
the implementation and experimentation. The initial writing of the manuscript
was done by Maximilian Bernhard, and it was further improved and proofread by
Matthias Schubert and Maximilian Bernhard.

Technical Contributions: This paper deals with the task of object detection un-
der annotation noise. We propose an approach for correcting noisy point labels
that only roughly specify the locations of objects. In our method, a neural net-
work generates class activation maps that indicate likely regions for the true object
locations. For training the network, we use the corrected point labels as pseudo-
labels. The correction mechanism is an iterative algorithm that moves the initially
noisy point labels toward high-con�dence regions of the predicted class activation
maps. To mitigate the effect of inaccurate pseudo-labels, we employ a co-training
scheme, which uses two augmented image versions and mutual supervision with
the corrected pseudo-labels. Furthermore, we utilize the predicted class activation
maps to generate bounding box estimates for the objects. Finally, the corrected
object locations and estimated bounding boxes are used to train object detectors,
yielding better detection performances than training on the original, noisy labels
and also other methods for noise-robust object detection.
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