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Abstract

Natural language processing (NLP) is an essential technology in the information
age. There is a large variety of machine learning models powering NLP appli-
cations. Recently, deep learning approaches have obtained exciting performance
across a broad range of NLP tasks. Such models are often trained end-to-end
and are more efficient and cost-effective than traditional task-specific feature en-
gineering. In this dissertation, we focus on several NLP tasks using a specific deep
learning technique — sequence-to-sequence (seq2seq).

We first explore the fine-grained entity mention classification problem, an in-
stance of naturally occurring hierarchical learning, where an entity mention in a
given context or a sentence can have one or more fine-grained types, e.g., Obama
is both a politician and an author in a context in which his election is related to
his prior success as a best-selling author. We model the structure of the hierar-
chy more directly than standard approaches of flat and local classification. This
reorganization of problem and utilization of seq2seq model has the advantage
(compared to prior work of hierarchical entity classification) that our architecture
can be trained end-to-end. Experiments show that our model performs better than
prior work on the FIGER dataset.

Second, we investigate a key problem in information extraction: entity-driven
relation extraction. Given a large text corpus, a query entity Q (e.g., Q = “Steve
Jackson) and a predefined relational schema, a system has to extract a set of facts
from the corpus that are oriented to this schema, e.g., “Q authored notable work
with title X" linked to schema class per:notable_work. We define the task
of Open-Type Relation Argument Extraction (ORAE), where the model has to ex-
tract relation arguments without being able to rely on an entity extractor to find the
argument candidates. In ORAE, we circumvent the use of additional entity taggers
and let the relation extraction module perform this task implicitly. We propose a
set of relation extraction models such as traditional CRF-based sequence taggers
and seq2seq-based pointer networks.

Third, we define the task of teaser generation and provide an evaluation bench-
mark and baseline systems for the process of generating teasers. A teaser is a short
reading suggestion for an article that is illustrative and includes curiosity-arousing



elements to entice potential readers to read particular news items. We compile a
novel dataset of teasers by systematically accumulating tweets and selecting those
that conform to the teaser definition. We compare several seq2seq-based abstrac-
tive summarization systems on the task of teaser generation.

Fourth, we address summarization of interleaved text in a low-resource setting.
Interleaved text refers to the phenomenon of posts belonging to different threads
occurring in a sequence. This commonly occurs in online chat posts. It can be
time-consuming to quickly obtain an overview of such a discussion. An end-to-
end trainable summarization system obviates the need of explicit disentanglement;
however, such a system requires a large amount of labeled data. To address this,
we propose to pretrain an end-to-end trainable hierarchical seq2seq system using
synthetic interleaved texts. We show that by fine-tuning on a real-world meeting
dataset (AMI), such a system outperforms a traditional two-step system by 22%.

Fifth, we investigate the radiology report summarization task. The IMPRES-
SIONS section of a radiology report about an imaging study is a summary of the
radiologist’s reasoning and conclusions, and it also aids the referring physician
in confirming or excluding certain diagnoses. To automatically generate an ab-
stractive summary of the typical information-rich radiology report requires the
acquisition of salient content from the report and the generation of a concise,
easily consumable IMPRESSIONS section. To achieve that, we design a two-step
approach: extractive summarization followed by abstractive summarization. We
additionally break down the extractive part into two independent tasks: extraction
of salient (1) sentences and (2) keywords. We show our novel approach leads
to a more precise summary compared to single-step and to two-step-with-single-
extractive-process baselines with an overall improvement in F1 score of 3—4%.



Zusammenfassung

Die Verarbeitung natiirlicher Sprache (Natural Language Processing, NLP) ist ei-
ne wesentliche Technologie im Informationszeitalter. Es gibt eine grofe Vielfalt
an maschinellen Lernmodellen, die NLP-Anwendungen unterstiitzen. In jiingster
Zeit haben Deep-Learning-Ansitze in einer breiten Palette von NLP-Aufgaben
beeindruckende Leistungen erzielt. Solche Modelle werden oft end-to-end trai-
niert und sind effizienter und kostengiinstiger als traditionelles, aufgabenbezoge-
nes Feature-Engineering. In dieser Dissertation konzentrieren wir uns auf mehre-
re NLP-Aufgaben unter Verwendung einer spezifischen Deep-Learning-Technik -
Sequence-to-Sequence (seq2seq).

Zuerst untersuchen wir das Problem der feingranularen Klassifikation von En-
titdtserwihnungen, ein Beispiel fiir natiirlich auftretendes hierarchisches Lernen,
bei dem eine Entitdtserwihnung in einem gegebenen Kontext oder Satz einen oder
mehrere feingranulare Typen haben kann, z. B. ist Obama sowohl ein Politiker
als auch ein Autor in einem Kontext, in dem seine Wahl mit seinem vorherigen
Erfolg als Bestsellerautor in Zusammenhang steht. Wir modellieren die Struktur
der Hierarchie direkter als bei standardmifigen Ansitzen der flachen und lokalen
Klassifikation. Diese Neuorganisation des Problems und Nutzung des seq2seq-
Modells hat den Vorteil (im Vergleich zu friiheren Arbeiten zur hierarchischen
Entititsklassifikation), dass unsere Architektur end-to-end trainiert werden kann.
Experimente zeigen, dass unser Modell besser abschneidet als frithere Arbeiten
am FIGER-Datensatz.

Zweitens untersuchen wir ein Schliisselproblem in der Informationsextrakti-
on: die entititsgetriebene Relationsextraktion. Angesichts eines groBBen Textkor-
pus, einer Anfrage-Entitidt Q (z.B. Q = “Steve Jackson”) und eines vordefinierten
Relationsschemas muss ein System eine Reihe von Fakten aus dem Korpus extra-
hieren, die auf dieses Schema ausgerichtet sind, z.B. “Q verfasste bemerkenswerte
Arbeit mit dem Titel X verkniipft mit der Schema-Klasse per:notable_work.
Wir definieren die Aufgabe der Open-Type Relation Argument Extraction (ORAE),
bei der das Modell Relationsargumente extrahieren muss, ohne sich auf einen En-
titdtsextraktor verlassen zu konnen, um die Argumentkandidaten zu finden. Bei
ORAE umgehen wir die Verwendung von zusitzlichen Entitdtstaggern und las-



sen das Modul zur Relationsextraktion diese Aufgabe implizit ausfiihren. Wir
schlagen eine Reihe von Relationsextraktionsmodellen vor, wie beispielsweise
traditionelle, auf CRF basierende Sequenztagger und seq2seq-basierte Pointer-
Netzwerke.

Drittens definieren wir die Aufgabe der Teaser-Generierung und bieten eine
Evaluierungs-Benchmark und Basissysteme fiir den Prozess der Teaser-Erstellung
an. Ein Teaser ist ein kurzer Lesevorschlag fiir einen Artikel, der anschaulich ist
und neugierig machende Elemente enthilt, um potenzielle Leser dazu zu verlei-
ten, bestimmte Nachrichtenartikel zu lesen. Wir erstellen einen neuartigen Da-
tensatz von Teasern, indem wir systematisch Tweets sammeln und diejenigen
auswihlen, die der Teaser-Definition entsprechen. Wir vergleichen mehrere auf
seq2seq basierende abstraktive Zusammenfassungssysteme bei der Aufgabe der
Teaser-Generierung.

Viertens befassen wir uns mit der Zusammenfassung von verflochtenem Text
in einer ressourcenarmen Umgebung. Verschachtelte Texte beziehen sich auf das
Phinomen, dass Beitrdge aus verschiedenen Threads in einer Sequenz auftreten.
Dies kommt héufig in Online-Chat-Beitrdgen vor. Es kann zeitaufwéndig sein,
schnell einen Uberblick iiber eine solche Diskussion zu erhalten. Ein end-to-end
trainierbares Zusammenfassungssystem macht die Notwendigkeit einer expliziten
Entwirrung iiberfliissig; ein solches System erfordert jedoch eine gro3e Menge an
beschrifteten Daten. Um dies zu bewiltigen, schlagen wir vor, ein end-to-end trai-
nierbares hierarchisches seq2seq-System mit synthetischen verschachtelten Tex-
ten vorzutrainieren. Wir zeigen, dass ein solches System, das auf einem realen
Meeting-Datensatz (AMI) fein abgestimmt ist, ein traditionelles zweistufiges Sys-
tem um 22% tibertrifft.

Fiinftens untersuchen wir die Aufgabe der Zusammenfassung von Radiologie-
berichten. Der IMPRESSIONS-Abschnitt eines Radiologieberichts iiber eine bild-
gebende Untersuchung ist eine Zusammenfassung der Uberlegungen und Schluss-
folgerungen des Radiologen und hilft dem iiberweisenden Arzt auch dabei, be-
stimmte Diagnosen zu bestitigen oder auszuschlieBen. Um automatisch eine ab-
straktive Zusammenfassung des typischen informationsreichen Radiologieberichts
zu erstellen, ist es notwendig, wichtige Inhalte aus dem Bericht zu erfassen und
einen prignanten, leicht verstindlichen IMPRESSIONS-Abschnitt zu erstellen. Um
dies zu erreichen, entwickeln wir einen zweistufigen Ansatz: extraktive Zusam-
menfassung gefolgt von abstraktiver Zusammenfassung. Zusitzlich gliedern wir
den extraktiven Teil in zwei unabhidngige Aufgaben: Extraktion von wichtigen
(1) Sétzen und (2) Schliisselwortern. Wir zeigen, dass unser neuartiger Ansatz im
Vergleich zu Ein-Schritt- und Zwei-Schritt-mit-einzel-extraktivem-Prozess Base-
lineverfahren zu einer priziseren Zusammenfassung fiihrt, mit einer insgesamt
verbesserten F1-Score von 3-4%.
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Chapter 1

Introduction

1.1 Motivation

Natural Language Processing (NLP), also known as computational linguistics,
is defined by Liddy (2000) as a theoretically motivated range of computational
techniques for analyzing and representing naturally occurring texts at one or more
levels of linguistic analysis for the purpose of achieving human-like language pro-
cessing for a range of tasks or applications.

The aforementioned definition of NLP contains several components that war-
rant further examination, as indicated by Liddy (2000). Initially, the term “range
of computational techniques” suggests that a wide array of computational methods
and techniques are utilized in NLP to accomplish various tasks related to human-
written languages. Statistical methods gained popularity in NLP during the 90s
(Manning and Schutze, 1999). However, the emergence of deep learning methods
significantly reduced the human effort needed to guide such methods, primarily
by substituting feature engineering efforts with distributed vector representations
of sentences, words, and sub-words (Bengio et al., 2003; Collobert et al., 2011).

Second, the phrase “naturally occurring texts” indicates that the text should
be obtained from natural and regular communication sources, irrespective of the
text’s language and domain.

Third, “one or more levels of linguistic analysis” indicates that human lan-
guage generation and comprehension involve a range of language processing lev-
els, including Phonology, Morphology, Lexical, Syntactic, Semantic, Discourse,
and Pragmatic. Humans typically use each of these levels, but NLP systems gen-
erally only combine a small number of them. Depending on how many levels are
employed, NLP systems can be considered weak or strong.

Fourth, since NLP strives to achieve “human-like language processing”, it is
appropriate to consider it an Artificial Intelligence (AI) discipline. Al is a field of
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1.1 Motivation

study that aims to make computers exhibit human-like intelligence.

Fifth, “for a range of tasks or applications” implies that there is a broad range
of NLP tasks. NLP tasks are often divided into two groups: Natural Language
Understanding (NLU) and Natural Language Generation (NLG). NLU tasks in-
clude text classification, named entity recognition, relation extraction, and more.
NLG tasks include text summarization, machine translation, chit-chat dialogue
generation, and more.

In general, the NLP paradigm is regarded as a broad modeling or computa-
tional framework that solves a class of NLP tasks. In the 1980s, there were just
two paradigms: symbolic and probabilistic NLP (Gazdar, 1996). Symbolic NLP
employs sets of rules that are often handwritten (though sometimes automatically
learned), such as the Brill tagger for POS tagging. Since symbolic NLP allows
one to work with small datasets and offers the capability to create and improve
rules, it achieves excellent accuracy and explainability but falls short in terms of
efficiency and robustness. Probabilistic NLP emphasizes the importance of learn-
ing from data. Although probabilistic NLP is more efficient and robust since it
learns from data, it can have lower accuracy than symbolic methods and also lacks
explainability.

In the deep learning era, the paradigms for the majority of NLP tasks are de-
termined by the input and output formats of the models. For instance, Sun et al.
(2022) divide NLP paradigms into seven mainstream categories: classification
(e.g., relation extraction task), matching (e.g., natural language inference (NLI)
task), sequence labeling (e.g., named entity recognition (NER) task), machine
reading comprehension (e.g., question answering task), sequence-to-sequence (e.g.
machine translation task), sequence-to-action-sequence (e.g., parsing task), and
language modeling (LM).

Understanding the formulations of foundational NLP modeling paradigms,
which takes input and output into account, helps us comprehend the current state
of NLP research and its future direction, which includes increased utilization of
unlabeled data and improved model design. Let’s consider {X;, V;} Y, as a dataset
to solve an NLP task, where X', ) and N represent the input instances, output in-
stances, and the dataset size, respectively. Additionally, we use the term “vocab-
ulary” in this context to denote a set of distinct tokens. Typically, X; consists of
either sentence or document tokens, while ); is largely task-dependent and might
come from the input text vocabulary itself (e.g., events in the event extraction
task), from an external vocabulary (e.g., class labels in the relation classification
task), or a mix of both (e.g., tokens related to an event in a news article, as well as
tokens outside the article for the sake of simplification, are included in the output
summary in the abstractive news summarization task).

The classification paradigm can be formulated as ); = Cls(Enc(X;)) , where
Y is a discrete token drawn from an external class vocabulary, Enc(-) is a text en-

16



1.1 Motivation

coder that uses transformers, recurrent networks, or convolutional networks, and
Cls(+) is a simple multi-layer perceptron that generates the output. Text matching
is a similar paradigm that can be formulated as ); = Cls(Enc(X?, X)) , where
X, Xl-b and )/; represent two texts and a discrete token from an external class vo-
cabulary, respectively. An entirely different paradigm for machine reading com-
prehension can be formulated as yy, - - - , yx; = Dec(Enc(X], X)) , where X7
and X7 represent passage and query texts, respectively, and yg, - - - , yx4, iS a text
span drawn from the input vocabulary X? using Dec(-), a pair of classifiers that
extract the span’s start and end positions. It is evident that deep learning methods
for addressing tasks in the mentioned paradigms have many shared concepts, as
seen in their formulations, despite appearing different and requiring distinct input
and output formats.

The motivation for this work is the idea that there exists a single, uniform,
general-purpose framework capable of performing all NLP tasks. While one could
develop a separate NLP framework for each task, there are several compelling
arguments for using a general-purpose framework to solve the majority of NLP
tasks:

(1) Universality. A general-purpose framework learns and performs a variety of
tasks using a single architecture, reducing the need for task-specific design.
Furthermore, the general architecture makes minimal assumptions about the
structural bias of training datasets.

(i) Transferability. An effective NLP method must be capable of handling
the challenge of learning from a small amount of data. A general-purpose
framework easily employs the pre-train-and-fine-tune strategy, successfully
transfers knowledge across tasks, and can even perform tasks that were not
known or observed during training.

(ii1) Reliability. A general-purpose framework facilitates the development of
rigorous assessment benchmarks that are uniform and encompass a wide
range of datasets, tasks and domains. Consequently, it ensures fairness.

The sheer benefits that this general-purpose framework may provide serve as an-
other key motivation for this dissertation. It is important to note that the proposed
study on a general-purpose NLP framework is distinct from a joint multi-task
model (Caruana, 1997). While both approaches aim to improve the efficiency and
effectiveness of NLP systems, they differ in their focus and methodology. A joint
multi-task model is designed to perform multiple NLP tasks simultaneously us-
ing a single neural network architecture (Li et al., 2015; Ruder, 2017; Hashimoto
et al., 2017). While this approach is useful for achieving state-of-the-art perfor-
mance on multiple tasks, it can be computationally expensive and may require
significant amounts of training data.
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On the other hand, the proposed dissertation on a general-purpose NLP frame-
work aims to develop a more flexible and adaptable framework that can be applied
to a wide range of tasks. This framework is not specifically optimized for any one
task, but rather is designed to be easily customized and adapted to different tasks.
This approach may be more efficient and cost-effective, particularly for organiza-
tions that need to perform multiple NLP tasks with limited resources.

1.1.1 Approach

Sequence-to-sequence (seq2seq) models (Sutskever et al., 2014), which encode
and decode token sequences, serve as the backbone for numerous NLG appli-
cations, such as machine translation and text summarization. We suggest that the
seq2seq method, which represents tasks as y, -+ , y,, = Dec(Enc(zy, -+, z,)) ,
with z1,--- ,x, and y1, - - - , y,, denoting the tokens in the input X; and output );
respectively, could serve as an effective general-purpose framework for most NLP
tasks. The idea that seq2seq could act as a universal framework is supported by
the fact that inputs &; and outputs )/; for the majority of NLP tasks can be struc-
tured as sequences. In earlier referenced paradigm examples, it has been clearly
demonstrated that NLP tasks’ input, A, consists of a series of word or sub-word
tokens from a sentence or document. The difficulty lies in figuring out how to
universally convert the output ); into a sequence of tokens.

In NLG tasks such as summarization, ); represents an output sequence of
words or subwords tokens selected from a vocabulary that is common to the in-
put sequence. The seq2seq decoder predicts these tokens step by step using the
softmax function, choosing the highest probability token in the vocabulary space.
However, in NLU tasks, ); mainly consists of tokens from a separate vocabulary,
different from the input text, also known as an external vocabulary. For instance,
in tasks like sentiment or relation classification, the output ); contains distinct to-
kens from class sets, e.g., POSITIVE/NEGATIVE in Movie Review Dataset (Pang
and Lee, 2004) and 10 relation types in SemEval-2010 Task 8 (Hendrickx et al.,
2009). A classification model uses hidden states of the input tokens to identify
the output ); with the maximum probability in the external vocabulary space, by
applying the softmax function. Although the classification model predicts a sin-
gle output token, it shares the core mechanism of a single step within the NLG
seq2seq decoder.

Given that the output ); is a sequence of tokens or classes from a particular vo-
cabulary space, a model aims to predict it using the softmax operation. As a result,
the output ); can be universally mapped to a sequence of one or more softmax op-
erations, regardless of the specific task involved. The goal of this dissertation is
to use the seq2seq approach as a universal modeling framework for a wide range
of NLP benchmark tasks. To that end, input and output are homogenized into
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sequences of discrete tokens from one or more vocabularies.

1.1.2 Research Questions

@

(ii)

(111)

(iv)

Limits: A general-purpose seq2seq model necessitates the reformulation of
numerous NLP tasks. Before reformulating these tasks for compatibility
with such models, it is crucial to have a clear understanding of the core
challenges inherent to the task and the constraints imposed by seq2seq. For
example, in a sorting task, rather than arranging the output in ascending
or descending order for the model to learn, one may opt for a divide-and-
conquer technique that first determines the median element and sorts the
output accordingly. This method allows the seq2seq model to efficiently
and swiftly grasp the strategy. Hence, it is essential to ask questions such
as: What is the most effective output sequence format for accomplishing the
task? Can existing seq2seq models be readily employed for the reformula-
tion? Is it simple to apply the task’s initial evaluation metric to the output
arranged as a sequence? What is the computational complexity, and are the
advantages of the reformulation substantial?

Data: Newswire has helped to advance the field of NLP; for instance, the
CNN/DailyMail dataset (Hermann et al., 2015) is primarily used for the
text summarization task, but it has also introduced subtle biases. This raises
the question: Which datasets should be used to benchmark seq2seq mod-
els? Furthermore, the majority of data that is currently available is unla-
beled. Annotating data is costly and time-consuming. Is it feasible to de-
velop comprehensive NLP systems without a lengthy annotation process?
“Simulation-to-real” transfer is one approach to address the data scarcity
problem in fields governed by well-defined mathematical models, such as
physics simulators and graphics engines. Could seq2seq models utilize sim-
to-real transfer learning?

Model: Do seq2seq models designed for canonical or literal language gen-
eration, like newswire headlines, have the necessary robustness to gener-
ate non-literal figurative language — including metaphors and similes? Are
seq2seq models capable of quickly adjusting to new domains and languages
without making assumptions about the input source? Is it possible to have
human-understandable explanations of how seq2seq models generate text?

Improvements: Can insights from the above research questions be used to
develop new seq2seq models that exhibit a higher degree of adaptability,
interpretability, and explainability?
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The aim of this dissertation is to tackle several of the aforementioned research
questions.

1.1.3 OQutline

The dissertation is organized as follows. In Chapter 1, we begin with an intro-
duction to the fundamental neural network models for NLP. Following that, we
include a section on benchmarking general-purpose NLP frameworks, in which
we provide brief details on numerous NLP benchmark tasks from the two main
categories of NLP tasks—natural language understanding (NLU) and natural lan-
guage generation (NLG). In the first two research papers, located in Chapters
2 and 3, we apply the problem reformulation technique to two types of NLU
tasks: Fine-grained Entity Mention Classification and Open Information Extrac-
tion (OpenlE). This allows us to utilize the general-purpose seq2seq methodol-
ogy. Moreover, we developed a new pointer network specifically designed to
tackle OpenlE’s relation extraction task in a generation setting. In the third pub-
lication in Chapter 4, we present the idea of teaser tweets, short texts combining
interesting facts from news articles and teasing elements like figurative language.
We introduce a new, more complex text summarization task for generating teaser
tweets, which helps test seq2seq methods that are often evaluated only on canon-
ical language generation tasks like headlines. The fourth publication in Chapter 5
performs sim-to-real transfer on low-resource abstractive meeting summarization
and demonstrates that few-shot transfer learning for seq2seq networks is feasible
even with out-of-domain but appropriate synthetic data. In Chapter 6, we improve
the two-step summarization model, Extract-and-Rewrite, for better explainabil-
ity in creating the IMPRESSION section of radiology reports. Unlike the earlier
two-step system that used single-agent reinforcement learning for optimizing two
seq2seq subsystems, the new system uses multi-agent reinforcement learning to
optimize three seq2seq subsystems.

By and large, Chapters 2 and 3 address research question 1) by reformulating
two standard NLP classification tasks as seq2seq tasks and research question iv)
by proposing a new type of pointer network. Chapter 4 contributes to question
i) by introducing a novel non-literal teaser text dataset and iii) by evaluating the
state-of-the-art seq2seq method on a novel task to verify their biases. Chapter 5
contributes to question ii) by verifying sim-to-real in the low-resource NLP task
of meeting summarization and iv) by proposing a novel three-level hierarchical
attention in a hierarchical seq2seq network. The last Chapter 6 targets research
question iii) by proposing an explainable summarization system and iv) by trying
to improve an existing explainable system by introducing new components.
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1.2 Background: Key Neural Networks for NLP

1.2.1 Notations

For simplicity and clarity, we will use lowercase italics for variables, uppercase
italics for sequences, lowercase bold for vectors and uppercase bold for matrices
throughout the dissertation, unless otherwise noted.

1.2.2 Deep Neural Networks

In recent years, many studies on neural networks (NNs) have been carried out
due to the success of deep architectures, also known as Deep Neural Networks
(DNNs). DNNs are frequently used for complex tasks like speech and image
recognition, as well as generation, and often represent the best systems for these
problems. The excellent results produced by Deep Neural Networks (DNNs) are
primarily a result of their exceptional capability to compute high-level features
from data, which is crucial for tasks like image recognition and natural language
processing. This is made possible by the foundational learning algorithms in
DNNs, which consist of the back-propagation algorithm and (stochastic) gradi-
ent descent, that effectively optimize the network’s weights to minimize the error
in predictions (Chorowski and Jaitly, 2017).

1.2.2.1 Recurrent Neural Network

Feed-forward neural networks sends data in a single direction between layers,
meaning they cannot retain past information and are suboptimal for tasks involv-
ing time dependencies, such as speech recognition and text comprehension. In
contrast, recurrent neural networks have loops within their hidden layers, enabling
them to store previous information and utilize it for current predictions. This loop-
ing feature allows RNNs to excel in handling time-dependent tasks.

Unlike Convolutional Neural Networks (CNNs), RNNs are excellent at man-
aging tasks with sequences of varying lengths, creating compositional represen-
tations without requiring additional symbols. Although CNNs can detect n-gram
features, they may encounter limitations in modeling word order and long-term
dependencies (Young et al., 2018), making them less suitable for tasks like ab-
stractive text summarization or question answering. For such tasks, more special-
ized or complex models, such as RNNs, could be more appropriate.

As shown in Figure 1.1, an RNN, when unrolled across the time axis, becomes
a very deep feed-forward network, and the set of weights and biases at each step
are shared across all steps. Given an input sequence V = (vy,...,vr) of length
T, an RNN maps an input at a given step onto a hidden vector by multiplying it
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1.2 Background: Key Neural Networks for NLP

Figure 1.1 — Recurrent neural network (RNN) unrolled as a deep feed-
forward network along the time steps (Sutskever, 2013). At each step, t, RNN
first maps the input, vy, to a hidden vector, h;, then combines the current hid-
den vector with the previous, h;_1, and lastly transforms the combined vector
fo an output vector, z;.

with weights, W}, and then combining the obtained intermediate vector with a
previous hidden vector by multiplying with a weight, W}, followed by adding a
bias, by, and a transformation through non-linear activation, e. Therefore, gen-
erated hidden states, (hy,...,h7), are subsequently converted to a sequence of
outputs, (z1,...,zr), by multiplication with the weight matrix, W, addition a
bias vector, b,, and applying a non-linear activation, g for all time steps.
Sutskever (2013) explained RNN in the following algorithm: The initial hid-

cforte{l,..,T} do

1

2: Uy — Wiove + Winhi—1 + by,
3: hy < e(uy)

4 0y —— Weophi + b,

5 2 < g(oy)

den vector, hy, is usually a zero vector, weights and biases are carefully initialized
through techniques like random normal, truncated normal, etc., and activation
functions, e and g, are carefully selected from a range of possible options like
ReLU (Nair and Hinton, 2010). The weights and biases are then learned based on
the loss incurred at each time-step computed as shown in Eq. 1.1.

T

L(z,y) = > L(z;y,) (1.1)

t=1

The training of an RNN is performed using the loss from Eq. 1.1 and the
backpropagation through time algorithm (BPTT; Rumelhart et al. (1988); Werbos
(1990)). The algorithm for BPTT works as follows:
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1: for ¢ from 7 to 1 do

2: do, < g (0;).dL(zs;y,)/dzs
3 db, < db, + do;

4 dW,y, < dW,y, + doh!

50 dhy < dhy + W7 do,

6:  dz < e'(z).dhy

7 AdWi, < dWy, + dZtV,‘tr

8 dby, < dby, + dz;

9:  dWyy, « dWyy, +dzih] |
10 dhyy +— WEdz

11: return df = [d Wy, d Wiy, d Wy, dby,, db,, dh,)

One of the main drawbacks of RNNs is the vanishing gradient problem, i.e.,
difficulties modeling long-term dependencies. This causes their performance to
decrease rapidly for longer inputs. To overcome this, extensions of the original
RNN architecture were proposed: long-short term memory networks (LSTMs)
(Hochreiter and Schmidhuber, 1997) and gated recurrent units (GRUs) (Cho et al.,
2014). The performances of the two types of extensions are usually similar. How-
ever, GRUs are slightly simpler because they have fewer parameters (Cho et al.,
2014).

1.2.3 Neural Networks for Sequences

One of the earliest works on using RNNs for sequence modeling was on the task
of Speech recognition by Waibel (1989). The authors utilized a type of RNN
known as Time-Delay Neural Networks (TDNNs) for phoneme recognition in
speech. More recent works have also explored using RNNs in combination with
other techniques, such as attention mechanisms (Bahdanau et al., 2015) and rein-
forcement learning (Mnih et al., 2015) to achieve state-of-the-art results in various
tasks.

1.2.3.1 Sequence Modeling

A text-based sequence modeling algorithm has the uphill task of learning the right
distribution from a search space of size O(V1), where V is the number of tokens
in the text vocabulary (typically around 10* or more) and 7T is the length of the se-
quence (typically in the range of 5 to 30). Creating semantically and syntactically
appropriate texts through traditional template-based methods requires significant
effort in designing comprehensive templates, as the search space for any plausi-
ble sentence is vast (with a complexity of O(VT)). Recurrent neural networks
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Outputs

Hidden Layers

Inputs

Figure 1.2 — The figure depicts a prediction network introduced by (Graves,
2013). At a given time t, the input x, is passed through n layers of RNNs,
where the input to the second and third layers are the original input x; and
the hidden state of the RNN from a layer below, h} and h?, respectively. All
hidden states h; are then combined to generate an output vector y, which is
used to predict the next step input via Pr(z1|y;).

(RNNs) can be used for language modeling by processing the token sequence it-
eratively and predicting the next token. Graves (2013) pioneered this approach to
language modeling, where the current word prediction is based on the previous
step’s prediction using a prediction network.

As shown in Figure 1.2, an input sequence X = (Xi,...,X|x|) is passed
through layers of an RNN in a prediction network, where the network is as deep as
n. This provides a sequence of hidden representations H = (h, ... ,h&) at the
penultimate layer. These hidden representations are then used to obtain an addi-
tional sequence of vectors Y = (y,, ... 2y X|> and from each y,, the next input to-
ken, Xx; 1, is derived. Most significantly, in such a prediction network, the predic-
tive probability of each subsequent input token (x; 1) p(X;41]y;) needs to closely
represent the pattern in the training data. A slight error in such probability in the
beginning can easily cascade and lead to the formation of an entirely meaningless
sentence, as errors accumulate severely in a language modeling-based predictive
network. As the goal is to generate a meaningful sentence, a predictive network
tries to maximize predictive probabilities over the entire sentence, as shown in
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X1 X2 Xt

Encoder

Figure 1.3 — The figure shows an encoder-decoder architecture (Cho et al.,

2014). The encoder takes an input sequence (Xi,Xs,...,XT) and converts
it to a condensed representation, C, which is then used to predict a target
sequence (y1,¥2,-..,yT) token by token.
Eq. 1.2.
IX|
p(X) = [ [p(xi1ly:) (1.2)
i=1

1.2.3.2 Sequence-to-Sequence Modeling

The introduction of neural sequence-to-sequence (seq2seq) learning by Sutskever
et al. (2014) has provided a method for mapping source sequences of varying
lengths to target sequences of different lengths. This deep neural seq2seq archi-
tecture has been widely adopted by researchers, enhancing performance in tasks
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such as image captioning, machine translation, and question answering. In these
tasks, the model must map to or from sequences. For example, in image caption-
ing, the model generates a textual description of a source image, while in machine
translation, the model produces a correctly translated text in a different language
from the source text.

In their work, Cho et al. (2014) introduced an encoder-decoder framework that
includes a decoder functioning as a language modeling network, similar to a pre-
diction network proposed by Graves (2013). The decoder initiates its conditional
prediction by using a representation that results from encoding the input sentence
through an encoder. The entire encoder-decoder setup is end-to-end trainable and
is trained based on the loss accumulated while predicting the entire target sen-
tence, similar to a prediction network.

As shown in Figure 1.3, a commonly used encoder-decoder framework (Cho
et al., 2014; Sutskever et al., 2014; Bahdanau et al., 2015) maps an input sequence
X = (x1,...,Xx|) onto a vector of representation C through an encoder RNN.
This representation is then decoded to a target sequence Y = (y;,...,y|y ) using
a decoder RNN. The decoder computes an initial state vector sy out of C in several
different ways, depending on the encoding architecture and task at hand. Some
typical ways to obtain s are by utilizing the last state c|x| of the forwarding RNN
in the case of a single RNN encoder, or by combining c of the backward RNN and
c|x| of the forwarding RNN through strategies such as max-pooling or average-
pooling in the case of a bi-directional encoder. The initial prediction y; is often
a dummy symbol. During the inference process, one iteratively samples outputs
from the trained network’s output distribution until an end-of-sequence symbol is
predicted.

In order to train the encoder-decoder model with an input sentence X con-
taining | X'| words and a target sentence Y containing | Y| words, the objective of

Y]
the optimization algorithm is to maximize pp (Y|X) = [[po (;|y~;, C), where C
i=1

represents the vector representation of the input sentence computed using an RNN
encoder. To achieve this, at each decoding step, a loss is calculated by compar-
ing the predicted symbol probability py (y;|y.,;, C) with the ground-truth symbol
y;. and this is done using cross-entropy loss. The losses for each token are then
aggregated over the entire target sequence to compute the final loss, as shown in
Eq. 1.3.

[yl

L(y;) = =Y _log ps (¥;]y-;> C) (1.3)

i=1
The seq2seq architecture has an inherent problem where the encoded initial
representation (sp) may not be strong enough to generate long sequences with
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X X X X

Figure 1.4 — The figure illustrates the computation of soft-attention in an
encoder-decoder architecture (Bahdanau et al., 2015). At each time step t,
the attention mechanism calculates weights o ; for each hidden state h; re-
lated to input x; by aligning them with the decoder network’s hidden state
s¢. The alignment is achieved by employing a feed-forward network, which is
indicated by an outer rectangular box in the figure. The attention-weighted
sum of the encoded input and the hidden state s, is used to make a prediction
of the target y;.

properly organized symbols, especially towards the end of those sequences. The
problem is worsened when the encoded representation is obtained from lengthy
texts, as in the case of text summarization. In such scenarios, the compositional
units of sy, such as ¢ or ¢x|, are generated by applying an RNN forward or
backward to the tokens of a news article (X'), which can contain anywhere from
50 to 500 tokens. The problem of the RNN’s inability to capture long-term de-
pendencies in lengthy sequences is also observed in several other mapping tasks,
such as machine translation and question-answering. Cho et al. (2014) initially
addressed the problem by introducing a variant of LSTM called GRU. They chose
to focus on improving the computational efficiency of LSTM models, while still
maintaining their ability to capture long-term dependencies.

1.2.4 Attention

During the process of recognizing a fact, humans tend to concentrate on sections
of the source that uphold their initial assumptions, while filtering out irrelevant
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information. This is known as paying attention (Chun et al., 2011). There has been
a great deal of research in mimicking the paying attention behaviors of humans in
machine-learning studies both in computer vision and NLP. For instance, in object
detection tasks, attention mechanisms can be used to give more weight to the parts
of an image where objects are likely to appear, rather than wasting computation
on areas of the image that are unlikely to contain objects (Mnih et al., 2014).
This can improve both the accuracy and efficiency of the CNN’s object detection
performance.

Bahdanau et al. (2015) demonstrated, in their work on a machine translation
task, that a soft-attention mechanism provides a way of organizing encoded infor-
mation with weights at each step of decoding a required concept, such as the target
sentence in translation. By utilizing the attention mechanism, their RNN decoder
can obtain additional data from the encoded representation (C) during the process
of decoding a target token, y;. Thus, the attention mechanism serves as an extra
approach to resolving the problem of insufficient starting state sy for producing
correct lengthy sequences.

As illustrated in Figure 1.4, Bahdanau et al. (2015) computed attention weights
o ; for every step 4 by applying the following formula:

exp(ei,j)
Oéij = (14)
S exp(es)
€, ; = attn(si,l, C]) (15)

where attn is a feedforward network with softmax output layer and C ; is the j™
encoded representation of C. The goal of attn is to learn the alignment of C ;
to s;_; and provide a score corresponding to the contribution of C ; in forming
symbol y, obtained out of s,_;. The final representation for the decoder at 7 step
is then computed as ¢; = > j)ill a;;C ;. Now decoder RNN has an additional
signal, an attention-weighted sum c;, that it can utilize along with the current state
(s;—1) and all previous predictions (y_,;) for computing a distribution over target
vocabulary from which prediction of output token, y;, is obtained. Additionally,
this additional signal strengthens the RNN state representation (s;) even at the later
stage of a lengthy decoding process and assists in reducing long-term dependency
issues.

1.2.5 Attention-based Sequence-to-Sequence Models

Attention-based Seq2Seq models are an effective DNN architecture for NLP tasks
because they allow the decoder to focus on different parts of the input sequence
during the decoding process, resulting in better handling of long input sequences
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and more accurate output sequences (Bahdanau et al., 2015; Luong et al., 2015;
Vaswani et al., 2017).

In the next section, we discuss two types of Seq2Seq models that mainly use
attention mechanisms to create the target sequence. The first model, e.g., Pointer
Networks (Vinyals et al., 2015), applies attention distribution on the input to form
the target sequence. The second model, e.g., Transformers (Vaswani et al., 2017),
computes attention-weighted outputs across several layers and uses them to gen-
erate the target sequence.

1.2.5.1 Pointer Networks

Vanilla seq2seq networks face difficulties in solving simple combinatorial prob-
lems such as calculating planar convex hulls, Delaunay triangulations, and the
symmetric planar Traveling Salesman Problem because of the limitation of fix-
ing the vocabulary a priori. These problems require the output vocabulary size
to depend on the length of the input sequence. To address this issue, Vinyals
et al. (2015) proposed a solution in the form of an attention-based sequence-to-
sequence (seq2seq) network called the Pointer Network (Ptr-Nets). Ptr-Nets use
the softmax probability distribution from the attention mechanism as the vocabu-
lary distribution, which is also known as the “pointer”. As a result, at each step
of the pointer network decoder, the output vocabulary is the same length as the
input sequence. This pointer mechanism allows the network to dynamically select
elements from the input sequence as output, rather than relying on a fixed output
vocabulary size.

Due to their ability to dynamically adjust the vocabulary size in the output
layer of the decoder and select output elements based on input context, Ptr-Nets
have been found to be highly effective in natural language generation and text
summarization tasks. These tasks often require the output to refer to specific parts
of the input, making the flexibility of Ptr-Nets particularly beneficial (See et al.,
2017; Giilgehre et al., 2016).

Formally, given an input sequence X = (xy,. . .,X,), the PtrNet encoder encodes
the input sequence into a sequence of vector representations F = (ej,. . .,e, ). The
decoder then uses these representations iteratively to decode a target sequence Y
= (Y15 - ¥m(m)) Of size m(E). Each element in Y corresponds to a position in
the sequence F/, with a value between 1 and n. Note that the length of the target
sequence m(F) is a function of E. At each step i, a traditional decoder would
compute a softmax distribution over a fixed-sized output vocabulary to estimate
the probability p(v;|y1, - - -, yi—1, ). The PtrNet decoder estimates the probability
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(b) Ptr-Net

(a) Sequence-to-Sequence

Figure 1.5 — Figure (a) demonstrates the use of a vanilla seq2seq network
to discover the convex hull of a set of points. The model processes the input
sequence to create a code vector, which is then used by the decoder to gener-
ate the output sequence. The output dimensionality is fixed to the convex hull
problem size, requiring a different model to be trained for each size. Figure
(b) shows Ptr-Net, an attention-based seq2seq network. The encoder takes
a similar input to the vanilla model, while the decoder constructs a softmax
distribution over inputs using an attention mechanism. This allows the out-
put dictionary size to match the input length. The encoder representation that
is pointed to is copied and used as input for the Ptr-Net decoder until the
end-of-sequence symbol (<) is reached. Image source: Vinyals et al. (2015)

p(Yi|ly1s - - -, yi—1, E) using the attention mechanism as follows:
softmax(u') = v tanh(We; + Wad;) j € (1,...,n)

i (1.6)
p(yllyh e Y1, E) - Softmax(u )

, where h; represents the decoder hidden state, softmax function normalizes the
vector u; to form an output distribution over the inputs, and v, Wy, and W5 are
learnable parameters. Furthermore, the copy of E,, serves as the input to the
decoder for the next step, and the same process is repeated until a special symbol
(e.g., <) 1s encountered, indicating the end of the output sequence.

The parameters of the PtrNet are learned by maximizing the conditional prob-
abilities for all training examples, expressed as:

f* = argmax ) lo Y|E; 60 1.7
g1 > logp (Y|E;0) (1.7)

EY
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As previously mentioned, discovering a convex hull is a combinatorial task. In
Figure 1.5, we can observe how a standard seq2seq network compares to a pointer
network when dealing with this challenge.

1.2.5.2 Transformer

The strict sequential reading mechanism of RNNs hinders parallel computation,
and therefore, they fail to take full advantage of high-performance computing de-
vices such as GPUs and TPUs (Bengio et al., 2013). In the paper by Vaswani et al.
(2017), the authors introduce the Transformer, a seq2seq architecture without re-
current connections, which utilizes self-attention mechanisms to model dependen-
cies between input and output sequences. The Transformer architecture comprises
encoders and decoders constructed with self-attention blocks. Encoders contain
multi-head self-attention and feed-forward layers, while decoders additionally in-
corporate a cross-attention layer that uses encoder outputs for improved predic-
tions. Please refer to Figure 1.6 for an illustration.

Attention Layer: The attention mechanism is a key component of the Trans-
former architecture and is critical to its success. The self-attention mechanism
used in the Transformer employs a Query-Key-Value (QKV) based attention mech-
anism. This is a fully connected layer where the weights are computed dynam-
ically based on pairwise relations between the input tokens. Formally, given a
query set @ ={q1, ..., qn}, key set  ={ky, ..., ky,}, and value set V = {vy, ...,
vm }, where each query, key, and value element ¢;, k; and v;, respectively, is an
element of R%, the scaled dot-product attention is computed as follows:

{hi,....,ha} = ATT(Q,K, V),

m
hi: E aijvj,
j=i

exp(ATT-Mask( ?}% )

Sy exp(ATT-Mask (%K)

aij

, where m and n are the lengths of the query and key (or value) sets, respectively,
and the dot-product attention weight a;; indicates the level of attention that a query
vector ¢; in Q has towards a key vector k; in KC. h; is the weighted mean vector
computed by using attention weights {..., a;;, ...} and value vectors . In the
packed matrix representations, the attention between queries Q€ R™ %, keys
Kc R™* and values V& R™*% is defined as follows:

QK™
H=ATT(Q,K,V) =AYV = Softmax(ATT-Mask(———)) (1.8)

Vdy,
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Figure 1.6 — The Transformer architecture, illustrated with left and right
halves representing the encoder and decoder; is composed of N stacked blocks
with multi-head self-attention and position-wise feed-forward layers. The de-
coder also has an extra layer for multi-head attention over encoder outputs,
providing extra context. Each block includes a residual connection and layer
normalization. Image source: Vaswani et al. (2017)

, where Softmax(+) is a row-wise operation, A € R™*™ is the attention matrix and
H € R™*% is the resulting tokens representations. The division of dot-products of
queries and keys in ATT-Mask by 1/d aims to alleviate the problem of gradient
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vanishing in the Softmax function.

Instead of employing a single self-attention mechanism, the Transformer model
adopts multi-head self-attention, in which the initial queries, keys, and values of
dimension dy, are projected onto h different sets of dimensions of dy, di, and d,,
respectively. Using the projected queries, keys, and values, the Transformer model
computes attention-weighted output representations for each projection, based on
the formula Eq. 1.8. Subsequently, the model concatenates the output represen-
tations across all projections and projects the resulting tensor back to the original
dimensionality as follows;

H = MultiHeadAttn(Q, K, V) = concat{Hj, ..., H,} W,

1.9
H;, = ATT(QWY KW VW) (12

, where h is the head number, W%, WX WV are weights used to project the
input @, K, V, respectively, into the feature space to compute the -th head self-
attention.

At each position in the Transformer decoder, the self-attention queries are
restricted to attend only to key-value pairs up to and including that position. To
accomplish this, ATT-Mask is set to —oo at invalid positions in equation Eq. 1.8
where ¢ < j. This type of self-attention is often referred to as Masked Self-
attention. In addition, the decoder has an extra layer of self-attention where it
computes multi-head attention over the encoder. This is commonly referred to
as Cross-attention. In cross-attention, the queries are projected from the outputs
of the previous decoder layer, while the keys and values are projected using the
encoder outputs.

Position-Wise Feed-Forward Layer. In addition to the multi-head self-at-
tention layer, each block of the Transformer also contains a position-wise feed-
forward network (FFN) layer. The FFN layer is a fully connected feed-forward
network that operates separately and identically on each position, and its parame-
ters are shared across different positions.

FFN(H') = ReLU(H' W' + b') W? 4 b? (1.10)

, where ReL U is the activation function, H’ is the output of the previous self-
attention layer, and W'c R%>*dr  W?2c R >4k blc R% and b%c R%* are
trainable parameters. The intermediate dimension d; of the FF'N is typically set
to a larger value than dj. The position-wise FFN layers are a critical component
of the Transformer architecture, as the Transformer faces a rank collapse problem
without them and the residual connection.

Residual Connection and Normalization. To enable the training of deep
Transformer architectures, residual connections are applied around the self-atten-
tion and position-wise FFN layers, followed by layer normalization. Therefore, a
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Transformer block can be expressed as:

H' = LayerNorm(SelfAttention(X) + X)
H = LayerNorm(FFN(H') + H')

, where LayerNorm(-) denotes the layer normalization, and SelfAttention(-) and
FFN(-) refer to the self-attention and position-wise FFN layers, respectively.
Layer normalization (LN) (Ba et al., 2016), along with residual connection (Huang
et al., 2017), helps to accelerate convergence and mitigate issues related to ill-
posed gradients and model degeneration.

Position Encodings. The Transformer, unlike RNNs, doesn’t process inputs
sequentially or directly use positional information. Instead, it employs positional
encoding, such as absolute sinusoidal position embeddings, to represent input to-
ken order in sequence modeling tasks. Specifically, for each position index ¢, the
corresponding embedding is a vector p, = PE(t) € R%, where each element is a
sinusoidal (sin/cos) function of the index with a pre-defined frequency as follows:

| sin(w;t) if i iseven,
PE(t); = { cos(w;t) if i isodd, (L1
, where w; denotes the hand-crafted frequency for each dimension. Furthermore,
the position embedding for each position in the sequence is added to the token
embedding and then fed to the Transformer.

1.3 Benchmarking A General-Purpose NLP Frame-
work

NLP has numerous practical applications, such as chatbots, virtual assistants, sen-
timent analysis and text summarization. NLP tasks are the foundation of these
practical applications and are essential for developing NLP systems that can per-
form these tasks accurately and efficiently (Hirschberg and Manning, 2015; Khu-
rana et al., 2023). NLP tasks can vary widely in their requirements and complex-
ities, and traditional NLP algorithms are designed to work in isolation, and are
trained to solve specific tasks, such as sentiment analysis, speech recognition, or
machine translation. As such, it may be challenging for a single general-purpose
NLP framework to effectively solve all NLP tasks with equal proficiency. There-
fore, it is necessary to perform benchmark evaluations to assess the appropriate-
ness of any general-purpose framework that claims to be a comprehensive and
universal solution for various NLP tasks.
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1.3.1 NLU and NLG: Understanding the Differences

NLP tasks are divided into two types: Natural Language Understanding (NLU)
and Natural Language Generation (NLG). NLU analyzes text to understand its
meaning, while NLG produces text to convey a specific message (Dale and Mel-
lish, 1998). NLU tasks include analyzing grammar and syntax, classifying words
and sentences, answering questions and inferring knowledge. NLG tasks can be
open-ended or non-open-ended. Open-ended tasks allow the model to generate
text freely, while non-open-ended tasks generate text based on a specific input,
such as meeting summarization.

The categorization of NLP tasks into NLU and NLG is a crucial step in bench-
marking a general-purpose NLP framework, as it helps to identify relevant tasks,
appropriate evaluation metrics, and measure the overall effectiveness of the frame-
work. Therefore, our benchmarking in this dissertation takes into account a variety
of NLP tasks from both NLU and NLG categories.

1.3.2 Information Extraction: A Primer

Information extraction (IE) is an NLP task that involves extracting structured in-
formation from unstructured natural language texts (Jurafsky and Martin, 2009).
The task is a significant subcategory within the broader category of NLU (Schus-
ter and Manning, 2016). The structured information takes the form of relational
tuples, which consist of a set of entities/arguments and a phrase denoting a se-
mantic relation between them: < argl;rel; arg2 > (Niklaus et al., 2018). In this
notation, argl and arg2 represent the entities/arguments involved in the relation-
ship, and rel denotes the type of relationship between them. Relational tuples are
used to build knowledge bases and other downstream applications like search and
question-answering. The process of information extraction (IE) is a challenging
task that involves several sub-tasks, such as recognizing named entities, classify-
ing relations between them.

In this dissertation, our main focus is on two significant IE tasks, namely En-
tity Classification and Open Information Extraction (OpenlE).

1.3.3 Entity Classification Task

Named Entity Recognition (NER) systems typically consider a limited number of
classes, such as the three classes distinguished by the MUC named entity task:
PERSON, LOCATION, and ORGANIZATION (Hirschman and Chinchor, 1998). Due
to identifiable patterns, identifying the PERSON and ORGANIZATION classes is
straightforward, making MUC-based NER tasks easier. However, classifying
named entities into numerous ontology-specified classes is a more difficult task
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(Cimiano and Volker, 2005). Therefore, recent research on entity classification
has shifted towards more detailed semantic types instead of standard coarse types
like PERSON or ORGANIZATION (Ling and Weld, 2012; Gillick et al., 2014; Yosef
et al., 2012; Yogatama et al., 2015).

To classify an entity mention in a text to an ontology-based fine-grained se-
mantic label set, a context-sensitive classifier should classify “Bill Gates” as a
PHILANTHROPIST in the sentence “Bill Gates has donated billions to eradicate
malaria”. However, entities can often be classified into multiple fine-grained
types, such as “Monopoly” being classified as both a GAME and a PRODUCT in
the sentence “Monopoly is played in 114 countries and became a top seller”, and
“FBI agents” being classified as an ORGANIZATION, ADMINISTRATION, FORCE,
AGENT, and POLICE in the sentence “They were arrested by FBI agents”. This
process is called Fine-grained Entity Mention Classification, and an example is
shown in the illustration in Figure 1.7.

Fine-grained entity typing (FGET) (Yaghoobzadeh and Schiitze, 2017) and
fine-grained entity mention classification are related problems. FGET involves
predicting all the types of an entity mention in a text corpus, while fine-grained
entity mention classification involves predicting a fine-grained semantic label for
an entity mention in a context-sensitive way. In the sentences “Obama was elected
president” and “Obama graduated from Harvard in 19917, fine-grained entity
mention classification should predict POLITICIAN and LAWYER for “Obama”,
respectively. On the other hand, FGET should predict both POLITICIAN and
LAWYER for “Obama” in a corpus containing these two sentences. Fine-grained
entity mention classification is important for context sensitive tasks like co-ref-
erence resolution and question answering, whereas FGET is important for con-
text oblivious tasks like linking entities to knowledge bases. The terms “context-
dependent FGET” and “mention-level FGET” have been employed in recent stud-
ies to describe fine-grained entity classification.

In NLP, many tasks involve hierarchical classification, such as fine-grained
morphological and part-of-speech tags. The task definition can require either a
single correct path, which is a single-label classification problem at the lowest
level of the hierarchy (SPP), such as in fine-grained morphological tagging, or
multiple correct paths, which is a multi-label classification problem at the lowest
level of the hierarchy (MPP), such as in fine-grained topic classification. In fine-
grained entity mention classification, each mention can have multiple fine-grained
types, making it a multi-label problem at the lowest level of the hierarchy. This
dissertation focuses on fine-grained entity mention classification as a benchmark-
ing task, which is a challenging task due to the hierarchical class structure.
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Type Ontology
|Location | | Person | |0rganization| | Other |
type label | entity mention
| artist | |business| |po|itica| figure| --------------- » Person/political figure | Donald Trump
Donald Trump has decided not to visit Australia and the
APEC summit in November, choosing instead to visit France
| actor | | author | to commemorate the centenary of the WWI armistice.

Figure 1.7 — The figure illustrates an example of mention-level FGET or fine-
grained entity mention classification. It shows a portion of a ontology tree on
the left and a sentence with one entity mention on the right. The mention
“Donald Trump” has several associated types, such as POLITICAL FIGURE,
BUSINESS, AUTHOR and ACTOR. However, given the sentence context, the
acceptable type path is PERSON/POLITICAL FIGURE. Therefore, the type
label for “Donald Trump” may be PERSON or POLITICAL FIGURE. Image
source: Wang et al. (2023)

1.3.3.1 Traditional Systems: An Overview

Many approaches view entity classification as a form of fine-grained NER, where
detecting entities (or mentions, a term used interchangeably) is an important part
of the process. This often involves arranging mention detection and entity typing
in a pipeline fashion, as seen in several existing systems (Ling and Weld, 2012;
Gillick et al., 2014).

e Entity Mention Detection. FINET (Del Corro et al., 2015) uses Stanford
CoreNLP to extract only coarse-grained types mentions, while Gillick et al.
(2014) extract mentions using a pipeline approach. Ling and Weld (2012)
approach entity mention finding as a sequence labeling task. Many meth-
ods (Ling and Weld, 2012; Dong et al., 2015; Rabinovich and Klein, 2017)
use Wikipedia’s anchor links, although they cover fewer than 3% of the
text tokens in Wikipedia. Ghaddar and Langlais (2018) propose using two
resources to locate more non-anchored entity mentions: Wikipedia’s out-
link structure and coreferent mentions related to a Wikipedia article’s main
concept.

e Hierarchical Entity Typing or Classification. There are three main cate-
gories of hierarchical classifiers (Silla and Freitas, 2011): Flat, Local, and
Global.

Flat classifiers ignore the class hierarchy and predict only classes at the
leaf nodes. In flat fine-grained entity classification (for example, FIGER
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(Ling and Weld, 2012), Attentive Encoder (Shimaoka et al., 2016, 2017)
and HNM (Dong et al., 2015)), the task is formalized as a flat multi-class
problem, but this approach doesn’t consider the compatibility of different
types assigned to the same entity. The main disadvantage of this approach
is that it requires the classifier to discriminate between a lot of classes (all
leaf classes) without taking into account parent-child class relationships in
the hierarchy. Despite this, experimental results show that predictions for
top-level types are more accurate than those for lower-level types.

The local classification strategy takes the hierarchy into account using a lo-
cal information perspective (Silla and Freitas, 2011). There are three com-
mon methods for using local information: a local classifier per node (LCN),
a local classifier per parent node (LCPN), and a local classifier per level
(LCL). Local fine-grained entity classification, such as (Gillick et al., 2014;
Yosef et al., 2012; Yogatama et al., 2015), uses LCN, where a separate lo-
cal classifier is learned for each node of the hierarchy. Defining positive
and negative training instances for local classifiers is not simple, and infer-
ence procedures must be developed to ensure label consistency (for exam-
ple, PERSON and ARTIST are consistent, but LOCATION and ARTIST are not
consistent) (Gillick et al., 2014; Yosef et al., 2012). Typically, local classi-
fiers outperform flat classifiers, but an error at one class level can affect the
entire hierarchy. Additionally, LCN suffers from having a larger number of
classifiers.

The global classifier method uses a single model that considers the complete
class hierarchy in one cycle. This deals with class prediction discrepancies
observed in a local hierarchical classification method. The rationale behind
this method is to favor a parent type of the correct type over other unre-
lated types. For example, predicting a mention’s type as PERSON/ARTIST
is better than PLACE, ORGANIZATION, or any of their offspring kinds if the
mention’s true type is PERSON/ARTIST/ACTOR. In Xu and Barbosa (2018)
work on hierarchical entity classification, they introduce the Hierarchical
Loss Normalization (HLN) technique to favor parent types. The new loss
function reduces the penalty when predicted and true types are related. The
disadvantage of global models is their higher computational cost.

In chapter 2, we’ll evaluate the attentive RNN encoder-decoder network’s per-
formance in fine-grained entity classification as a path generation task. The bench-
mark assesses the seq2seq network’s accuracy in hierarchical classification, using
a local classifier per parent node, meaning a multi-class classifier for each hier-
archy level. The end-to-end training enforces the hierarchy, leading to a global
hierarchical model.
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1.3.4 Open Information Extraction Task

Two NLP techniques used to extract structured data from unstructured text are
Close and Open Information Extraction (IE). Relation tuples with multiple argu-
ments, such as < argl, predicate, arg2, ..., argn >, are extracted using these
techniques (Niklaus et al., 2018). Close IE employs predefined patterns, tem-
plates, or rules to extract specific information for a particular domain or task.
For example, in the biomedical domain, Close IE can be used to extract infor-
mation about a specific disease, including its symptoms, causes, and treatments,
from a large corpus of medical literature. In comparison, OpenlE extracts struc-
tured information without being restricted to predefined entities or relations. Un-
restricted entities such as genes, proteins, diseases, and drugs related to healthcare
and medicine can be extracted using OpenlE, including their names, synonyms,
and descriptions, from a large corpus of unstructured text.

Close IE is commonly used in a specific domain where the data structure is
already known. It’s generally more precise than OpenlE since it’s designed to
extract information based on pre-determined rules. However, it’s a labor-intensive
process and challenging to adapt to new domains or tasks.

Conversely, OpenlE is more adaptable and can be used in any domain or task.
It can extract a vast amount of information without requiring prior knowledge of
the domain. However, OpenlE faces challenges such as automating the extraction
process, handling the complexity of addressing a large number of unrestricted
entity types, and efficiently iterating over corpora to extract all relations. This
dissertation explores a new OpenlE task called open type relation argument ex-
traction (ORAE) as a benchmarking task, which requires the model to extract
non-standard entity type arguments.

1.3.4.1 Traditional Systems: An Overview

OpenlE systems were first introduced by Banko et al. (2007) with their system
TextRunner. Since then, numerous popular systems have been proposed, includ-
ing ReVerb (Fader et al., 2011), OLLIE (Mausam et al., 2012), ClauslE (Del Corro
and Gemulla, 2013), Stanford OpenlE (Angeli et al., 2015), PropS (Stanovsky and
Dagan, 2016), OLLIE successor systems OpenlE4.0 (Mausam, 2016) and Ope-
nlES.1, RnnOIE (Stanovsky et al., 2018), Neural Open IE (NOIE) (Cui et al.,
2018), SenseOIE (Roy et al., 2019), Multi?OIE (Ro et al., 2020), OpenlE6 (Kol-
luru et al., 2020a), SpanOIE (Zhan and Zhao, 2020), IMoJIE (Kolluru et al.,
2020b), and MacrolE (Yu et al., 2021a).

Many OpenlE systems listed above rely on hand-crafted patterns and NLP
tools like parsing and named entity recognition. These systems suffer from error
propagation as they include stacks of NLP tools (Banko et al., 2007; Gashteovski
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Figure 1.8 — The figure illustrates two primary categories of supervised neu-
ral OpenlE: tagging-based and generation-based. Tagging models treat Ope-
nlE as a sequence tagging task and can be subdivided into token-, span-, and
graph-based models based on tagging schemes. Token-based tagging assigns
subject and predicate tags to individual tokens (Figure (a)), while span-based
tagging assigns tags to spans within sentences (Figure (b)). Graph-based tag-
ging extracts nodes/spans (Figure (c)). Generation-based OpenlE models use
seq2seq models and can be categorized based on their training methods, such
as maximum-likelihood (e.g., NOIE (Cui et al., 2018)) and Generative Adver-
sarial Network (GAN)-based (e.g., Adversarial-OIE (Han and Wang, 2021)).
Figures (d) and (e) show examples of maximum-likelihood and GAN-based
systems, respectively. Image source: Zhou et al. (2022)

et al., 2017). Neural OpenlE addresses this issue by formulating the problem as
a sequence tagging or generation task. Tagging-based systems use deep networks
to tag tokens as predicates or arguments, while generative systems use seq2seq
networks to generate extractions. Recent OpenlE models can be categorized into
these two approaches, as shown in Figure 1.8.

e Tagging-based Models. Given a set of tags indicating roles in a tuple,
such as argument and predicate, the model learns the probability distribu-
tion over the tags for each token or span, conditioned on the input sentence.
Tagging-based models have a similar architecture to neural models used for
tasks like NER, as seen on the left side of Figure 1.8. These models are
categorized into token-, span-, and graph-based models based on their tag-
ging schemes. Token-based models commonly use the BIO tagging scheme,
where Beginning, Inside, and Out tags are used for each role, such as argu-
ment and predicate. Some specific models are RnnOIE (Stanovsky et al.,
2018), which iteratively predicts tags for each predicate head indicating
the arguments, Multi’OIE (Ro et al., 2020), which uses a cascade of two
sub-tasks to extract tuples by first predicting predicates and then predicting
associated arguments.
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e Generation-based Models. NOIE (Cui et al., 2018) and IMOJIE (Kolluru
et al., 2020b) are systems that generate relation tuples from input sentence
tokens using an encoder and decoder. They are trained to maximize the
probability of the generated tuple elements. The model calculates this prob-
ability as [[\", p(vily1.y2. - . ..yi—1; S), where S is the sequence of tokens
and {y1,...yn} is the expected extraction tuple sequence. In NOIE, both
the encoder and decoder are 3-layer stacked LSTM, and it uses a copy mech-
anism to handle out-of-vocabulary words and obtain information from the
input sentence. In IMOJIE, the encoder is BERT-based and the decoder is
an LSTM. It operates iteratively by appending previously generated tuples
to the input sentence, which addresses the redundant extraction issue but
slows down the generation-based extraction speed. Adversarial-OIE, pro-
posed by Han and Wang (2021), uses a Generative Adversarial Network
(GAN) training approach, where a generator is trained to produce tuples
similar to the gold ones, and a discriminator is employed to distinguish the
quality of the generation.

In chapter 3, we’ll introduce a novel approach using generation-based net-
works for the ORAE task. We’ll evaluate a pointer network’s effectiveness in
ORAE as a relation argument generation task, assessing the accuracy and reliabil-
ity of general-purpose seq2seq networks for open information extraction.

1.3.5 Abstractive Text Summarization: A Primer

Text summarization is a natural language generation (NLG) task that involves
creating a brief summary that contains all essential information from a lengthy
document, reducing reading time and increasing efficiency. The growing need
for automatic text summarization is due to the increasing amount of data, which
eliminates manual effort. For instance, 43% of clinicians only read the IMPRES-
SIONS summary section of the report if the Radiology report extends beyond one
page.

There are two main approaches to text summarization: extractive and abstrac-
tive. Extractive summarization selects a subset of sentences from the input text,
while abstractive summarization paraphrases salient sections of the text. Abstrac-
tive summarization is more challenging; however, abstractive summaries are a
better approximation of human summaries (Cohn and Lapata, 2008). Recent ad-
vancements in seq2seq neural modeling have led to a shift in focus from extractive
to abstractive summarization.

Abstractive summarization can be applied to news articles and meeting min-
utes to generate concise and informative summaries. In the case of news articles,
abstractive summarization can be used to extract the most important information
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from the article and present it in a condensed form. This can be useful for readers
who are short on time or want to quickly understand the main points of the article.

1.3.6 Non-standard Social Media Text Generation Task

Standard language, typically seen in newswires and textbooks, is a biased repre-
sentation of a language community, while daily linguistic interactions, like spo-
ken language and social media text, differ significantly (Kong et al., 2014; Plank,
2016). Non-canonical user-generated data is less standardized and presents chal-
lenges for NLP due to mixed languages, unconventional spelling and niche audi-
ence targeting (Plank et al., 2015). Despite being less standardized, user-generated
data is abundant, leading some researchers to suggest that social media could be
considered standard, while newswire’s “headlinese” might be seen as “bad lan-
guage” (Plank, 2016; Eisenstein, 2013).

Despite debates on newswire canonicity, it has significantly impacted NLP and
is often used as standard training data. However, one should be cautious about
biases introduced by newswire, including data bias (unrepresentative or skewed
datasets) and model design bias (biased architecture or development choices), de-
spite its contributions. For example, while current parsers achieve over 90% accu-
racy on newswire benchmarks, parsing accuracies on web text are often just above
80% (Foster et al., 2011).

To address challenges related to non-standard data, several steps have been
taken, including small-scale annotation projects, partially automated methods for
gathering labeled data, and unsupervised and weakly supervised domain adapta-
tion techniques. Despite significant efforts to create NLP systems for non-standard
data, most of these are focused on NLU tasks. For instance, an annotation project
called English Web Treebank (Bies et al., 2012), multi-task learning for rumor
verification (Kochkina et al., 2018), and domain adaptation for disaster response
tweet classification (Li et al., 2018) are some examples. However, there is a no-
ticeable gap in research on how language variations impact standard NLG sys-
tems, such as text summarization. Lloret and Palomar (2013) and Sidhaye and
Cheung (2015) are among the few efforts that have examined the role of NLG in
automatically generating non-canonical social media text.

In their study, Sidhaye and Cheung (2015) collected tweets with external web-
page links, known as indicative tweets, primarily from newspaper accounts, and
also downloaded the corresponding articles from the webpages. They investigated
the ability to generate tweets from articles using extractive summarization meth-
ods and discovered that this approach has limitations. This is mainly because so-
cial media text, such as indicative tweets, often contains more than just the article
content. To illustrate this, take the following two sentences as an example: “Those
recommendations were unsolicited and undesirable” and “that’s the stupidest sug-
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gestion EVER” while two sentences may convey the same idea, one may be more
formal than the other (Pavlick and Tetreault, 2016). Such a style heavily influ-
ences how the social media listener interprets the message. However, generating
such stylistic text is difficult for any NLP systems, particularly for summarization
systems.

This dissertation explores abstractive summarization methods for generating
a distinct type of tweet, dubbed a teaser, as a benchmarking task. A teaser is a
brief, enticing preview of an article that sparks curiosity and encourages readers to
explore the content. Unlike click-bait (Zubiaga et al., 2018), which creates antici-
pation but often disappoints with mismatched content, teasers genuinely represent
the news item.

1.3.6.1 Traditional Systems: An Overview

Abstractive summarization methods can be classified into classical and neural ap-
proaches. Classical approaches include sentence compression (Cohn and Lap-
ata, 2009), sentence fusion (Barzilay and McKeown, 2005; Filippova and Strube,
2008), and sentence revision methods (Tanaka et al., 2009). These methods aim
to create a summary by identifying and combining key information from multiple
sentences.

Neural methods provide an end-to-end approach to abstractive summarization,
meaning a single network takes the input document and generates the summary.
Popular neural techniques (Chopra et al., 2016; Luong et al., 2015; Nallapati et al.,
2016; Tan et al., 2017) for abstractive summarization utilize an encoder-decoder-
based seq2seq architecture to produce a summary from a document. The encoder
converts words in the document into fixed-length vector representations, and the
decoder produces a summary word-by-word based on these vectors. Both the en-
coder and decoder are typically of the same network type, such as RNN, CNN, or
Transformer, and are connected so that gradients flow end-to-end during training.
During inference, a beam search is used to identify the k-best paths for generating
the summary.

It’s common for particular words in specific document sections to have more
significance than others. In the context of conventional mass media writing, ar-
ticles conform to the “inverted pyramid” structure, where the most essential in-
formation is situated in the lead paragraph, or the pyramid’s “base”, and less im-
portant details are provided in subsequent paragraphs. Words from these critical
sections are more likely to appear in a summary compared to those that carry
less weight. To determine the significance of input text tokens, abstractive sum-
marization models employ attention by calculating weights (Luong et al., 2015;
Nallapati et al., 2016; Tan et al., 2017). The weights are then used to calculate the
context vector, which helps the decoder extract important information from the
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Figure 1.9 — The pointer-generator framework, as shown in the figure, calcu-
lates the attention distribution over inputs and context vector in the decoder.
It also calculates the generation probability, Py.,, which is a soft switch used
to choose between generating a word from the fixed vocabulary or copying
a word from the input sequence. An extended vocabulary is created by com-
bining the vocabulary and words in the document, allowing OOV words to be
included. The attention and fixed vocabulary distributions are merged using
Py, to compute a probability distribution over the extended vocabulary. The
decoder attributes high attention to important OOV words and copies them to

the summary. Image source: See et al. (2017)

input during decoding.

Attention mechanism can cause repetition in the summary by focusing too
much on the same content. Chen et al. (2016) propose a distraction-based atten-
tion model that enforces distraction by subtracting attention and context histories
from the current vectors. Nema et al. (2017) use an LSTM network to produce
diverse context vectors by maintaining history. See et al. (2017) use a coverage
mechanism that sums attention distributions over previous time steps and define a
coverage loss to prevent repetition.

To generate rare and OOV words in neural summarization, See et al. (2017)
propose a pointer-generator that combines a decoder and a pointer network. This
allows the model to copy words from the source document and select from a fixed
vocabulary. A soft switch determines whether to use the fixed vocabulary or the
input sequence, and the model creates an extended vocabulary that includes both.
This enables the model to include OOV words during decoding. See Figure 1.9.
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ABSTRACT
Some part of the casing will be made of a spongy
material.

Ul: But what if we ha what if we had like a Spongy
sort of like stress balley kinda [disfmarker] o
.
PM: If you have like that stress ball material kind .
of as what you're actually holding in your hand, b
PM: and then there’'s more of a hard plastic thing ®.
where that thing is. .
PM: And on that hard plastic thing you can change’
either the colour or the fruit or vegetable that's .
on there.

ACTION

The Project Manager instructed the User Interface
Designer and the Industrial Designer to construct
the prototype.

.
.
.
ME: see you're thinking, it's weird, you're thinking t
the opposite of me .
.
PROBLEM
The group wanted to include a changeable outer
casing but could not decide whether the spongy
or the hard plastic component should be the
removable casing.

ME: Because | was thinking if you have a cover forg

the squashy bit,

UL: oh so so you're saying the squishy part’s like
detachable,

UL: so so maybe one you know [disfmarker] you
can have like the broccoli squishy thing, and then
you could have like the banana squishy thing

PM: Oh when we move on, you two are going to
be playing with play-dough.

DECISION
time The remote will feature a changeable outer casing.

Figure 1.10 — This is a meeting transcript from the AMI meeting corpus, with
important parts highlighted using black nodes to show the important infor-
mation. The important parts are linked to single-sentence summaries on the
right. The highlighted parts can be grouped together based on the topic of dis-
cussion. These groups are called abstractive communities or threads. There
are four types of abstractive communities in the AMI corpus: ABSTRACT,
ACTIONS, PROBLEMS, and DECISIONS. Image source: Shang et al. (2020)

In this dissertation, the goal is to create a general-purpose system that can
perform robustly across various target domains. To that end, Chapter 4 verifies the
generalization strengths of various strong seq2seq methods, like those proposed
by Luong et al. (2015); See et al. (2017) for generating non-canonical teaser text
in their strong suit, the generation task.

1.3.7 Low-resource Abstractive Summarization

By creating succinct summaries highlighting key discussion points, decisions, and
action items, meeting summarization can benefit participants who require a brief
overview or those who missed the meeting, ultimately saving time and increasing
efficiency. However, the considerable time, effort, and privacy concerns related
to creating meeting corpora and corresponding summaries or minutes contribute
to the scarcity of meeting summarization datasets. As advanced abstractive sum-
marization models typically rely on substantial amounts of labeled data, this lim-
itation restricts their ability to generalize to domains like meeting summarization,
where such data is scarce.

Apart from limitations associated with model development resources, partic-
ularly training data, other challenges emerge due to the inherent linguistic inter-
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actions in meetings or broader multiparty conversations. These include overlap-
ping utterances and low information density, and a considerable amount of noise
originating from disjointed, repetitive, and rambling language. As a result, a key
challenge for meeting summarization models involves handling overlapping utter-
ances from multiple threads in noisy transcripts. This requires the system to first
extract noteworthy utterances, cluster them into threads, and ultimately generate
an abstractive summary sentence for each thread. Figure 1.10 shows the AMI
corpus (McCowan et al., 2005) example where annotators handled meeting tran-
scripts by extracting key utterances and linking them to abstractive summaries.
The figure also emphasizes unique aspects of meeting-style conversations, such
as disfluent language and lengthy speech, as well as features like multi-threaded
content in meeting summaries.

There are three meeting corpora: AMI (137 scenario-driven meetings, ~65
hours) (McCowan et al., 2005), ICSI (75 natural meetings, ~72 hours) (Janin
et al., 2003), and ELITR (113 English, 53 Czech technical meetings, 160+ hours)
(Nedoluzhko et al., 2022), totaling around 280 hours. Only ELITR offers non-
English data with 50 hours in Czech. In essence, it is commonly recognized that
in contrast to news and scientific summarization, meeting summarization suffers
from a lack of publicly accessible annotated datasets (Rennard et al., 2023), which
are crucial for training data-demanding deep generative models. This dissertation
focuses on low-resource abstractive meeting summarization as a benchmarking
task, a subdomain that stands to benefit significantly from advancements in ab-
stractive methods.

1.3.7.1 Traditional Systems: An Overview

One possible strategy for tackling the data scarcity problem might be to employ
summarization techniques that necessitate minimal supervision, such as incorpo-
rating completely unsupervised methods (Shang et al., 2018) or even applying
zero-shot learning (Ganesh and Dingliwal, 2019). Primarily, abstractive meeting
summarization frequently involves a multi-step process with every step requiring
only a minimal amount of labeled data.

In a multi-step process, the transcript is divided into segments, each concen-
trating on distinct threads or topics. These segments are then summarized. Studies
have employed supervised or unsupervised techniques for the first step of disen-
tangling threads. Supervised methods train a classifier to filter out less useful
utterances from transcript and create utterance graphs, while unsupervised meth-
ods compile communities of utterances using conventional methodologies, such
as TF-IDF and k-means. In the final step of summarization, some studies employ
an extension of the Multi-Phrase Compression Graph to perform multi-sentence
compression and generate a single abstractive sentence for each thread. One such
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f Ua
= = =
t - extracted abstractive abstractive
ranscription utterances communities summary

Figure 1.11 — Abstractive meeting summarization, as shown in the figure,
involves two main tasks: Community/Thread Detection and Abstractive Sum-
marization. In the Community Detection procedure, meeting utterances are
grouped by topic or thread and condensed into a typical abstractive sen-
tence in the Abstractive Summarization task. Community Detection is divided
into two parts by Shang et al. (2020): extracting summary-worthy utterances
(al) and categorizing them into abstractive communities (a2). Image source:
Shang et al. (2020)

example is the two-step meeting summarization process put forth by Shang et al.
(2020), which is illustrated in Figure 1.11.

Meeting summarization systems that use multi-step pipelines have limitations
such as the propagation of errors and complex joint optimization. To address these
challenges, an end-to-end system that generates abstract summaries from lengthy
meeting transcripts, similar to news summarization systems, could be employed.
However, training such a system is difficult due to a shortage of labeled training
data, as well as the notably greater length of meeting transcripts and summaries
compared to conventional documents like news.

Synthetic Pre-training. In the study conducted by Papadimitriou and Ju-
rafsky (2020), it was found that non-linguistic data with latent structure, such
as MIDI music or Java code, can be used to enhance the performance of neural
language models on natural language tasks. This is possible even if there is no
apparent similarity in surface form or vocabulary. On the other hand, the study
by Artetxe et al. (2020) demonstrates that training a Transformer-based masked
language model (MLM) on one language and then transferring it to another lan-
guage using the same MLM objective can be an effective approach. This transfer
involves a new vocabulary embedding matrix and freezing the parameters of all
other Transformer layers. Similarly, Chiang and Lee (2022) discovered that Trans-
former language models can be effectively transferred to downstream tasks if they
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can model the dependencies between tokens in sequences. This transfer is possi-
ble even if the pre-training data and downstream tasks do not share any semantic
features, such as when there is no overlap between the vocabulary used during
pre-training and fine-tuning.

In summary, the research by Papadimitriou and Jurafsky (2020); Artetxe et al.
(2020); Chiang and Lee (2022) suggests that a significant part of the observed
benefits of pre-training may not be due to linguistic knowledge factors, such as
syntax (e.g., word order) and lexical/semantic aspects (e.g., vocabulary words).
However, it is still uncertain whether other components of the pre-training data
have an impact on the transferability of pre-trained models.

Synthetic data, when combined with appropriate models, can act as an alter-
native to real-world labeled data, especially when acquiring ground-truth data is
difficult (Zhang et al., 2020; Yu et al., 2021b). Consequently, domain adaptation
techniques that employ synthetic data have emerged to address the issue of limited
resources and facilitate quick adaptation of models to tasks in the target domain.
Utilizing synthetic datasets for pre-training not only reduces the need for human
annotation and data collection but also provides benefits regarding fairness, pri-
vacy, and ethical concerns associated with labeling (Kataoka et al., 2022).

In addition to pre-training with synthetic data, pseudolabeling is a data-focused
approach that employs semi-supervised techniques, such as bootstrapping, to gen-
erate predicted labels for unlabeled examples. These “pseudo” gold labels offer
extra training data for model improvement. Examples of studies that use pseudola-
beling include Reichart and Rappoport (2007); Ruder and Plank (2018); Rotman
and Reichart (2019).

Research shows that pre-training effectiveness is linked to the similarity be-
tween pre-training data and the target domain task Yu et al. (2021b). In Chapter
5, we will present an algorithm that uses the structure of a small real-world meet-
ing summarization dataset to create a large-scale synthetic dataset. Then, we will
examine if the seq2seq based summarization system achieves domain adaptation
using synthetic meeting data.

1.3.8 Multi-step Text Summarization Task

In Multi-Task Learning (MTL), auxiliary tasks help the main task by providing
hints or conditions. These conditions can be used as additional features, which
may include external knowledge pieces, low-level NLP tasks such as part-of-
speech tagging or syntactic parsing, and relevant snippets extracted from lengthy
documents. According to Zhang et al. (2023), multi-task NLP methods can be
classified into two frameworks - joint training and multi-step training, depending
on the relatedness of tasks.’

Joint training is often employed when multiple tasks can be performed and

48



1.3 Benchmarking A General-Purpose NLP Framework

learned at the same time, with shared model parameters via soft or hard sharing.
Caruana (1997) suggests that similar tasks benefit from shared hidden units, but
determining which tasks are considered similar in the context of deep learning is
not always clear. Thus, the mainstream method for selecting similar tasks is still
empirical.

Multi-step training is used when a task’s input depends on the output or hid-
den representations of previous tasks. In multi-step training, sub-tasks are related
in the following ways: the auxiliary task narrows the search space, selects fo-
cused input content, predicts output attributes, and introduces external knowledge
(Zhang et al., 2023). For example, multi-step methods, such as retrieve-then-read,
are commonly used in open-domain QA to narrow the search space and find an-
swers to questions.

Summarizing information-heavy text differs from traditional article summa-
rization. For instance, WikiHow articles have evenly dispersed key steps, Red-
dit stories follow a narrative arc with the climax towards the end and product or
service reviews include range of opinions on a target entity. Therefore, the sum-
marizer must cover a range of topics instead of just presenting facts. Multi-step
summarization is crucial for summarizing such text, particularly in low resource
settings or text with a clear and coherent organization.

The field of radiology has experienced rapid growth in NLP techniques, which
help analyze unstructured text in radiology reports efficiently and accurately. Al-
though progress in text summarization has sparked interest in automatically sum-
marizing such information-rich reports, it is challenging due to the specific na-
ture of radiology reports. Factors like medical terminology, language differences
among radiologists, and the need for accuracy and thoroughness make this task
difficult. This dissertation investigates multi-step radiology report summarization
as a benchmarking task.

1.3.8.1 Traditional Systems: An Overview

Multi-step summarization methods have been widely investigated for handling
lengthy texts, such as academic articles (Gidiotis and Tsoumakas, 2020), and for
specialized applications like automatic opinion mining. For instance, Dalal and
Zaveri (2013) introduced a semi-supervised approach for analyzing online product
reviews. Di Fabbrizio et al. (2014) introduced STARLET-H, a hybrid approach
aimed at summarizing product and service reviews. By combining natural lan-
guage generation and salient sentence selection techniques, STARLET-H is able
to extract relevant quotes from input reviews and seamlessly embed them into an
auto-generated summary. This method successfully serves as a fusion of both
abstractive and extractive summarization strategies.
Moreover, multi-step models incorporating both extractive and abstractive mod-
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ules for summarization present three main challenges as they divide the summa-
rization process into two stages: content selection and paraphrasing. First, the
sentence selection mechanisms primarily focus on frequently discussed aspects
and topics, with the decision of when to stop the selection process often deter-
mined by the maximum summary length parameter provided through explicit pa-
rameters (Kikuchi et al., 2016; Liu et al., 2018). This may result in the exclusion
of interesting topics that are not frequently mentioned in the source text. Second,
multi-step summarization generally involves intricate pipelines, which makes the
joint optimization of the system challenging. Third, the multi-step approach re-
quires specialized training data that is customized for each individual step in the
process.

Inspired by the achievements of multi-step strategies that employ a human-like
coarse-to-fine approach, which initially extracts salient sentences and then de-
codes them, Chen and Bansal (2018) created a method. In this method, a seq2seq
extractor network selects a subset of sentences from the source document, discards
the remaining text, and inputs the chosen sentences individually into a seq2seq ab-
stractive network. The generated outputs are subsequently combined to produce a
summary.

Optimizing the entire model from a randomly initialized network is infeasible,
as the extractor may choose irrelevant sentences, making it challenging for the ab-
stractor to learn. Chen and Bansal (2018) suggest optimizing each sub-module
separately by employing maximum-likelihood objectives for training both the ex-
tractor and abstractor. They then use the extractive system as an agent in a re-
inforcement learning (RL) setup, with the abstractive system serving as part of
the environment. The extractive system selects crucial sentences, while the ab-
stractive system rephrases them to generate a summary. This summary is then
utilized to compute the reward for RL training. Figure 1.12 demonstrates the pro-
cess of the Extractor Agent extracting significant sentences from the document.
Meanwhile, Figure 1.13 displays the application of policy gradient techniques to
optimize the entire model effectively.

Training the extractor to identify salient sentences is difficult, as most summa-
rization datasets lack extraction labels for individual sentences. To address this
issue, a greedy search algorithm (Nallapati et al., 2017; Liu and Lapata, 2019)
is proposed, which identifies a group of sentences in the source document with
the highest ROUGE scores compared to the reference, serving as a ‘proxy’ tar-
get label. The actor-critic policy gradient RL is employed, using sentence-level
metric rewards to connect the two neural networks and enhance the extraction of
significant sentences with the end-to-end document-summary pairs. Experiments
demonstrate that this multi-step approach surpasses numerous recent end-to-end
solutions and can be optimized across multiple steps without explicit parameters
like summary length. The study indicates that this multi-step architecture holds
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Figure 1.12 — The figure depicts a seq2seq sentence extractor. The CNN-
based Convolutional Sentence Encoder (CONV) encoder computes the repre-
sentation r; for each sentence. The Recurrent Neural Network (RNN) encoder
(blue) computes the context-aware representation h;. At each time step t, the
RNN decoder (green) selects the sentence j;. The context-aware representa-
tion h;, is then fed into the decoder at time t + 1. Image source: Chen and
Bansal (2018)
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Figure 1.13 — This shows the interaction between the reinforced training of
the seq2seq extractor for one extraction step and the seq2seq abstractor, with-
out showing the critic network. The variables d’s and s, represent extracted
and ground-truth raw sentences. Image source: Chen and Bansal (2018)

the potential for future enhancements and refinements.
In Chapter 6, we introduce a novel two-step technique for summarizing ra-
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diology reports by combining extractive and abstractive methods. This approach
employs key concepts such as abnormalities and procedures to select essential
sentences, resulting in more comprehensive summaries.
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Abstract

We address fine-grained entity classifica-
tion and propose a novel attention-based
recurrent neural network (RNN) encoder-
decoder that generates paths in the type
hierarchy and can be trained end-to-end.
We show that our model performs better
on fine-grained entity classification than
prior work that relies on flat or local clas-
sifiers that do not directly model hierarchi-
cal structure.

1 Introduction

Many tasks in natural language processing involve
hierarchical classification, e.g., fine-grained mor-
phological and part-of-speech tags form a hierar-
chy (Mueller et al., 2013) as do many large topic
sets (Lewis et al., 2004). The task definition can
either specify that a single path is correct, corre-
sponding to a single-label classification problem
at the lowest level of the hierarchy, e.g., in fine-
grained morphological tagging; or that multiple
paths can be correct, corresponding to a multilabel
classification problem at the lowest level of the hi-
erarchy, e.g., in topic classification.

In this paper, we address fine-grained entity
mention classification, another problem with a
hierarchical class structure. In this task, each
mention can have several fine-grained types, e.g.,
Obama is both a politician and an author in a con-
text in which his election is related to his prior suc-
cess as a best-selling author; thus, the problem is
multilabel at the lowest level of the hierarchy.

Two standard approaches to hierarchical classi-
fication are flat and local classification. In flat clas-
sification (e.g., FIGER (Ling and Weld, 2012), At-
tentive Encoder (Shimaoka et al., 2016; Shimaoka
et al., 2017)), the task is formalized as a flat mul-
ticlass multilabel problem. In local classification
(Gillick et al., 2014; Yosef et al., 2012; Yogatama

et al., 2015), a separate local classifier is learned
for each node of the hierarchy. In both approaches,
some form of postprocessing is necessary to make
the decisions consistent, e.g., an entity can only be
a celebrity if they are also a person.

In this paper, we propose an attentive RNN
encoder-decoder for hierarchical classification.
The encoder-decoder performs classification by
generating paths in the hierarchy from top node
to leaf nodes. Thus, we model the structure of the
hierarchy more directly than prior work. On each
step of the path, part of the input to the encoder-
decoder is an attention-weighted sum of the states
of a bidirectional Gated Recurrent Unit (GRU)
(Cho et al., 2014) run over the context of the men-
tion to be classified. Unlike prior work on hierar-
chical entity classification, our architecture can be
trained end-to-end. We show that our model per-
forms better than prior work on the FIGER dataset
(Ling and Weld, 2012).

This paper is structured as follows. In Section 2,
we provide a detailed description of our model
PthDCode. In Section 3, we describe and analyze
our experiments. In Section 4, we discuss related
work. Section 5 concludes.

2 Model

Figure 1 displays our model PthDCode.

We use lowercase italics for variables, upper-
case italics for sequences, lowercase bold for vec-
tors and uppercase bold for matrices. Sentence
S = (X1,...,Xg|) is a sequence of words, rep-
resented as embeddings x;, each of dimension d.
The classes of an entity are represented as y, a vec-
tor of [ binary indicators, each indicating whether
the corresponding class is correct. Hidden states
of forward and backward encoders and of the de-
coder have dimensionality p.

PthDCode extracts mention (Xp, ..., X;), right
context R. = (Xp41,...,Xr4y) and left context
L. = (Xp_1,...,Xp_y) Where w is a parameter.
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Figure 1: PthDCode, the attentive encoder-decoder for hierarchical entity classification

The representation m of the mention is computed
as the average of its » — b+ 1 vectors. The context
is represented by C, a matrix of size 2w X 2p; each
column of C consists of two hidden state vectors h
(each of dimension 2p), corresponding to forward
and backward GRUs run on L. and R..

The initial state sg of PthDCode’s decoder RNN
is computed using the mention representation m
compressed to p dimensions by an extra hidden
layer (not shown in the figure). Initial output yg
is a dummy symbol SOL (Start Of Label), and ini-
tial attention weights cg are set to zero. At each
path generation step ¢, attention weights o;; are
computed following Bahdanau et al. (2014):

exple;q
ij = gy pley) (1)
Zj:l exp(e;;)
€ = att(si,l, CJ) (2)

where att is a feedforward network with softmax
output layer and C ; is the 4t column of C. The
final context representation for the decoder is then
computed as ¢; = Z?i’l @;;C j. In Figure 1,
dashed objects are used for indicating involvement
in calculating attention weights.

The attention-weighted sum c; and the current
state s;—1 are used to predict the distribution y;
over entity classes (non-dashed *-nodes in Fig-
ure 1):

vi =g(si—1,¢;) (3)

where g is a feedforward network with element-
wise sigmoid. Finally, PthDCode uses prediction

yi, weighted average c; and previous state s;_; to
compute the next state:

si = f(si—1,¥i,¢i) 4)

The loss function at each step or level is binary
cross-entropy:

z

1

i > —tiwlog(yax) — (1 — tx) log(1 — yix) (5)
pa

where y; and t; are prediction and truth and [ the
number of classes. The objective is to minimize
the total loss, i.e., the sum of the losses at each
level. During inference, we compute the Cartesian
product of predicted types at each level and filter
out those paths that do not occur in train.

3 Experiments and results

Dataset. We use the Wiki dataset (Ling and Weld,
2012) published by Ren et al. (2016)." It consists
of 2.69 million mentions obtained from 1.5 million
sentences sampled from Wikipedia articles. These
mentions are tagged with 113 types with a max-
imum of two levels of hierarchy. Ling and Weld
(2012) also created a test set of 434 sentences that
contain 562 gold entity mentions. Similar to prior
work (Ling and Weld, 2012; Ren et al., 2016; Yo-
gatama et al., 2015; Shimaoka et al., 2017), we
randomly sample a training set of 2 million and a
disjoint dev set of size 500.

'"https://drive.google.com/file/d/
0B2ked42d0kYFfVClfazdKYnVhYWs
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Figure 2: Learning curve

Evaluation. Like prior work, we use three F
metrics, strict, loose macro and loose micro, that
differ in the definition of precision P and recall
R. Let n be the number of mentions, 7T; the true
set of tags of mention ¢ and Y; the predicted set.
Then, we define P = R =1/n) ;" 0(Y; = T;)
for strict; P = 1/ny ;" (|Y; N T;|)/(|Yi]) and
R=1/n)""([YinTi|)/(|Ti|) for loose macro;
and P = (325 [Yi NT[) /(325 [Yi]) and R =
o YanTi)) /(3o 1Ti])) for loose micro.

Parameter Settings. We use pre-trained word
embeddings of size 300 provided by (Pennington
et al.,, 2014). OOV vectors are randomly initial-
ized. Similar to (Shimaoka et al., 2017), all hid-
den states h of the encoder-decoder were set to 100
dimension and mention lengths m to 5. Window
size is w = 15. We bracket left and right contexts
with special start and end symbols. For short left /
right contexts, we bracket with additional different
start / end symbols that are masked out for calcula-
tion of loss and attention weights. Another special
symbol EOL (End Of Label) is appended to short
paths, so that all hierarchical paths have the same
length. We use ADAM (Kingma and Ba, 2014)
with learning rate .001 and batch size 500. Fol-
lowing (Srivastava et al., 2014), we regularize our
learning by dropout of states used in computing
prediction as in Eq. 3 with probability of .5. Simi-
larly, we also drop out feedback connections used
in computing next states as in Eq. 4 with probabil-
ity of .2. We also add Gaussian noise with a proba-
bility of .1 to feedforward weights. The weights of
feedforward units are initialized with an isotropic
Gaussian distribution having mean 0 and standard
deviation .02 while weights of recurrent units are
initialized with random orthogonal matrix.

Results. As shown in Figure 2, we evaluate our
model on dev and test sets after every 2k iterations

and report the performances of the models that are
stable in all form of metrics on dev set. The rea-
son for evaluating on range of models is nature of
collection of dev and test data. We use ¢, = o/,
the coefficient of variation (Brown, 1998), to se-
lect and combine models in application. After an
initial training stage, we compute ¢, for each of
the three metrics for windows of 10,000 iterations,
startpoints have the form 4000 + 6000s. For a
given window starting at iteration 2000¢, we com-
pute ¢, of the three metrics based on the six itera-
tions 2000(¢ +4),0 < ¢ < 5. We select the range
with the lowest average c,; this was the interval
[40000, 50000]; cf. Figure 2. Since train and test
data are collected from different sources, the sen-
sitive strict measure varies with a larger standard
deviation compared to other metrics.

Table 1 shows performance of PthDCode on
test, based on the interval [40000,50000]; av-
erage and standard deviation are computed for
2000(20 + 4),0 < i < 5, as described above.
PthDCode achieves clearly better results than
other baseline methods — FIGER (Ling and Weld,
2012), (Yogatama et al., 2015) and (Shimaoka et
al., 2017) — when trained on raw (i.e., not de-
noised) datasets of a similar size. Attentive en-
coder (Shimaoka et al., 2017) is a neural base-
line for PthDCode, to which comparison in Ta-
ble 1 suggests decoding of path hierarchy rather
than flat classification significantly improves the
performance. Ren et al. (2016) implementation of
FIGER (Ling and Weld, 2012) trained on the de-
noised corpus performs better on strict and loose
micro metrics, but as the training data are differ-
ent, results are not directly comparable. An im-
portant observation in Table 1 is that most of the
improved systems (Ren et al., 2016; Yogatama et
al., 2015) consider entity classification in a hierar-
chical setup either through denoising or classifica-
tion. One can also observe that our model achieves
relatively high increase in terms of loose macro.
The reason for this is mostly because of the macro
F direct dependence on average precision and av-
erage recall, which in our case is relatively high
because of large improvement in the recall.

Table 2 shows that for level-wise comparisons
on loose micro F;, PthDCode improves recall
compared to Yogatama et al. (2015)’s precision
oriented system. We attribute this increase in re-
call and F} to the fact that PthDCode at each step
collects feedback from the preceding level and is
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|| strict macro F| micro Fy

FIGER, L&W 532 .699 .693
Yogatama et al. - - 723
Shimaoka et al. .545 748 716
PthDCode .586+.016 .793+.005 .742+.005
HYENA, Ren et al. .543 .695 .681
FIGER, Ren et al. .589 763 749

Table 1: Entity classification evaluation on origi-
nal data (top four rows). For comparison, we also
provide results by Ren et al. (2016) on denoised
data (bottom two rows).

Level 1 Level 2
‘ P R F P R Fi
Yogatama et al. | .828 .704 .761 | .682 .471 .557
PthDCode ‘ .788 .830 .808 ‘ .534 .641 .583

Table 2: Per-level evaluation

trained end-to-end.

Table 3 shows, for some examples, which five
words received the highest attention on level 1
(L1) and on level 2 (L2). The words are or-
dered from highest to lowest attention. We see
that PthDCode attends to “from” for the location
“Glasgow”, but not for the organization “Univer-
sity of Glasgow”. We also see that some words
appear only on one of the two levels, e.g., for the
mention “Glasgow”, the context word “Glasgow”
only appears on level 2. This indicates the bene-
fit of level-wise attention. The last row shows an
example of two types, /PEOP, /PEOP/Ethnc, that
are correct, but are not part of the gold standard,
so we count them as errors.

4 Related work

Named entity recognition (NER) is the joint prob-
lem of entity mention segmentation and entity
mention classification (Finkel et al., 2005; Mc-
Callum and Li, 2003). Most work on NER uses
a small set of coarse-grained labels like person
and location, e.g., MUC-7 (Chinchor and Robin-
son, 1998). Most work on the fine-grained FIGER
(Ling and Weld, 2012) and HYENA (Yosef et al.,
2012) taxonomies has cast NER as a two-step pro-
cess (Elsner et al., 2009; Ritter et al., 2011; Collins
and Singer, 1999) of entity mention segmentation
followed by entity mention classification. The rea-
son for two-step is the high complexity of joint
models for fine-grained entity recognition. A joint
model like CRF (Lafferty et al., 2001) has a state
space corresponding to segmentation type times
semantic types. Introducing a larger class set into

joint models already increases the complexity of
learning drastically, furthermore the multilabel na-
ture of fine-grained entity mention classification
explodes the state space of the exponential model
further (Ling and Weld, 2012).

Utilizing fine-grained entity information en-
hances the performance for tasks like named en-
tity disambiguation (Yosef et al., 2012), relation
extraction (Ling and Weld, 2012) and question
answering (Lin et al., 2012; Lee et al., 2006).
A major challenge with fine grained entity men-
tion classification is the scarcity of human anno-
tated datasets. Currently, most of the datasets
are collected through distant supervision, utilizing
Wikipedia texts with anchor links to obtain entity
mentions and using knowledge bases like Freebase
and YAGO to obtain candidate types for the men-
tion. This introduces noise and complexities like
unrelated labels, redundant labels and large sizes
of candidate label sets. To address these chal-
lenges, Ling and Weld (2012) mapped Freebase
types to their own tag set with 113 types, Yosef et
al. (2012) derived a 505-subtype fine-grained tax-
onomy using YAGO knowledge base, Gillick et al.
(2014) devised heuristics to filter candidate types
and, most recently, Ren et al. (2016) proposed a
heterogeneous partial-label embedding framework
to denoise candidate types by jointly embedding
entity mentions, context features and entity type
hierarchy.

We address fine-grained entity mention classi-
fication in this paper. A related problem is fine-
grained entity typing: the problem of predicting
the complete set of types of the entity that a men-
tion refers to (Yaghoobzadeh and Schiitze, 2017).
For the sentences “Obama was elected president”
and “Obama graduated from Harvard in 19917,
fine-grained entity mention classification should
predict “politician” for the first and “lawyer” for
the second. In contrast, given a corpus contain-
ing these two sentences, fine-grained entity typing
should predict the types {“politician”, “lawyer”}
for “Obama”.

A common approach for solving hierarchical
problems has been flat classification, i.e., not mak-
ing direct use of the hierarchy. But exploiting
the hierarchical organization of the classes reduces
complexity, makes better use of training data in
learning and enhances performance. Gillick et
al. (2014) showed that addressing the entity clas-
sification problem with a hierarchical approach
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mention predict types | left context right context L1 attention L2 attention
Lexar /ORG, According to Photogra- | have no immediate plans | to cards Ac- | According
/ORG/Comp | phyBlog, SanDisk and to produce XQD or WiFi | cording San- SanDisk
SD cards . Disk . cards and
University /ORG, The study is from the | , Glasgow , UK. The .  Sci- | The . Veteri-
of Glasgow | /ORG/ED- College of Medical , Vet- ences Glas- | nary Sciences
INST erinary & Life Sciences , gow , study
Glasgow /LOC, from the College of Med- | , UK. from . Uni- | from . Glas-
/LOC/city ical , Veterinary & Life versity  the | gow College
Sciences , University of UK Veterinary
Glasgow ,
South /LOC, “The student groups and cul- | cultures “stu- | cultures * stu-
Asian /PEOP, tures are very different | dent cultures | dent The cul-
/PEOP/Ethnc than the East Asian stu- | The tures
dent groups and cultures
Table 3: Top 5 Attention per level (L1/L2). ORG = organization, Comp = company ED-INST =

educational institution, LOC = Location, PEOP = People, Ethnc = ethnicity

through local classifiers for each label in the hier-
archy and enforcing their outputs to follow a sin-
gle path in it improved performance. Similarly,
Yosef et al. (2012) used a set of support vector ma-
chine classifiers corresponding to each node in the
hierarchy and then postprocessed them during in-
ference through a metaclassifier. Yogatama et al.
(2015), using a kernel enhanced WSABIE embed-
ding method (Weston et al., 2011), learned an em-
bedding for each type in the hierarchy and during
inference filtered out predicted types that exceeded
a threshold limit and did not fit into a path. Ren et
al. (2016) showed that mapping a set of correla-
tions, more specifically correlations of the types
in the hierarchy, into an embedding space gener-
ates embeddings for mentions and types. These
embeddings were then used for filtering the noisy
candidate types and for denoising the train corpus.
Ren et al. (2016) also showed that using the de-
noised corpus with baseline methods of (Ling and
Weld, 2012; Yosef et al., 2012) enhanced the per-
formance of those baseline methods significantly.

Recurrent neural networks (RNN) have been
a successful model for sequence modeling tasks.
Introduction of RNN based encoder-decoder ar-
chitectures (Cho et al., 2014; Sutskever et al.,
2014) addressed the end to end sequence to se-
quence learning problem that does not highly
depend on lengths of sequences.  Bahdanau
et al. (2014) included attention mechanism to
an encoder-decoder architecture and subsequently
several other methods used them to improve per-
formance on a range of tasks, e.g., machine trans-
lation (Bahdanau et al., 2014), image captioning
(Xu et al., 2015), question answering (Kumar et
al., 2016), morphological reinflection (Kann and

Schiitze, 2016). Recently, Shimaoka et al. (2016)
and Shimaoka et al. (2017) included attention
weighted contextual information into their logistic
classification based entity classification model and
showed improvement over traditional and non-
attention based LSTM models.

In this paper, we describe the first decoder for
hierarchical classification. It is trained end-to-end
to predict paths from root to leaf nodes and also
leverages attention-weighted sums of hidden state
vectors of context when predicting classes at each
level of the hierarchy.

5 Conclusion

We introduced an entity mention classification
model that learns to predict types from an en-
tity type hierarchy using an encoder-decoder with
a level-wise contextual attention mechanism. A
clear improvement in performance is observed at
each level as well as in overall type hierarchy
prediction compared to models trained in a com-
parable setting and performance close to models
trained on datasets that have been denoised. We
attribute this good performance to the fact that our
method is the first neural network model for hier-
archical classification that can be trained end-to-
end while taking into account the tree structure of
the entity classes through direct modeling of paths
in the hierarchy.

Acknowledgments. We thank Stephan Baier,
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Abstract

In this work, we introduce the task of Open-Type Relation Argument Eztraction (ORAE):
Given a corpus, a query entity @ and a knowledge base relation (e.g., “Q authored notable
work with title X”), the model has to extract an argument of non-standard entity type
(entities that cannot be extracted by a standard named entity tagger, e.g., X: the title of
a book or a work of art) from the corpus.

We develop and compare a wide range of neural models for this task yielding large
improvements over a strong baseline obtained with a neural question answering system.
The impact of different sentence encoding architectures and answer extraction methods
is systematically compared. An encoder based on gated recurrent units combined with a
conditional random fields tagger yields the best results. We release a data set to train and
evaluate ORAE, based on WikiData and obtained by distant supervision.

1 Introduction

Systems for turning unstructured information from textual corpora (such as
Wikipedia and newspaper corpora) into structured representations are crucial tools
for harnessing the vast amounts of data available on-line. Automatic detection of
relations in text allows humans to search and find relevant facts about entities,
and it allows for further processing and aggregation of relational information. A
prototypical user for such a system would be, e.g., an analyst who is interested in
facts about a specfic organization or person, or a social scientist who is interested
in aggregating facts over time for trend detection.

Entity-driven relation extraction is the problem of identifying relevant facts for
a query entity @ (e.g., @ = “Steve Jackson”) in a large corpus according to a pre-
defined relational schema that defines relations such as “Q authored notable work
with title X”. Systems solving this task are often complex pipelines containing
modules for information retrieval, linguistic pre-processing and relation classifica-
tion (cf. Surdeanu (2013)).
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Open-Type Relation Argument Extraction

While the main focus in relation extraction has previously been on relation clas-
sification (i.e., predicting whether a relation holds between two given arguments),
quantitative analysis has repeatedly shown that argument identification (often per-
formed by carefully engineered submodules) has at least as big of an impact on
end-to-end results (Pink et al., 2014; Roth, 2015). Moreover, in previous bench-
marks (Surdeanu, 2013; Zhang et al., 2017), relations have been selected such that
the vast majority of arguments are of standard types (e.g., person, location, organi-
zation) and can be detected by a named entity recognizer. Even for standard named
entity types, argument identification is hard for complex cases like nested named
entities because different levels of granularity are relevant for different relations.

Consider, for example, the following two named entity tagging errors:

o [Popular Kabullora lawmaker [Ramazan Bashardost]pgr , who camps out in
a tent near parliament ...
o [Haiglprr attended the [US Armylorc academy at [West Point/roc -

In the above example, a pipelined system which relies on the tagging output cannot
extract Kabul as the city-of-residence for the query Ramazan Bashardost. It can
also not extract US Army academy at West Point as the school-attended for the
query Haig, even though the relation is expressed explicitly by the verb attended.
Argument identification of nonstandard types (e.g., a title of a book or a work of
art), which is the focus of this work, is even more challenging.

Comparison of end-to-end relation extraction systems, as in the Knowledge Base
Population (KBP) English Slot Filling shared task (Surdeanu, 2013; Angeli et al.,
2014), indicates that recall is the most difficult metric to optimize in entity-driven
relation extraction. Further analysis (Pink et al., 2014) showed that named entity
tagging is, after relation prediction, the main bottleneck accounting for roughly
30% of the missing recall. It is also worth noting that tagging or matching errors
may harm twice: once for missing the correct answer, and secondly for returning
an incorrect answer span.

The key motivation for our research is that identification of the query entity is
relatively easy and causes few errors: string match and expansion heuristics using
information retrieval methods work well and need not rely on entity tagging. In
contrast, identification of the slot filler is hard, especially if a diverse range of entity
types is considered. Consequently, we give the relation prediction model full freedom
to select a slot filler from all possible sub-sequences of retrieved query contexts.

Based on this motivation, we define the task of Open-Type Relation Argument
Extraction (ORAE), a more general form of entity-driven relation classification. In
contrast to the standard setting (which has been the focus of KBP), the key novelty
of ORAE is that slot fillers of any type are admissible; they are not restricted to the
standard entity types like person and location. Broadening the definition of types
at the same time allows us to broaden the definition of relations and we can handle
relations that pose difficulty for standard relation classification.

Most slot filling methods make heavy use of named entity recognition (Zhang
et al., 2016), but named entity recognizers address only pre-defined types (for which
there is training data with annotated entities). Non-standard types cannot be recog-
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nized without special engineering (e.g., compiling lists of entities or writing regular
expressions). To address this, we propose a set of new relation argument extraction
methods in this article that do not require a named entity recognizer.

In summary, this article makes the following contributions:

e The formulation and motivation of Open-Type Relation Argument Extraction
(ORAE) as a problem in information extraction, and a novel dataset for
Wikidata relations that contain an argument that is of non-standard type.

e A range of different neural network architectures for solving ORAE and their
evaluation in extensive experiments:

— We compare different neural architectures (encoders) for computing a sen-
tence representation suitable for argument extraction. The proposed en-
coders are based on convolutional networks (Collobert et al., 2011), re-
current networks (Chung et al., 2014), and self-attention (Vaswani et al.,
2017).

— We compare different neural architectures (extractors) for extracting an-
swers from this sentence representation. The proposed extractors are based
on pointer models (Vinyals et al., 2015), linear chain conditional random
fields (Lafferty et al., 2001; Lample et al., 2016), and table filling (Miwa
and Sasaki, 2014).

2 Encoding and extraction architectures

A big class of errors in end-to-end relation extraction systems are missing or inexact
named entity tags and, in a pipelined model, lost recall cannot be regained (Pink
et al., 2014; Roth, 2015). The models we propose aim at overcoming this problem
by skipping the named entity recognition step altogether, and instead predicting
a slot filler (or none) for query entities and the relations of interest. Our models
do not perform a separate task of entity recognition; but of course they have to
do entity recognition implicitly since extracting a correct slot filler requires correct
assessment of its type and correct assessment of the type of the query entity. The
aim of this work is to develop models that predict knowledge graph relations for
concepts that have non-standard type in a query-driven setup, and to explore a
wide range of possible solutions to this problem.

Figure 1 shows the general setup in which our argument prediction models can
be applied. The practical scenario is one where a user seeks to extract relational
information from a large text corpus for a list of relevant query entities and relations
(depending on the query entity type, Surdeanu (2013)). We call this scenario query-
driven KBP. In query-driven KBP, input to the argument prediction model is a
context that has been provided by the retrieval system for the relevant query entity,
for example:

e Query: “Alexander Haig”
e Context: “Haig attended the US army academy at Westpoint.”

The relation of interest is also provided to the model (if there are several possible
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Query entities

Lagos Inc.
Steve Jackson

Candidate instances

Relations

org:product
per:notable_work

Input: Lagos is a
i privately held jewelry
reieeeeeeennneeeeeemeaaat % | COMpany based in

‘ Instance creation: . | Philadelphia : a . i
i o o p : Argument:'>°’9- product(Lagos Inc., jewelry)
i Query Matching . | Query match: Lagos EP"EdlCth"E

Corpus

Relation: org:product

Fig. 1. Schematic overview of a query-driven knowledge base population system.
The focus of this work is developing an argument prediction component that can
extract non-standard entities.

relations for a query type, several instances are created). In traditional approaches
to query-driven KBP, the query and a second potential argument is marked by
named-entity tagging, and a simple classification prediction has to be made for all
potential relations, for example:

o “[Haigquery attended the [US armylanswer academy at Westpoint .”
works-for = Yes/No?

o “[Haigquery attended the [US armylanswer academy at Westpoint .”
school-attended = Yes/No?

o “[Haiglouery attended the US army academy at [Westpoint/answer -
born-in = Yes/No?

”

In our ORAE approach, the answer has to be identified simultaneously with
deciding whether the relation holds or not.

o “[Haiglguery attended the US army academy at Westpoint .”
works—-for = Answer?
school-attended = Answer?
born-in = Answer?

We conceptually break our models for argument prediction down into three com-
ponents:

e Lookup layer: Representation of the context sentence. We use the same
input representation throughout our experiments.

e Encoder: Layers that compute a representation for every position in the
sentence, combining information from other positions.
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Output jewelry

Relation emb. (repeat)

Position embs.

Lookup Suffix embs.

Prefix embs.

Input representation|

Word embs. ’ Relation emb.

Input <QUERY> is a jewelry company org:product

Fig. 2. Lookup layer and architecture overview.

e Extractor: Last part of the architecture; it computes the extracted answer
as the output.

A model consists of the lookup layer followed by an encoder layer, followed by a
decoder layer. The remainder of this section provides a detailed discussion of layer
variants.

2.1 Lookup layer

In our problem formulation (argument extraction), a query entity and relation of
interest are provided to the model, and the missing argument has to be found. The
model is therefore conditioned on the query, and it has knowledge of the query
position. We indicate the query position through wildcarding, where we replace the
query by a special token <QUERY>, and additionally we also use position embeddings
to indicate the distance of other tokens to the query position. The relation in
question is already provided at this stage to the model through the learned relation
embeddings. There is one embedding per relation.

Specifically, the lookup layer provides embeddings for five types of information
useful for answer extraction that are concatenated for each position in the input
context (see Figure 2). For input position ¢, the input representation vector e; is a
concatenation of vectors:!

e = [e(wi); e(pi); e(si); (i — j); e(r)] (1)

e Word embeddings (embedding size 100). Words contained in the pretrained

! Vectors are column vectors by default. Semicolons [--- ;---] indicate vertical stacking
along the column-axis, and commas [--- ,---] indicate horizontal concatenation along
the row-axis.

66



Open-Type Relation Argument Extraction

GloVe vectors? are initialized with those vectors, otherwise they are initialized
randomly. The vector e(w;) is the embedding of w;, the word at position 4.

e Affix embeddings. Prefix and suffix embeddings (length: 2 characters, em-
bedding size: 100) are learned in order to capture simple part-of-speech or
named entity type generalization patterns (capitalization, morphological in-
dicators). The vectors e(p;) and e(s;) are the embeddings of the prefix and
suffix of w;.

e Position embedding. Since the first experiments using convolutional neural
networks (CNNs) for relation extraction (Collobert et al., 2011; dos Santos
et al., 2015) encoding the relative position to relation arguments has been
key to good performance. We encode the relative position with respect to
the query. Position encoding is used for all extractors, not only CNNs. The
vector e(i— 7) is the embedding of the relative position (i —j) w.r.t. the query
position (j). The position embedding has size 10.

e The relation embedding identifies the relation to the model and is repeated
for every position in the input context. The vector e(r) is the embedding of the
relation r. The relation embedding size is set to 12, the number of relations.

We denote the dimensionality of the input representation as k (k = 3 % 100 +
10 4+ 12 = 322). All embedding vectors are fine-tuned during training. The k x n
matrix containing the input representations for all n positions is denoted by F =
[ela T 7en]~

2.2 Encoders

The sentence encoder translates the output of the lookup layer with neural net-
work architectures that consider a wider context. We use three different alternative
instantiations.

2.2.1 RNN encoder

In the recurrent neural network (RNN) encoder architecture, each candidate sen-
tence is encoded by two layers of bi-directional Gated Recurrent Units (GRU)
(Chung et al., 2014) with a hidden size of 200 (100 per direction). The hidden rep-
resentation for position 7 in the first GRU layer is the concatenation of a left-to-right
and a right-to-left GRU hidden state. It is denoted by:

h( = 0w (2)
Where the GRU hidden states are computed via the recurrences:
- -
h{" = GRU(h Y e) 3)
W = cru(h ) (4)

2 https://nlp.stanford.edu/projects/glove/
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The second layer GRU takes the first layer as input and computes

h§2) = [ﬁgz); <HE2)] accordingly:
n® = GRU(W®,, n") (5)
7® = gru(h®, 0" (6)

We did not observe a significant increase in performance on development data
when using more layers, so the encoder output for the RNN encoder is h#*VN = hz(-Z).

2.2.2 CNN encoder

CNN s are used with padding such that the number of input steps equals the number
of output steps. We use 4 different filter widths: 3, 5, 7 and 9. For each filter width,
we stack 3 layers with 32, 64 and 128 filters respectively. The ReLU activation is
applied to each filter, and dropout (drop probability of 0.2) is applied between the
convolutional layers. The outputs of the last layer (for each filter width), and the
relation embedding, are concatenated and used as input for the answer extractor.

More specifically, for filter width 3, the first layer CNN computes a 32-dimensional
representation vector hgm) (we write hl(vl;z) for filter width x) where each en-

try hgljig) is computed from the input representation using the 3 * k - dimensional

weight vector W?;g) for a particular filter f, and the ReLU activation:?
hz(’ljlg) = RBLU(W;1;3)TG[Z‘,1:Z'+1]) (7)

where ef_1.i+1) = [ei_1;€;;€;11] and ReLU is defined component-wise as
ReLU(x) = max(0,x).
The second (and third) layer CNN computes a representation of size 64 (and 128)
using the analogous formula:
(2:3) _ (2;3)Ty, (1;3)
h 3" = ReLU(w ™" hy 1) (8)

(Respectively hf’f;?’) = max(0, W§03;3)Thffi31);¢+1]) for the final third layer.)

The analogous formulas are applied for filter widths 5,7 and 9 (only considering
wider contexts [i—2 : i+2] etc). The final output of the CNN encoder is the concate-
nation of the 3rd layer output for each filter width. For the CNN architecture (but
not for the other encoders), we observed small improvements on the development
data by again concatenating the relation embeddings at each position:

BV (B b B o) )

2.2.8 Self-attention encoder

A third encoder uses the multi-headed self-attention architecture of Vaswani et al.
(2017) to get an encoding for each position in the sequence. In self attention, the
input representation for each position is used as a query to compute attention

3 We omit the bias term in affine transformations for readability.
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scores for all positions in the sequence. Those scores are then used to compute the
weighted average of the input representations.

In multi-headed self-attention, input representations are first linearly mapped
to lower-dimensional spaces, and the output vectors of several attention mecha-
nisms (called heads) are concatenated and form the output of one multi-headed
self-attention layer. An attention head a encodes a sequence of input vectors into
a sequence of output vectors hz(»a). Different heads pay attention to (i.e., put
weight on) different parts or interactions in the input sequence. Different heads
are parametrized independently (the respective parameters are marked by a super-
script (a) to indicate that they are head-specific).

For one attention head a in the first self-attention layer, we obtain the vector for
position :

h{® = Attention(W9@e,, WK@ E WV () E) (10)

where W4(@) K@) 1V(@) are linear transformations (matrices specific to head a)
to map the input representation into lower-dimensional space, and the matrix
E = [ey,...,e,] is the matrix that contains the input representation (e.g., from
the lookup layer, Section 2.1). The function computing the resulting vector (from
q = Wilde,, K = WK@OFE and V = WY E) is defined by:

Attention(q, K, V) = V softmax(K ' q) (11)

We follow the setup described in Vaswani et al. (2017) and use 8 attention heads
(each with a hidden size of 25 resulting in an overall hidden size of 200). The input
to the self-attention mechanism is transformed by a feed-forward layer (output size
200, ReLU activation), and the output of the attention heads at each position is
followed by two feed-forward layers (output sizes 400 and 200, ReLU activations)
One self-attention layer (the combination of self-attention heads and feed-forward
layers) is stacked 3 times. More repetitions did not yield significant improvements
on development data. See figure 3 for a diagram depicting the architecture of one
self-attention layer.

We deviated from the setup described in Vaswani et al. (2017) in the following
ways, each of which improved the performance on the development data:

1. We included residual connections that add the input of the self-attention
mechanism directly to the output, rather than having two residual connections
within each layer.

2. We used batch normalization (Ioffe and Szegedy, 2015) rather than layer
normalization (Ba et al., 2016) after concatenation of the attention heads
and the MLP, respectively.

As for the RNN and CNN encoders, the result is a vector representation h{‘TTN
for each position in the sentence.

2.3 FExtractors

Extractors take the encoder output and predict the argument span (conditioned
on the query entity and the relation of interest). If there is no argument for the

69



Open-type relation argument extraction
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Self-attention mechanism
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Fig. 3. Schematic diagram of self-attention layer.

relation of interest, the empty span is returned. We use three different architec-
tures for argument extraction. In the following, the encoder output at position
is denoted by h;, irrespective of whether it stems from the RNN, CNN or self-
attention encoder. The matrix H represents the encoder outputs for all positions
in the sentence, its dimensionality is length of the sentence times encoder output

size.

2.3.1 Pointer network

Pointer networks (Vinyals et al., 2015) are a simple method to point to positions
in a sequence by calculating scores (similar to attention), normalizing them using
softmax and taking the argmax. In our case, two pointers are predicted, pointing
to the start and end positions of the relation argument.

Figure 4 (left third) shows the processing flow for the pointer network. First,
a summary vector s is computed for the whole sentence by max-pooling over the
sentence encoder representation (output of “Encoder” in Figure 2), and applying a
fully connected layer with ReLU activation:

§ = ReLU(W?Pool(H)) (12)

where Pool returns a vector containing the row-wise maximum of a matrix and W*
is a learned affine transformation.

A binary label is predicted through logistic regression from the summary vector
§; this label indicates whether the sentence contains an answer argument or not.
The summary vector § is also used as a context vector to compute the pointer scores
for predicting the start position, in a way similar to attention modeling. For each
position in the sentence, the summary vector is concatenated with the encoder
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Pointer Network Neural CRF Tagger Table Filling
B ﬁ end index
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Fig. 4. Three extractor frameworks described in Section 2.3 for predicting an answer
span (from position 3 to 5 in this example, indicated by gray shading) from the
encoder outputs h;.

output representation h; at this position, and from this a score is predicted (using
a MLP with one hidden layer of size 200) indicating how strongly this position
should be associated with the start of a relevant argument. The softmax gives a
distribution over the start positions:

p(start = i) = softmax(M LP([s; h;])) (13)

The end position is predicted by the same mechanism, but in this case the
context vector is not the summary vector 8. Instead, the softmax distribution over
start positions output by the previous step is used as the context vector (and
concatenated with the encoder outputs h; for score prediction). For sentences that
do not contain an answer argument, the start and end positions are set to point
to the query entity position during training. This way we hope to bias predictions
to be closer to the query entity position. At test time we exclude any predictions
where either the probability that an answer is less than or equal to 0.5, or where
the span overlaps with the query entity position.

2.3.2 CRF tagger

The Conditional Random Field (CRF) tagger model predicts the answer span by
predicting the label "I" for the answer, and "0" otherwise. As in previous work
combining neural networks with CRFs (Collobert et al., 2011; Lample et al., 2016),
the CRF combines local label scores, obtained from the features of the previous lay-
ers, with learned transition weights in order to obtain sequential label consistency:
For an entire label sequence y = (y1,¥y2, -, Yn) the global score is defined as:

s(H,y) = Z yiyitr T Zsz Yi (14)
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where A is a (learned) matrix of transition scores from label y; to label y;11 (a
special start label yo is assumed), and s;,, is the local label score for label y;,
obtained by a (learned) linear mapping from h;.

Viterbi decoding is used to find the predicted answer spans. The local label scores
are also used in our system to assign a confidence value and to find the most likely
answer span if there are several predicted spans.

2.83.8 Table filling

The table filling extractor jointly looks at pairs of sentence positions, and decides
for each pair whether they are start and end positions for the query and relation
on which the network is conditioned. For a start position ¢ and an end position j,
the table filling model decides whether those positions describe the start and end
of the sought answer. The table filling model uses the encoder outputs h;, h; as the
input for this binary decision (I: subspan is answer, 0: subspan is not an answer,
see Figure 4, right diagram).

Compared to the pointer network (three model outputs: label, start, end) and
the CRF tagger (number of model outputs = length of sequence), the table filling
model has the most number of outputs to predict, as it needs, in principle, to pair
each position in a sentence with all other (subsequent) positions in the sentence.
To reduce the amount of computation that follows from this quadratic complexity,
we limit the maximum length of representable answers to be 5 (which covers 98%
of actually occurring answers). Note that — even though we exclude a large number
of “negative” cells from the table and do not do any prediction for them — the vast
majority of output cells still has the negative label (all but 1 pair of positions is not
a relevant relation argument), introducing a strong bias which may make it harder
for the model to predict a positive label at all. For the combination with the CNN
encoder, it was necessary to double the weights for the positive class, following
Giilgehre et al. (2016), to deal with the highly skewed distribution of output classes
(otherwise the table filling model would predict no answers).

For each pairing (4,7) of potential start and end positions, we concatenate the
encoder vectors for the two positions, and predict the corresponding cell value of
the table. Logistic regression is used for cell prediction :

plis_answer = True|start = i,end = j) = o([h;; hj]Twtabe)) (15)

where a different weight vector w9 is learned for each answer length.

We experimented with deeper architectures for cell value prediction, but did not
observe any improvements, presumably due to the overwhelming majority of cells
with a negative label.

2.4 Hyper-parameters

The following hyper-parameters were tuned on the development data (according to
instance level accuracy) (Bengio, 2012) over the ranges given below. For tuning,
the encoders were paired with the pointer network extractor (which is most similar
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to the Bidirectional Attention-Flow baseline, Section 4.2.1). We did not tune any
hyperparameters specific to the extractors.

e learning rate: {0.1,0.01,0.001}

e number of CNN/GRU/Self Attention layers: {1, 2, 3,4}

e CNN, maximal window size: {5,7,9}

e CNN, maximal number of filters: {64, 128,256}

e Self-Attention, output size*
{50,100, 200, 400}

e GRU, hidden size: {50,100, 200, 400}

(=number of heads * head size):

The resulting hyper-parameter choices are reported in the Sections describing
the respective submodels. We use the 100-dimensional pretrained GloVe vectors of
Pennington et al. (2014) and did not experiment with other word vector variants.
The the size of the relation vector is equal to the number of relations (12, as for
one-hot-encoding, but with the flexibility to arrange similar relations closer to each
other in embedding space). We found that for the position embedding size a value
equal to the square root of the maximum relative distance (in our experiments 10)
gave good performance, and increasing it further did neither improve nor hurt the
model. All models use the Adam optimizer, the best value for learning rate was 0.01
for all models. We found that larger batch sizes in general yielded better results
than smaller ones, resulting in a batch size of 512 (which was the largest we could
efficiently process on our infrastructure).

3 Data set

The models for predicting knowledge graph relations between entities that have non-
standard type, proposed in the previous sections, are evaluated using a distantly
supervised data set that we extracted from WikiData and Wikipedia specifically
for this purpose.

We first identify relations that meet three specific criteria and retrieve entity
pairs for these relations. The three criteria are the following:

(a) Non-standard type. We look for relations that have one argument of a
standard type, the query, and one argument of a non-standard type, the slot.
Training and evaluation are done for the task of identifying correct fillers
for the slot. We consider the MUC-7 named entity types (location, person,
organization, money, percent, date, time) as standard types (Chinchor and
Robinson, 1997).

(b) Open class. There must be a wide range of admissible values for the slot
in question (i.e., the answers must be relational, not categorical (Hewlett
et al., 2016)). For example, the WikiData relation P21 (sex or gender) has
a non-standard argument slot, but only a handful of distinct possible values
are attested in WikiData; so P21 is not a relation that we consider for our

4 Following Vaswani et al. (2017), we use 8 heads.
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relation

example sentence

per:occupation
per:position_held
per:conflict
per:notable_work
per:participant_of
per:award_received
per:field_of_work
org:industry
per:noble_family
per:ethnic_group

org:product
gpe:office

[Alan Aubrylg ( born 24 September 1974 ) is a French
[photographer] 4 .

Under pressure , former [Tdnaiste] 4 [Erskine H. Childers]g
agreed to run .

It is named for [Henry Knoz]g , an [American Revolution-
ary War] s general .

In the [Steve Jackson]g Games card game [Munchkin]ga ,
there is a card called “ Dwarf Tossing ” .

[Ahim]g was listed among the top ten goalscorers at the
[2008 Olympics]a tournament .

[Alex Smith]g’s name was put on the [Stanley Cupla in
1927 with Ottawa .

While teaching at Berkeley , [John Harsanyi]g did exten-
sive research in [game theory]a .

Select stores offer [fast food]s outlets such as [Subway]g
and Taco Bell .

Stefan was the son of Lazar and his wife [Milicalg , a lateral
line of [Nemanjid] 4 .

[Hamdi Ulukaya]g was born in 1972 to a [Kurdish] 4 family
in Turkey .

[Lagos]g is a privately held American [jewelry] 4 company
Brown was the de facto [premier|s of [Province of
Canadalg in 1858 .

Table 1. The table gives, for each relation, its name and an example sentence.

(Query entity and correct answer entity are indicated in brackets.)

train dev test
#instances 673.677 340.050 335.883
#positive instances 224.559 113.350 111.961
#fact triples 132.983 66.925 66.697
#query entities 89.349 46.967 47.155

Table 2. Number of instances, positive instances, distinct fact triples and distinct

query entities for training development and test data.

dataset. As a threshold, we require Wikidata to contain at least 1000 distinct
values for the slot in question.

(c) Substantial coverage. There must be a large number of facts (argument
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relation id #sentences
per:occupation P106 57693
per:position_held P39 47386
per:conflict P607 20575
per:notable_work P800 18826
per:participant_of P1344 14646
per:award_received P166 13330
per:field_of_work P101 13059
org:industry P452 12352
per:noble_family P53 9260
per:ethnic_group P172 7169
org:product P1056 6482
gpe:office P1313 3781

Table 3. The table gives for each relation its name, Wikidata id and number of
training instances.

pairs) in Wikidata for a relation to be eligible for inclusion in our dataset. We
require the minimal number of facts to be 10,000 for each relation.

We check criterion (a) using the WikiData relation descriptions. We use the
WikiData query interface® and the SPARQL query language to check criteria (b)
and (c), and to retrieve entity pairs (and their surface forms) for all relations.
The relation entity pair tuples are randomly split into training (50%), development
(25%) and test data (25%).

In a second step, we retrieve sentences containing argument pairs (distant su-
pervision sentences). An English Wikipedia dump (2016-09-20) is indexed on the
sentence level using ElasticSearch.® For each relation argument, aliases are obtained
using Wikipedia anchor text and the query expansion mechanism of the Relation-
Factory KBP system (Roth et al., 2014). Up to ten sentences are retrieved for each
argument pair. Although criterion (c) requires a minimum number of 10,000 facts,
we are not able to find a distant supervision sentence for every pair. Therefore,
the number of actually occurring facts is less than 10,000 for some relations. For
each positive instance (sentence-relation-argument tuple), we sample two negative
instances by replacing the relation with different relations (uniformly chosen at
random).

Table 2 gives an overview of the training, development and test data sizes. Table 3
lists the relations, together with the number of training sentences for each relation.

® https://query.wikidata.org/
6 https://www.elastic.co/
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Pointer Network Neural CRF Tagger Table Filling
P R F P R F P R F

ATTN 75.50 73.51 7449 7239 76.41 7435 7811 73.78 75.89
CNN 78.23 80.62 79.41 82.59 76.84 79.61 78.47 79.76 79.11
RNN 78.80 79.17 78.99 82.53 81.19 81.86 77.92 81.44 79.64

Table 4. Each cell contains P/R/F on tuple level. The best values for each encoder
(i.e., per row) are underlined, the best values for each extractor (i.e., per column)
are marked in bold.

We renamed the Wikidata ids to be more readable (similar to TAC KBP relations”):
the names contain the entity type of the query argument as a prefix.®

4 Experiments
4.1 FEvaluation setup

Each encoder architecture is combined with every extractor architecture. We com-
pute accuracy, precision, and recall by assessing exact string match. We compute
accuracy on a per-instance (query-relation-context) level. For precision, recall, and
f-measure, two variants are computed: instance-level and tuple-level.

In the instance-level setup, the items which are considered are combinations of
query-relation-context-answer (where contexrt is a particular sentence represented
by its id, and answer is the missing argument that is to be extracted). In the tuple-
level evaluation, the sentence id is ignored, and the same fact-tuple is counted only
once, even if it has been extracted from several sentences, i.e., the items to be
considered are combinations of query-relation-answer. The tuple-level evaluation
measures how well the ground-truth facts are recovered, i.e., it corresponds to the
quality of a knowledge graph obtained with the extraction algorithm, since repeated
extractions are only counted once.

Precision and recall are computed from the sets of items, where relevant =
set(correct items) and retrieved = set(predicted items); the f-measure is computed
as usual f =2pr/(p+r).

_|relevant N retrieved|

[retrieved|

_|relevant N retrieved|

[relevant|

" https://tac.nist.gov/about/index.html
8 The dataset and code are released at http://cistern.cis.lmu.de/orae/.
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4.2 Baselines
4.2.1 Argument extraction using Bidirectional Attention Flow

Levy et al. (2017) formulate relation extraction as a reading comprehension prob-
lem: for each relation, a set of natural language questions is written by humans, and
answers are extracted using the Bi-Directional Attention Flow (BiDAF) network
(Seo et al., 2016). In one of their experiments (the “KB Relations” setting), they do
not provide the full questions, but rather give the relation as an un-analyzed atom
(the question corresponds to the relation as the only pseudo-word). This setting is
applicable to our problem definition (and is simultaneously their best performing
setup), hence we choose this system as a baseline. Since Levy et al. (2017) adapted
a question answering model to the task of relation answer extraction, some parts of
the model setup that help with analyzing natural language questions (such as the
attention mechanism that aligns parts of the sentence with parts of the question)
are superfluous and not helpful for our task. A number of elements of BIDAF are
similar to our model, but instantiated in a different way. (i) Seo et al. (2016) use
character embeddings, we use prefix and suffix embeddings. (ii) In BiDAF, atten-
tion is driven by the query. In one of our settings, we use self-attention where any
input information (words or relation) can recombine information from the whole
sentence. (iil) Similar to the prediction of start and end points in Seo et al. (2016),
one of our architectures is a pointer network. We compare this to two other design
choices for predicting the answer span.

4.2.2 Relation classification using Positional Attention

We also compare to the Position-aware Attention (PosAtt) model of Zhang et al.
(2017), a strong relation classifier that can be used in a pipelined setting. The
PosAtt model requires as input a sentence with the query and an already identified
(by sequence tagging or string matching) answer candidate. PosAtt encodes this
input with a neural architecture that summarizes the sentence using an attention
mechanism that is aware of query and answer candidate positions, and predicts a
relation for the encoded sentence.

Since the relations in ORAE are of non-standard type, and cannot be detected by
off-the-shelf named entity taggers, we identify answer candidates by string match-
ing: Potential answers for a relation are all substrings in a sentence that were
arguments for that relation in the training data.

4.3 Results and analysis
4.8.1 Architecture comparison

Table 4 compares all combinations of encoder and extractor architectures intro-
duced in the previous sections. In order to keep the overview uncluttered, we only
show tuple-level results in Table 4. See Table 5 for additional instance-level results
for selected architectures.

Encoders. For the encoder architectures, one can see that the self-attention
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tuple level instance level
P R F P R F Acc

BiDAF 70.86 78.76 74.60 76.35 75.84 76.10 90.11
PosAtt 83.65 7211 T7.45 — - - -

CNN/CRF 82.59 76.84 79.61 86.25 73.48 79.35 90.02
RNN/Table 77.92 81.44 79.64 82.31 78.38 80.30 91.03
RNN/CRF 8253 81.19 81.86 86.20 78.25 82.03 91.55

Table 5. Comparison with Levy et al. BIDAF model, and Zhang et al. PosAtt model
applied to our task. Reported results are P/R/F on tuple level and P/R/F/Acc on
instance level. Best results per column marked in bold.

mechanism (ATTN) is the weakest (although competitive to the baselines, see be-
low), reaching an f-measure of 75.89 in the best combination.’

Good results are obtained by the CNN encoder, with the f-measure reaching
79.61 (and with similar results obtained when different extractors are chosen). A
slightly higher f-measure of 81.86 is achieved with the RNN encoder, however, for
this encoder, results vary more depending on the choice of extractor.

Compared to RNN and CNN, self-attention modeling is the least local of
all three encoders, as it can incorporate information from the entire sentence by
the same mechanism; positional information is only captured via the positional
embeddings. The comparatively weak performance of the ATTN encoder indicates
that some locality bias may be beneficial for argument extraction (higher influence
of neighboring words, distance to query), and that non-local modeling, only relying
on positional embeddings, is not sufficient.

The CNN encoder is the most local of all encoders: information of neighboring
words is combined using the stacked filters. The only long-range dependency that
can be captured is the distance to the query (via positional embeddings). The
relatively good results of the CNN encoder indicate that most relevant information
can be captured by this mechanism.

The RNN encoder can use all non-local information via its bidirectional re-
currences, but at the same time RNNs have a bias towards local information as it
needs to go through fewer transformations. In our experiments this way of encoding
the entire sentence information via RNNs yields the best results overall.

Extractors. The pointer network is for none of the encoders the best extrac-
tor. However, differences to the other extractors are relatively small. The limitation
of the pointer network is that decisions for start and end position are not optimized
jointly (the score distribution over end positions cannot influence that over start
positions), and this fact may limit the model to gain the last percentage points of
extra performance needed.

9 Unless indicated otherwise, we discuss tuple-level scores.
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The neural CRF tagger is the best extractor for both the CNN and the RNN
encoder, achieving the best results overall. Start and end position are jointly mod-
eled and globally optimized via the tag sequence and the transition scores.

The table filling extractor models start and end positions jointly by design.
The biggest difficulty for the table filling extractor is the fact that the number of
negative labels (combinations of start and end positions that do not constitute a
correct answer) grows quadratically with the sentence length. Without correcting
for this imbalance by doubly weighting positive labels in the objective function,
recall values would be extremely low — for the CNN encoder without this reweighting
no answer would be extracted at all. Despite its relatively good performance, the
table filling extractor is therefore less stable than the pointer network or CRF
extractor.

Lookup layer. We include an ablation analysis, to examine how different input
representations interact with encoder layers and end-to-end models. For each en-
coder architecture, we take its best combination with a decoder and compare its
performance using the full input representation and its performance with a reduced
input representation (in terms of tuple-level f-measure), we report this difference
in Table 6. We ablate word embeddings, affix embeddings, position embeddings,
and we compare to a setup where the query is not wildcarded. We also compare to
a setup where the relation of interests was not given to the model (i.e. the model
loses the capability to distinguish between different relations).

The CNN and RNN models rely more on word embeddings, while the the
self-attention model relies more on affix embeddings. Position embeddings
are crucial for the self-attention encoder (Vaswani et al., 2017), in contrast, CNN
and RNN model sequential order by design and do not depend on position embed-
dings. Query wildcarding is the most important factor in representing the input.
Without query wildcarding, the model may be prone to overfit the queries seen
during training, and moreover the information about what element in the sentence
is the query is passed on to the model only via the relative position embeddings.
Not surprisingly, relation embeddings are essential to the performance of the
models.

Architecture Word Affix Position Query Relation

ATTN~+Table 0.16 1.73 3.54 4.89 50.76
CNN+CRF 2.63 0.16 0.16 2.87 74.06
RNN+CRF 2.73 0.05 -0.29 3.71 79.99

Table 6. Performance of full input representation minus performance of re-
duced input representation, for Self Attention+Table Filling, CNN+CRF Tagger,
RNN+CRF Tagger. Ablated elements: Word embeddings, affix embeddings, posi-
tion embeddings, query wildcarding and relation embeddings.
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4.8.2 Baselines

Table 5 shows the performance of the BIDAF architecture adapted to relation ex-
traction as in Levy et al. (2017) upon training and testing on the open-type rela-
tion argument extraction task. We provide a full comparison (precision, recall, f-
measure, accuracy; instance and tuple level) of this baseline to our best-performing
(by tuple-level f-measure) encoder-extractor architectures (RNN/CRF, CNN/CRF
and RNN/Table).

The number of instances considered in PosAtt differs from that in answer ex-
traction models (BiDAF and our approaches), since for one query and relation (an
instance in answer extraction) there can be many or no answer candidates. We
therefore only consider tuple-level scores for comparison with PosAtt. PosAtt does
not have the freedom to predict any substring as an answer since it depends on an-
swer candidate identification as a preceding step in a pipeline. It consequently has
the lowest recall of all considered models. The good precision of PosAtt indicates,
however, that it is a very strong relation classification model.

As for uninformed baselines (like NER-based pipelined systems, that cannot de-
tect non-standard types), always predicting the empty answer would yield an ac-
curacy of 66.67%. For the f-measure there is no simple uninformed baseline, so the
base score for the f-measure would be close to 0. Hence, all models perform quite
well on the task, extracting answers with accuracies of ~ 90%.

Clearly, our best performing Neural CRF Tagger has approximately +7% ab-
solute better f-measure in both instance and tuple wise evaluation. We attribute
the improvements of most of our encoder-extractor based models to the following
design choices:

e We wildcard the query entity (<QUERY> in Figure 2). This directs extractors
to focus their search for the slot filler on the vicinity of the query. Since most
answers occur close to the query, introducing this bias improves performance.
Wildcarding also prevents overfitting since the model cannot learn from the
specific lexical material of the query.

e The combination of prefix and suffix embeddings is advantageous because
most of the information about possible nonstandard entity types that is not
already captured by word embeddings is captured by these two affixes.

e BiDAF devotes modeling capacity to bidirectional attention (in order to detect
relevant parts of a question), which is irrelevant in the relation scenario since
the “question” is represented as exactly one token, i.e., the relation itself.

e CRF and Table-filling answer extraction can model start and end positions
jointly, while BiDAF predicts them independently.

To summarize, our experiments indicate that for relation argument extraction,
an RNN network with a tagging based answer extractor is superior to extractors
based on table filling or based on the prediction of start and end positions (as often
done by question-answering systems such as BiDAF).
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4.3.8 Discussion

We have extended and redefined the problem of slot filling to the task of open type
relation argument extraction (ORAE). The type of model we have proposed to
address ORAE is not just a model that solves relation classification (or slot filling);
it also jointly solves the task of finding the entities.

There are several advantages to this extension and redefinition of slot filling.

e In ORAE, the model can use all available information in the sentence and
optimize decision thresholds for the task at hand (i.e., filler identification),
avoiding tagging errors that it cannot recover from.

e In ORAE, the model can be trained by distant supervision. As long as there
are surface strings of entity pairs from a knowledge base, the model can be
trained. The co-occurrence requirement for two entities during training also
provides some disambiguation and filtering of spurious matches.

e Our definition of ORAE treats standard and non-standard named entity types
in completely the same way. This enables us to detect non-standard slot fillers
like job titles, products and industries that approaches based on named entity
tagging have difficulties with.

One shortcoming of the setup we presented in this article is that only one answer
is predicted per query instance. Although the model architecture can easily be
reformulated for a more general setting, the problem lies with the sparse distant
supervision training data that only rarely contains matches with multiple answers
within a given context. Given this lack of training data, it is not clear how the
parameters of such a more general model should best be estimated.

5 Related work

In opinion recognition, early work has focused on extracting opinion holders and
opinion items with CRFs and integer linear programming (Choi et al., 2006). See
(Culotta et al., 2006) and (Hoffmann et al., 2010) for other approaches to argument
tagging using traditional feature-based CRFs. This line of research has recently been
extended (Katiyar and Cardie, 2016) to a neural tagging scheme, where relations
(and the distance to the related token) are predicted per token by a long short-
term memory network (LSTM, (Hochreiter and Schmidhuber, 1997)). This setting is
quite different from ours since prediction is not conditioned on a query entity; apart
from the different problem formulation, this also implies that the model cannot be
trained with incomplete annotation via distant supervision (Mintz et al., 2009),
since training needs all labels to be present (not just those for the query Q). Zheng
et al. (2017) use a tagging scheme similar to (Katiyar and Cardie, 2016) to annotate
relation arguments in sentences. They do not condition on a query entity and need
to downweight non-argument labels to overcome sparsity in the training data.
Similarly, table filling models have been developed to extract entities and rela-
tions, see (Miwa and Sasaki, 2014) for the original feature-based formulation and
(Miwa and Bansal, 2016) for an RNN-based extension of the model. In contrast to
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our work, this model requires fully annotated data (no distant supervision), and
therefore has only been applied to relations with standard named entities (person,
location, organization), where the motivation for open-type argument extraction
is less strong. Another extension (Gupta et al., 2016) obtained improvements by
relying on already identified named entity spans. We compare a variant of neural
table filling that does not rely on any of these conditions with a range of alternative
argument extraction methods.

Wikireading (Hewlett et al., 2016) is the task of extracting infobox properties
from Wikipedia articles about a certain entity (similar to (Hoffmann et al., 2010)).
Some aspects of Wikireading are easier than the problem we are dealing with, for
example, it is guaranteed that there is an answer for every paragraph in the dataset,
and the query entity is guaranteed to be the topic of the article. Other aspects are
more difficult, for example, only 46% of the answers in the data set are contained
as exact strings, the majority has to be inferred. In contrast, we are concerned
with the problem of predicting whether relations hold between mentions as they
are expressed in text.

Another approach to overcoming reliance on named entity recognition in rela-
tion extraction is to do segmentation of text heuristically based on part-of-speech
patterns and cooccurrences, and then to proceed in the traditional instance-based
paradigm (Ren et al., 2017).

Traditional relation classification and, more generally, work deciding whether
a relation holds between two identified subparts of a sentence is also relevant.
Collobert et al. (2011) combined CNNs with position embeddings and CRFs for
semantic role labeling. Subsequent work confirmed that convolutional neural net-
works are appropriate models for relation classification (Zeng et al., 2014; dos Santos
et al., 2015; Adel et al., 2016; Vu et al., 2016). Other approaches have employed
RNN variants for representing sentences for relation classification (Verga et al.,
2016; Xu et al., 2016).

Another related field is that of question answering (QA). The introduction of
the Stanford Question Answering Dataset (SQuAD) (Rajpurkar et al., 2016) has
given rise to a large body of work on answer extraction. Seo et al. (2016) and Chen
et al. (2017) introduce an efficient method of aligning question and paragraph words
through an attention mechanism (Bahdanau et al., 2014) to obtain an answer span.
Wang et al. (2017) propose an architecture that, based on match LSTM, builds a
question aware passage representation and uses an attention-based pointer network
(Vinyals et al., 2015) to predict the start and end positions of the answer.

Recently, Levy et al. (2017) presented an approach that bridges question answer-
ing and query-driven answer extraction. They convert the traditional entity-driven
relation extraction to a QA setup by crowd-sourcing knowledge base relations into
natural language questions. They utilize the bidirectional attention flow networks
(BiDAF) of (Seo et al., 2016) to extract answers. We compare our experimental
results to this strong baseline.
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6 Conclusion

We have defined the task of Open-Type Relation Argument Extraction (ORAE),
where the model has to extract relation arguments without being able to rely on
an entity extractor to find the argument candidates. ORAE can be viewed as a
type of entity-driven slot-filling, the task of identifying and gathering relational
information about a query entity from a large corpus of text. However, the most
common approaches to slot-filling are pipelined architectures, in which relation
classification is an isolated step that heavily relies on pre-processing modules such
as named entity recognition, to which a large part of end-to-end errors can be
attributed. Our approach to ORAE has two conceptual advantages. First, it is
more general than slot-filling as it is also applicable to non-standard named entity
types that could not be dealt with previously. Second, while the problem we define is
more difficult than standard slot filling, we eliminate an important source of errors:
tagging errors that propagate throughout the pipeline and that are notoriously hard
to correct downstream.

We have presented a distantly supervised data set for training and evaluating
ORAE models, based on WikiData relations; the arguments in our dataset are
non-standard type named entities, e.g., notable work (which can be any title of a
book or other work of art) or product (which can be any product name).

We have experimented with a wide range of neural network architectures to solve
ORAE, each consisting of a sentence encoder, which computes a vector represen-
tation for every sentence position, and an argument extractor, which extracts the
relation argument from that representation. We experimented with convolutional
neural networks, recurrent neural networks, and self-attention as sentence encoders;
and with pointer network, conditional random fields tagging and table filling as ar-
gument extractors. Every encoder was combined with every extractor, and high
accuracy was obtained for most combinations. The combination of recurrent neural
network encoder with conditional random field extractor gave the best results, +4%
absolute f-measure better than a state-of-the-art pipelined model based on argu-
ment matching, and +7% absolute f-measure better than a previously proposed
adaptation of a question answering model.
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Abstract

In this work, we define the task of teaser gen-
eration and provide an evaluation benchmark
and baseline systems for the process of gen-
erating teasers. A teaser is a short reading
suggestion for an article that is illustrative and
includes curiosity-arousing elements to entice
potential readers to read particular news items.
Teasers are one of the main vehicles for trans-
mitting news to social media users. We com-
pile a novel dataset of teasers by systemati-
cally accumulating tweets and selecting those
that conform to the teaser definition. We have
compared a number of neural abstractive ar-
chitectures on the task of teaser generation and
the overall best performing system is See et al.
(2017)’s seq2seq with pointer network.

1 Introduction

A considerable number of people get their news in
some digital format.! The trend has made many
publishers and editors shift their focus to the web
and experiment with new techniques to lure an
Internet-savvy generation of readers to read their
news stories. Therefore, there has been a notice-
able increase in the sharing of short illustrative
pieces of texts about the news on social media.
We define a ShortcutText as a short text (about
15 words or less) describing and pointing to a news
article and whose purpose is to invite the recipi-
ent to read the article. A headline is a Shortcut-
Text that optimizes the relevance of the story to
its reader by including interesting and high news
value content from the article (Dor, 2003). Click-
bait is a pejorative term for web content whose
main goal is to make a user click an adjoining link
by exploiting the information gap. According to
the definition, a principal part of the headline is an

"http://www.journalism.org/2008/07/21/the-influence-of-
the-web/

extract of the article, thereby creating an impres-
sion of the upcoming story. However, click-bait,
a ShortcutText, contains mostly elements that cre-
ate anticipation, thereby making a reader click on
the link; however, the reader comes to regret their
decision when the story does not match the click-
bait’s impression (Blom and Hansen, 2015). Thus,
click-bait provides a false impression (non-bona
fide) and contains insufficient information (highly
abstractive).

| bona-fide | teasing | abstractive

headline yes no low
clickbait no yes high
teaser yes yes high

Table 1: The table shows three categories of Shortcut-
Texts and their properties

We introduce the new concept of teaser and
define it as a ShortcutText devised by fusing
curiosity-arousing elements with interesting facts
from the article in a manner that concurrently cre-
ates a valid impression of an upcoming story and a
sense of incompleteness, which motivates the au-
dience to read the article. A teaser is one of the
main vehicles for transmitting news on social me-
dia. Table 2 shows some teasers from a popular
newswire The Wall Street Journal.

We also introduce properties such as teasing,
abstractive, and bona-fide, which not only differ-
entiate teasers from other ShortcutTexts but also
help in compiling a dataset for the study. Teas-
ing indicates whether curiosity-arousing elements
are included in the ShortcutText. Abstractive indi-
cates whether a fair proportion of the ShortcutText
is distilled out of the news article. Bona-fide an-
swers whether the news story matches the impres-
sion created by the ShortcutText. Table 1 lists the
common forms of the ShortcutTexts along with the
presence or absence of the properties mentioned
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Article Global trade is in trouble, and investors dont seem to care.
One of the ironies of the election of a fierce nationalist in
the U.S. ...

Steel Yourself for Trumps Anti-Trade Moves

Investors don’t seem worried about a trade war. Could
tariffs by Trump start one?

The U.S. Supreme Court on Monday partially revived
President Donald Trumps executive order suspending
travel from six countries ...

High Court Says Travel Ban Not For Those With ‘Bona
Fide’ Relationships

In a "bona fide’ relationship? You can visit the U.S.

Gan Liping pumped her bike across a busy street, racing to
beat a crossing light before it turned red. She didnt make
it. ...

China’s All-Seeing Surveillance State Is Reading Its Citi-
zens’ Faces

China is monitoring its citizens very closely. Just ask jay-
walkers.

Headline
Teaser

Article

Headline

Teaser
Article

Headline

Teaser

Table 2: The table contains tuples of news articles and
their ShortcutTexts: headline and teaser. These tuples
are from a popular newswire, The Wall Street Journal.

above.

In this study, we focus on teasers shared on
Twitter?, a social media platform whose role as
a news conduit is rapidly increasing. An indica-
tive tweet is a Twitter post containing a link to
an external web page that is primarily composed
of text. The presence of the URL in an indica-
tive tweet signals that it functions to help users
decide whether to read the article, and the short
length confirms it as a ShortcutText like a head-
line or teaser. Lloret and Palomar (2013) made
an early attempt at generating indicative tweets
using off-the-shelf extractive summarization mod-
els, and graded the generated texts as informative
but uninteresting. Additionally, Sidhaye and Che-
ung (2015)’s analysis showed extractive summa-
rization as an inappropriate method for generating
such tweets as the overlaps between the tweets and
the corresponding articles often are low. Our study
shows that teasers, bona fide indicative tweets, do
exhibit significant, though not complete, overlaps,
and, therefore, are not appropriate for extractive
but certainly for abstractive summarization.

Our contributions:

1) To the best of our knowledge, this is the
first attempt to compare different types of Short-
cutTexts associated with a news article. Further-
more, we introduce a novel concept of a teaser,
an amalgamation of article content and curiosity-
arousing elements, used for broadcasting news on
social media by a news publisher.

2) We compiled a novel dataset to address
the task of teaser generation. The dataset is a

“https://twitter.com/

collection of news articles, ShortcutTexts (both
teasers and headlines), and story-highlights. Un-
like ShortcutText, a story-highlight is brief and
includes self-contained sentences (about 25-40
words) that allow the recipient to gather informa-
tion on news stories quickly. As all corpora based
on news articles include only one of these short
texts, our dataset provides the NLP community
with a unique opportunity for a joint study of the
generation of many short texts.

3) We propose techniques like unigram overlap
and domain relevance score to establish abstrac-
tivity and teasingness in the teasers. We also apply
these techniques to headlines and compare the re-
sults with teasers. The comparison shows teasers
are more abstractive than headlines.

4) High abstractivity makes teaser generation a
tougher task; however, we show seq2seq meth-
ods trained on such a corpus are quite effective.
A comparison of different seq2seq methods for
teaser generation shows a seq2seq combining two
levels of vocabularies, source and corpus, is better
than one using only the corpus level. Therefore,
we set a strong baseline on the teaser generation
task with a seq2seq model of See et al. (2017).

The remaining paper is structured as follows.
In Section 2, we provide a detailed description of
the data collection and analyses. In Section 3, we
describe and discuss the experiments. In Section
4, we describe a user study of model-generated
teasers. In Section 5, we discuss the related works.
Section 6 concludes the study.

2 Teaser Dataset

Several linguistic patterns invoke curiosity, e.g.,
provocative questions and extremes for compari-
son. A retrieval of teasers from a social media plat-
form using such patterns requires the formulation
of a large number of complex rules as these pat-
terns often involve many marker words and corre-
spondingly many grammar rules. A computation-
ally easy approach is to compile circulations from
bona-fide agents involved in luring business on
such media, and then filtering out those that don’t
comply with defined characteristics of a teaser;
see Table 1. We followed the latter approach and
chose Twitter to conduct our study.

2.1 Collection

We identified the official Twitter accounts of
English-language news publications that had
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tweeted a substantial number of times before the
collection began; this removes a potential source
of noise, namely indicative tweets by third-party
accounts referencing the articles via their URL.
See supplementary A.1 for the list of Twitter ac-
counts. We downloaded each new tweet from
the accounts via Twitter’s live streaming API. We
limited the collection to indicative tweets and ex-
tracted the article text and associated metadata
from the webpage using a general-purpose HTML
parser for news websites.> Overall, we collected
approximately 1.4 million data items.

2.2 Analysis

We propose methods that evaluate teasingness and
abstractivity in the teasers and verify them through
analyses. We then combine those methods and de-
vise a teaser recognition algorithm. Analyses are
performed on lowercase, and stopwords-pruned
texts.

2.2.1 Extractivity

For a given pair of strings, one is an extract of an-
other if it is a substring of it. Teasers are abstrac-
tive, which we confirm by making sure that the
ShortcutText is not an extract of article sentences.
Additionally, a teaser of an article is designed dif-
ferently than the headline; therefore, they must be
independent of one other, i.e., non-extractive.

2.2.2 Abstractivity

Abstractivity, a principle characteristic of the
teaser, implies that the teaser should exhibit con-
tent overlap with its source, but not a full overlap.

We rely on Sidhaye and Cheung (2015)’s
method of computing the percentage match be-
tween two stemmed texts for grading abstractivity.
We obtain unigrams of the first, X7, and second
text, Xo, using function uni(X) and compute the
percentage match using Eq. 1:

_ |uni(X1) Nuni(X2)|

percomatch(X1,Xz2) = Funi (X0)] €))

Given a ShortcutText and article, initially, a se-
quence of texts is obtained by sliding a window of
size p on the article sentences. Then, perc_match
scores between the ShortcutText and sequence of
texts are computed. A text with the highest score
is selected as the prominent section for the Short-
cutText in the article.

3https://github.com/codelucas/newspaper/

Article | Diabetes medication, such as insulin, lowers blood
sugar levels and . ... But experts have revealed a nat-
ural treatment for diabetes could be lurking in the gar-
den. ... Fig leaves have properties that can help dia-
betes . ... An additional remedy ...

headline| Diabetes treatment: Natural remedy made from fig
leaves revealed

Would you Adam and Eve it? Natural treatment for
DIABETES could be growing in your garden

Teaser

Table 3: ShortcutTexts and their non-overlaps (bold).

A full-overlap, i.e., perc_match of 1 is likely
to be a case where the ShortcutText disseminates
information of its prominent section. However, a
non-overlap is very likely to be click-bait or noise.
Thus, we filter out instances where the match score
between a ShortcutText, potential teaser, and its
prominent section is above 80% or below 20%.
The intuition for the filtering is that the teasing
words are likely to be absent from the promi-
nent section, and an absence of a minimum of 2-3
words (often 20%) is the easiest way to ascertain
this fact. Table 3 shows an example. Analogously,
a presence of a minimum of 2-3 words from the
source asserts that it is not click-bait or noise.

We use the sliding window size, p, of 5,* and
filter the data instances where the perc_match be-
tween the tweet and prominent section is lower
than 0.2 or greater than 0.8.

2.2.3 Teasingness

Apart from abstractivity, teasers include words
and phrases that tease and are are embedded by
authors who often draw on their vast knowledge
of style and vocabulary to devise teasers. A com-
monly recognizable pattern among them is the in-
clusion of unusual and interesting words in a given
context, e.g., words like Adam and Eve in the ex-
ample of Table 3.

The Pareto principle or the law of the vital few,
states that the 2,000 of the most frequently used
words in a domain cover about 80% of the usual
conversation texts (Nation, 2001; Newman, 2005).
At first glance, filtering those abstractive Shortcut-
Texts that constitute only frequent words should
intuitively prune uninteresting ones and save ones
that are similar to the example in Table 3. How-
ever, a closer look at the pruned ShortcutTexts
shows several interesting teasers with substrings
comprised of out-of-place frequent-words, e.g.,
Las Vegas gunman Stephen bought nearly %%

“Most of the prominent information is supposedly within

a few leading sentences in the news articles due to the in-
verted pyramid news writing style.
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guns legally. But none of the purchases set off any
red flags, with an interesting sentence fragment
containing the phrase red flags. This suggests
that the methodology that uses plain frequency of
words is not sufficient for determining interesting
information.

|term w in domain d|
[terms in domain d|

tfdomain (’LU, d) =

|domains| (2)
|domains containing w|

dr (w7 d) - tfdomain(wa d) X 7:dfdomain (’U_))

Z.d,]l‘do'mai'n. (U)) = lOg

Thus, we look at unusualness at a level lower
than the corpus. We rely on domain relevance
(dr) (Schulder and Hovy, 2014), an adapted TF-
IDF (term frequency inverse document frequency)
metric that measures the impact of a word in a do-
main and, therefore, identifies unusual words in a
specific domain, and is computed using Eq. 2.

A word is assigned a very low dr score if the
word is either non-frequent in the domain and too
frequent among other domains (unusualness) or
non-frequent in all domains (rare); see Table 4. As
a very low dr score corresponds to unusualness, a
presence of very low dr values among the non-
overlapping words of the ShortcutText suggest a
high likelihood of it being a teaser, and therefore,
we compile them as teasers. However, the filtering
requires a threshold dr value that defines anything
lower than it as a very low dr. Also, computing dr
requires domain information of the text.

| freqOut | = freq_Out
low high
very low very low

freq IN
- freq IN

Table 4: The table shows dr score range. IN and Out
refer to in-domain and out-of-domain respectively.

Would Adam Eve Natural treatment

0.104 0.0027 0.0025 0.025 0.016
DIABETES could growing garden
0.005 0.105 0.022 0.01

Table 5: Teaser words and their dr values. Non-

overlaps are in bold blue.

Obtaining Domains

We make use of articles and their keywords to de-
termine domains. Keywords are meta-information
available for a subset of corpus instances. We rely
on Doc2vec (Le and Mikolov, 2014) for obtain-
ing the representations for the articles and cluster

these representations by K-Means clustering (Har-
tigan and Wong, 1979).

We rely on elbow criterion and uniformity
among keywords in the clusters to determine the
number of clusters. The uniformity is validated
by manual inspection of 100 most-frequent key-
words. Clustering the corpus into eight domains
resulted in the final abrupt decrease of the Sum
of Squared Error (SSE) as well as uniformly dis-
tributed keyword sets. See Table 6 for domain-
wise keywords and other statistics.

Selecting a Threshold

We use the domain information and compute dr
values of potential teaser texts in the corpus. Ta-
ble 5 shows nonstop words and dr scores for Ta-
ble 3 example. Evidently, unusual words have
very low dr scores (bold values).

To determine an appropriate threshold, we de-
sign an unsupervised methodology based on the
Pareto principle. The cue remains the same, i.e., a
right threshold will filter only the teasers, and the
non-overlapping words in them are less likely to
be frequent words.

Thus, we define a range of possible threshold
values, and for each value, we compile a corpus of
teasers where a non-overlapping word has dr be-
low it. Meanwhile, we also compile sets of most-
frequent words that cover 80% of the total word
occurrences in all 8 domains (sizes =~ 2000). Then,
we determine the ratio of the teasers that have
their non-overlapping words completely overlap-
ping the frequent word sets. Finally, we select a
value which has the least overlap as the threshold;
see Figure 1. We chose 0.005 as it is the bound-
ary below which there is no overlap. We apply
this value to abstractive ShortcutTexts and obtain
a teaser corpus.

=3
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o
w

—8— c0-cvg-dr
cl-cvg-dr
—— c2-cvg-dr
—e— c3-cvg-dr
{ —— cd-cvg-dr
—— ¢5-cvg-dr
c6-cvg-dr

4 — c7-cvg-dr
T T

o I
= 4

=3
o

overlap-ratio of relevance-based to freq-based corpus

T T T T
1.0 0.1 0.05 0.01 0.005 0.001
threshold values

Figure 1: Opverlap-ratio of frequency-based and
threshold-based filtered teasers for domains (c#).
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Cluster 0 Cluster 1 Cluster 2 Cluster 3 Cluster 4 Cluster 5 Cluster 6 Cluster 7
Keywords politics, UK, | Trump, culture, entertainment, | Europe, shooting, po- | Corporate, Sport, Foot-
world, Brexit, | United States, | travel, home | celebrities, Russia, lice, murder, | business, ball, Premier
Europe, UK | election, im- | and garden, | movies, North Korea, | killed, dead, | Company, League, NFL,
Politics, migration, food and | concerts, Diplomacy, fire, suspect, | automotive, Dallas  Cow-
Theresa May | White House | beverage Netflix Conflicts crash Equities boys, Rugby
Avg. size | 763 842 526 838 886 651 791 741
(words)

Table 6: The table shows clusters of domains and corresponding frequent-keywords and average article size (words)

in them.

2.3 Teaser Recognition Algorithm

We combine the above three methodologies and
devise a teaser recognition algorithm; see Algo-
rithm. 1.

We use notations like uppercase bold for a ma-
trix, lowercase italic for a variable and uppercase
italic for an array. A data instance in the corpus
has an article A, headline H, tweet T, and domain
d. An article, A, has a sequence of sentences,
S = (S1,...,5)4), and each sentence, S;, has a se-
quence of words, (w1, ...,w|s,). WINDOW takes
a sequence of sentences, S, and returns a sequence
of texts, Z, of size WT*” + 1, where p and g are
window size and sliding step respectively. The
domain-wise dr values for words in the vocabu-
lary, U, is stacked into a matrix, D. IS_TEASER
takes D and items of a data instance, and deter-
mines whether its tweet, T, is a teaser.

Algorithm 1 Teaser Recognition
1: procedure IS_TEASER(A, H, T,d,D)

2 if (T'in H) Or (H in T) then

3 return False > sub-string match

4: for Sin A do

5: if (T'in S) Or (S in 7) then

6: return False > sub-string match

7 Z < WINDOW(A,p =5, =1)

8 V < Array()

9: fori=1to |Z| do
10: V.ADD(perc-match(Z[i], T)) > see Eq. 1
11: if max(V) > 0.8 Or max(V) < 0.2 then:
12: return False > abstractivity
13: ¥« Z[max(V)] > prominent section
14: T+ \T > non-overlap

15: L+ D[d;T']
16: if any (L < 0.005) then
17: return True

> indexing

> teasingness
18: return False

Overall, in Algorithm. 1, steps 2 to 6 checks Ex-
tractivity, steps 7 to 12 checks Abstractivity, and
steps 13 to 17 checks Teasingness. Table 7 shows
the percentage distribution of the total data points
that are pruned by each of those analyses. Finally,
we compile the remaining 23% data points, i.e.,
330k as a teaser corpus.

Analysis 9% pruned
Extractivity wrt heac.iline 37%
wrt article 5%
Abstractivity 22%
Teasingness 13%

Table 7: The table shows different analyses performed
in Algorithm. 1 and the corresponding approximate
percentage of data points pruned using them. “wrt” =
with respect to.

2.4 Comparing ShortcutTexts

The two ShortcutTexts, headline and teaser, have
distinct conveyance mediums and therefore are de-
signed differently, e.g., mean lengths of 10 and 14
respectively. However, abstractivity is also pre-
sumed for the headline. Therefore, we conduct
additional overlap-based studies to understand the

(a) teasers (t1) and articles (£2).

i -
0.0 02 04 0.6 0.8 10

(b) headlines (¢1) and articles (t2)

Figure 2: Histogram of unigram overlaps obtained us-
ing Eq. 1. The histograms are normalized, i.e., the area
under the curve (3 _bin-heightxbin-width) sum up to
one.
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differences in the abstractive property between
them. We compute and plot the distribution of
the overlaps between teasers (71 ) and articles (73),
and one between headlines (77) and articles (75);
see Figure 2a and Figure 2b for respective plot.
Clearly, compared to the teaser, headline distri-
bution is left-skewed (mean 74% and std 20%),
and thereby implies that headlines have a lesser
abstractive value than teasers.

Further, a review of a few instances of headline-
article instances with lesser than 60% overlap re-
veals cases of noisy headlines or HTML-parse
failures; therefore, in a typical scenario a headline
with a size of 10 words takes nearly all of its con-
tent (=80%) from the source while a teaser of size
14 has sufficient non-extractive contents (~32%).
See Table 3 for an example.

3 Experiments

3.1 Models

We experiment with two state-of-the-art neu-
ral abstractive summarization techniques, atten-
tive seq2seq (Bahdanau et al., 2014) and pointer
seq2seq (See et al.,, 2017), for teaser genera-
tion. Attentive seq2seq learns to generate a tar-
get with words from a fixed vocabulary, while
pointer seq2seq uses a flexible vocabulary, which
is augmented with words from the source deliv-
ered through the pointer network. We refer to the
individual papers for further details.

Evaluation Metrics: Studies on text-
summarization evaluate their system using Rouge;
therefore, we report Rouge-1 (unigram), Rouge-2
(bigram), and Rouge-L (longest-common sub-
string) as the quantitative evaluation of models on
our corpus.

Parameters: We initialized all weights, includ-
ing word embeddings, with a random uniform
distribution with mean O and standard deviation
0.1. The embedding vectors are of dimension 100.
All hidden states of encoder and decoder in the
seq2seq models are set to dimension 200. We pad
short sequences with a special symbol (PAD).
We use Adam with initial learning rate .0007 and
batch size 32 for training. Texts are lowercased
and numbers are replaced by the special symbol
%. The token length for the source is limited to
100 and target sequence to 25. The teaser baseline
experiments and headline generation use vocabu-
lary size of 20000.

| Rouge-1 Rouge-2 Rouge-L

ABS 29.55 1132 2642
ABS+ 29.76 11.88 26.96
RAS-Elman 33.78 1597  31.15
Nallapati et al. | 32.67 15.59 30.64
seq2seq 31.21 12.96 28.87
seq2seq-point | 34.81 15.59 32.05

Table 8: Rouge scores on the standard task of Headline
Generation (Gigaword). seq2seq and seq2seq-point are
reimplementations of Bahdanau et al. (2014) and See
et al. (2017) respectively.

3.2 Baseline Setting

As we reimplemented (Bahdanau et al., 2014) and
(See et al., 2017) models, we initially evaluate
them on a standard task of headline generation.’
We use popular headline generation corpus, Gi-
gaword (Napoles et al., 2012), with 3.8M train-
ing examples. We fetched the test set from Rush
et al. (2015) and report the results on it. The re-
sults are compared with the state-of-the-art head-
line generation methods like Nallapati et al. (Nal-
lapati et al., 2016), ABS (Rush et al., 2015), ABS+
(Rushetal., 2015), and RAS-Elman (Chopra et al.,
2016). Since our aim for this experiment is to
demonstrate the strength of the models, we limit
the model parameters to the extent that we pro-
duce comparable results in less computation time.
Table 8 compares performances of seq2seq and
seq2seq_pointer models with other state-of-the-art
methods. The results indicate that the implemen-
tations have performance competitive with other
state-of-the-art methods.

Validation
Rouge-1 Rouge-2 Rouge-L
seq2seq 1577 03.52 13.53
seq2seq_point 21.57 07.03 18.64
Test
seq2seq 1526  03.38  13.15
seq2seq_point 21.05 0711 1849

Table 9: Rouge F1 scores for seq2seq model and
seq2seq-point models on the teaser task.

These models are then trained and evaluated
on the teaser corpus obtained using Algorithm. 1
that initially has 330k instances. We then sam-
ple 255k instances that have all associated short
texts in them. The sampled corpus is split into

Scodes for collection, analyses and experiments:
https://github.com/sanjeevkrn/teaser_
collect.git and https://github.com/
sanjeevkrn/teaser_generate.git
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non-overlapping 250k, 2k and 2k sets for training,
validation, and testing, respectively. The split is
constructed such that training, validation and test
sets have equal representation of all eight domains.
Any instances that describe events that were also
described in training are removed from validation
and test sets; thus, instances encountered in vali-
dation / test are quite distinct from instances en-
countered in training. Models were selected based
on their performance on the validation set. Ta-
ble 9 shows the performance comparison. Clearly,
seq2seq_point performs better than seq2seq due to
the boost in the recall gained by copying source
words through the pointer network.

Teaser
Rouge-1 Rouge-2 Rouge-L

seq2seq 1526  03.38  13.15
seq2seq-point 21.05 07.11 18.49

Headline
seq2seq 18.52 0534 16.74
seq2seq-point 23.83 08.73  21.68

Highlights
seq2seq 31.18  17.57  27.30
seq2seq-_point 3592 2244 31.53

Table 10: Rouge F1 scores for seq2seq model and
seq2seq-point models on the teaser, headline and high-
lights generation task.

Additionally, models are also trained and eval-
uated on the other short texts that are available
in the novel corpus: headlines (also a Shortcut-
Text) and story-highlights. All the model pa-
rameters remain the same except the generation
size, which depends on the short text average
size, e.g., 35 for highlights. Table 10 com-
pares the performance on the test data. Clearly,
seq2seq_point performs better than seq2seq for
all the types of short texts. Additionally, the
change in the rouge scores with the change of
dataset, i.e., Teaser<Headline<Highlights, also
corresponds to the level of distillation of source
information in them.

Table 11 shows an example of a data instance
in the corpus and seq2seq-point model genera-
tions. Among generations, only headline and
teaser have non-overlapping words; however, the
headline non-overlap, says, is a frequent word
with a high dr (0.11) while the teaser non-overlap,
catch, is a domain-wise non-frequent one, and
therefore, has a very low dr (0.006).

Further, the teaser is the most detached from
the core news information among the three gen-

Article | Millions of disease carrying mosquitoes are to be
freed in a well-meaning bid . ... The lab-grown ver-
sions are infected with a disease which prevents natu-
ral mosquito . ... But some activists fear the disease
could transfer to humans ultimately making all hu-
man males sterile ... . Despite claims it is safe for
humans , there are also some concerns . .. rendering
humans unable to breed ...

Ground-Truth

Headline| SHOCK CLAIM: Lab created super-mosquitos re-
leased into wild could *make all men infertile’
Highlight A NEW lab-designed mosquito being released into
the wild could end the human race by making men
sterile, it was claimed today.

PLAYING GOD? Millions of lab-grown diseased
mosquitoes to be released into wild

Teaser

Generated

Headline| millions of mosquitoes could be freed , study says
Highlight millions of disease carrying mosquitoes are to be
freed in a well-meaning bid to decimate natural pop-
ulations of the malaria-spreading insects .

activists fear the disease could be freed - but there ’s
a catch

Teaser

Table 11: seq2seq_pointer generated examples. Non-
overlapping words are in bold blue. More examples in
supplementary A.2.

erations, while still being relevant. The generated
highlight is extractive, and this is a reason for rel-
atively high Rouge scores for highlights (see Ta-
ble 10). Rouge is an overlap-based measure and,
therefore, is inclined towards extractive datasets.

3.3 Impact of very low dr

We performed additional experiments to study the
impact that can be generated using the domain rel-
evance (dr). All the settings are kept intact as
in Section 3.2 except the training corpus; this is
changed by increasing the proportion of very low
dr (<0.005) terms in the teasers. New models are
trained using equal size training instances sampled
out of the revised corpora.

A bucketing of very low dr percentages into
[0%, 25%), [25%, 35%), [35%, 45%), [45%,
55%) and [55%, 100%) divides the corpus into
approximately equal sizes.  Also, the mean
and standard deviation of teaser-article over-
lap ratio is nearly equal in all the buckets,
ie., 0.55940.148, 0.559+0.146, 0.564+0.146,
0.566+0.142, 0.566+0.146, respectively. Thus,
the range of buckets corresponds to a range in
the percentage of uncommon words. We eval-
uate the precision and recall of the models.
Recall (|overlap|/|ground-truth|) estimates the
model capacity in recovering the ground-truth
content, while precision (|overlap|/|generation|)
estimates the relevancy in the generation.
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Figure 3: Variation in ROUGE-I1 on increasing the pro-
portion of domain-relevant terms in the teasers. Models
trained on 40k sampled instances.

As shown in Figure 3, the test recall for both
models decreases with the increase in uncommon
words in their training. An increase in the pro-
portion of uncommon words makes the models
also generate uncommon words, which are not
likely to match the ground-truth, thereby reduc-
ing the recall. However, in extreme cases, i.e.,
[45%, 100%), not only training teasers get slightly
shorter but also a relatively large proportion of
out-of-vocabulary (UNK) is introduced in them,
and thereby in the generations. The UNK appears
for novel informative words, which are rare words
with a very low dr as well (see Table 4). Unlike
seq2seq, seq2seq_pointer recovers those from the
source using pointer network and thus doesn’t suf-
fer an abrupt drop in the scores.

Further, the precision scores in extreme cases
have a slightly different trend than recall scores,
and this is due to shorter generations, which sup-
ports precision, but is irrelevant for recall.

4 Human Evaluation

The quantitative evaluations show that state-of-
the-art models perform moderately on the novel
task. This is mostly due to deficiencies of Rouge,
which fails to reward heterogeneous contents. We
took a closer look at some of the generated ex-
amples, see Table 12, and observed frequent cases
where the generation suffered from the typical
seq2seq issues, e.g., repetition of words; how-
ever, there are also cases where generation is more
distinctive than ground-truth and is well formed
too. Thus, we carried out a small user study to
understand the quality of the generated teasers;
however, we only selected non-repeating and non-

e pres . trump lashed out on twitter at the hosts of
“ msnbcs morning ”

emigration agency says more than %% peo-
ple drowned and presumed dead in myanmar to
bangladesh

« computer glitch led to google to be dramatically
undervalued this morning

e alt-right activist jason kessler says he was
swarmed by a group of charlottesville

e of identical triplets who beat the incredible
odds of %%% million to survive

e singer and guitar player who declined to appear
on britain ’s got talent

Table 12: The table shows seq2seq_point generated
teasers used in the survey-based study. More examples
in supplementary A.2.

On Twitter | Stimulating

‘ Mean Std | Mean Std

ground-truth 0.660 0.064 | 0.621 0.079
seq2seq-point teaser | 0.588 0.078 | 0.559 0.089
baseline 0.476 0.127 | 0.501 0.111

Table 13: The table shows the mean values and stan-
dard deviations of the likelihood of being social-media
text and stimulating for users to read. Baseline = lead
sentences

UNK generations to anonymize the source. The
participants in the user study are undergraduate
or graduate students with some computer science
background and familiarity with social media plat-
forms. Additionally, all the participants have used
or have been using twitter.

We assembled a set of texts by randomly sam-
pling 40 seq2seq-point teasers, 40 ground-truth
teasers, and 40 lead sentences (baseline), and also
established equal representation of the domains.
We then assigned 72 sentences (3 per domain per
category) to ten participants and asked them to rate
texts for two questions: 1) How likely is it that
the text is shared on Twitter for a news story by a
news organization? and 2) How likely is it that
the text makes a reader want to read the story?
The first question helps us recognize the partici-
pant’s understanding of the teasers, as an informed
reader will rate a ground-truth significantly higher
than the baseline, and 8 of them recognized it cor-
rectly, and their ratings are selected for the eval-
uation. The second question provides a cue as to
the model capacity in generating teasing texts by
learning interesting aspects present in the teaser
corpus.

The annotators rated samples on a scale of 1 to

96



5; however, we normalized the ratings to avoid
the influence of annotators having different rat-
ing personalities. The results, summarized in Ta-
ble 13, show that the human written teasers are
most likely to be recognized as social media texts
due to their style, which is distinct from the lead
sentence; the model trained on such teasers closely
follows it. Similarly, human written teasers are
good at stimulating readers to read a story com-
pared to the lead sentence and the generated
teasers.

5 Related Work

There are two kinds of summarization: abstrac-
tive and extractive. In abstractive summarization,
the model utilizes a corpus-level vocabulary and
generates novel sentences as the summary, while
extractive models extract or rearrange the source
words as the summary. Abstractive models based
on neural sequence-to-sequence (seq2seq) (Rush
et al., 2015) proved to generate summaries with
higher Rouge scores than the feature-based ab-
stractive models. The integration of attention into
seq2seq (Bahdanau et al., 2014) led to further ad-
vancement of abstractive summarization (Nallap-
ati et al., 2016; Chopra et al., 2016; See et al.,
2017).

There are studies utilizing cross-media corre-
lation like coupling newswire with microblogs;
however, most of them involve improving tasks
on newswire by utilizing complementary informa-
tion from microblogs, e.g., improving news arti-
cle summarization using tweets (Gao et al., 2012;
Wei and Gao, 2014), generating event summaries
through comments (Wang et al., 2015), etc. There
is very limited work on using newswire and gen-
erating microblogs, e.g., article tweet generation
(Lloret and Palomar, 2013) and indicative tweet
generation (Sidhaye and Cheung, 2015). Lloret
and Palomar (2013) observed that off-the-shelf ex-
tractive models produce summaries that have high
quantitative scores, but that are not interesting
enough. Similarly, Sidhaye and Cheung (2015)’s
analysis of indicative tweets shows the narrow
overlap between such tweets and their source lim-
its the application of an extractive method for
generating them. Our controlled compilation of
such tweets shows a mean percentage match of
68.3% (std: 16%) with its source. These analyses
strongly suggest that indicative tweets are not reg-
ular information-disseminating short texts. Also,

the mixed nature of such texts suggests an abstrac-
tive, rather than extractive study.

Most abstractive summarization systems use a
popular dataset, CNN/DailyMail(Napoles et al.,
2012), that includes news articles and story high-
lights to train and test their performance. How-
ever, story highlights are brief and self-contained
sentences (about 25-40 words) that allow the re-
cipient to quickly gather information on news sto-
ries; it is largely extractive (Woodsend and Lapata,
2010). Our novel corpus includes not only extrac-
tive short texts (i.e., story-highlights) and nearly
extractive (i.e., headlines), but also very abstrac-
tive teasers, and therefore is a challenging and
more appropriate dataset to measure abstractive
systems.

6 Conclusion

We defined a novel concept of a teaser, a Shortcut-
Text amalgamating interesting facts from the news
article and teasing elements. We compiled a novel
dataset that includes all of the short texts that are
associated with news articles. We identified prop-
erties like abstractive, teasing, and bona-fide that
assist in comparing a teaser with the other forms
of short texts. We illustrated techniques to con-
trol these properties in teasers and verified their
impact through experiments. An overlap-based
comparative study of headlines and teasers shows
teasers as abstractive while headlines as nearly ex-
tractive. Thus, we performed neural abstractive
summarization studies on teasers and set a strong
benchmark on the novel task of teaser generation.
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A Supplementary
A.1 List of Twitter accounts

The following is the list of Twitter accounts from
which data was collected.

Account ID  Account name
759251 CNN

807095 nytimes
35773039 theatlantic
14677919 newyorker
14511951 HuffingtonPost
1367531 FoxNews
28785486 ABC

14173315 NBCNews
2467791 washingtonpost
14293310 TIME

2884771 Newsweek
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15754281
16273831
3108351
14192680
15012486
12811952
14304462
8940342
16664681
14221917
14179819
15679641
4170491
6577642
1652541
9763482
17469289
12811952
7313362
8861182
17820493
11877492
14267944
14495726
17348525
87818409
15084853
34655603
15438913
111556423
380285402
5988062
17680050
16973333
17895820
4970411

USATODAY
VOANews
WSJ
NOLAnews
CBSNews
Suntimes
TB_Times
HoustonChron
latimes
phillydotcom
njdotcom
dallasnews
ajc

usnews
reuters
nydailynews
nypost
suntimes
chicagotribune
newsday
ocregister
starledger
clevelanddotcom
phillyinquirer
startribune
guardian
IrishTimes
thesun
mailonline
dailymailuk
dailymail
theeconomist
thescotsman
independent
daily_express
ajenglish

Table 14: To access the Twitter page of an Account
name X, use URL https://twitter.com/X and
to access the Twitter page of an Account Id X, use
URL https://twitter.com/intent/user?
user_id=X. The script to download tweets from the
above accounts is available in https://github.
com/sanjeevkrn/teaser_collect.git.

A.2 Results

The following table shows examples that include
input news articles and short text outputs (head-
line, highlight, and Teaser) both ground-truths and

model generations.

Article

Sir Robert Fellowes , the Queen ’s private secretary
, was on the verge of making the extraordinary re-
quest . . .. But he was persuaded to back off by fellow
courtiers and the party went ahead as planned putting
Camilla . ... a visible and acknowledged part of the
Prince ’s life . A new book , The Duchess : The Un-
told Story by Penny Junor , makes sensational claims
about Prince Charles . . . . furious about the birthday
party even though by this stage she was fairly relaxed
about Charles ’s relationship ...

Ground-Truth

Headline

Highlight

Teaser

Princess Diana latest: Queen aide planned to end
Charles affair with Camilla amid rage

PRINCE Charles faced being told by the Queen to
end his relationship with Camilla after Princess Diana
erupted with fury over a lavish party for the Duchess-
to-be , it is claimed .

Royal intervention threatened Charles and Camilla’s
affair after Diana’s fury at posh bash

Generated

Headline

Highlight

Teaser

duchess of the queen ’s private secretary robert fel-
lowes

sir robert fellowes , the queen ’s private secretary ,
was on the verge of making the extraordinary request
of her majesty .

penny junor reveals why she was on the brink of
making the queen ’s life

Article

The top Democrat on the Senate Finance Commit-
tee asked the Trump administration on Thursday to
turn over the names of visitors . ... That investiga-
tion found that members of the golf clubs Trump vis-
ited most often as president . . .. Membership lists at
Trump’s private clubs are secret. USA TODAY found
the names of about 4,500 members by reviewing . . . .
In a letter to the Department of Homeland Security’s
Acting Secretary Elaine Duke, Wyden said USA TO-
DAY’s examination ...

Ground-Truth

Headline
Highlight

Teaser

Senator seeks visitor logs, golf partners

An investigation by USA TODAY prompts a senior
Democratic senator to seek visitor logs at Trump
clubs and names of his golfing partners .

Citing USA TODAY’s investigation, a top Sen.
Democrat seeks visitor logs to Trump’s golf courses
& golfing partners.

Generated

Headline
Highlight

Teaser

trump [UNK] to turn over trump ’s private clubs

the top democrat on the senate finance committee
asked the trump administration .

the top democrat on trump ’s golf club : “it’ s a lot
of money , but it * s not going to

Table 15: The table shows input articles, ground-truth
short texts, and seq2seq-pointer generated short texts.
Non-overlapping words between short texts and Arti-
cles are in bold blue.
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Abstract

Interleaved texts, where posts belonging to dif-
ferent threads occur in a sequence, commonly
occur in online chat posts, so that it can be
time-consuming to quickly obtain an overview
of the discussions. Existing systems first dis-
entangle the posts by threads and then extract
summaries from those threads. A major issue
with such systems is error propagation from
the disentanglement component. While end-
to-end trainable summarization system could
obviate explicit disentanglement, such systems
require a large amount of labeled data. To
address this, we propose to pretrain an end-
to-end trainable hierarchical encoder-decoder
system using synthetic interleaved texts. We
show that by fine-tuning on a real-world meet-
ing dataset (AMI), such a system out-performs
a traditional two-step system by 22%. We
also compare against transformer models and
observed that pretraining with synthetic data
both the encoder and decoder outperforms the
BertSumExtAbs transformer model which pre-
trains only the encoder on a large dataset.

1 Introduction

Interleaved texts are increasingly common, occur-
ring in social media conversations such as Slack
and Stack Exchange, where posts belonging to dif-
ferent threads may be intermixed in the post se-
quence; see a meeting transcript from the AMI
corpus (McCowan et al., 2005) in Table 1. Due to
the mixing, getting a quick sense of the different
conversational threads is often difficult.

In conversation disentanglement, interleaved
posts are grouped by the thread. However, a reader
still has to read all posts in each cluster of threads
to get the gist. Shang et al. (2018) proposed a
two-step system that takes an interleaved text as
input and first disentangles the posts thread-wise
by clustering, and then compresses the thread-wise

posts to single-sentence summaries. However, dis-
entanglement e.g., Wang and Oard (2009), propa-
gates error to the downstream summarization task.
An end-to-end supervised summarization system
that implicitly identifies the conversations would
eliminate error propagation. However, labeling of
interleaved texts is a difficult and expensive task
(Barker et al., 2016; Aker et al., 2016; Verberne
et al., 2018).

AMI Utteracnes

... Who is gonna do a PowerPoint presentation ? Think we
all Huh. You will ...

... %and uh the sender will send to the telly itself an infra-
red signal to tell it to switch on or switch. ..

...%s0 y 50 it’s so it’s so you got so that’s something we
should have a look into then i when desi when designing
the ergonomics of see have a look ...

..." the little tiny weeny batteries, all like special long-
lasting batteries. . .

Summary

1) the project manager had the team members re-introduce

2) the industrial designer discussed the interior workings of
a remote and the team discussed options for batteries and
infra-red signals.

5) the marketing expert présented research on consumer
preferences on remotes in general and on voice recognition
and the team discussed the option to have an ergonomically
designed remote.

Table 1: The top section shows AMI ASR tran-
scripts and the bottom section shows human-written
summaries. £=150", (=522 and )=570" utterances.
a) refer to the @' sentence in a multi-sentence sum-
mary.

We propose a pretraining approach to tackle
these issues. We synthesized a corpus of inter-
leaved text-summary pairs out of a corpus of reg-
ular document-summary pairs and train an end-to-
end trainable encoder-decoder system. To generate
the summary the model learns to infer (disentan-
gle) the major topics in several threads. We show
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on synthetic and real-world data that the encoder-
decoder system not only obviates a disentangle-
ment component but also enhances performance.
Thus, the summarization task acts as an auxiliary
task for the disentanglement. Additionally, we
show that fine-tuning of the encoder-decode system
with the learned disentanglement representations
on a real-world AMI dataset achieves a substan-
tial increment in evaluation metrics despite a small
number of labels.

We also propose using a hierarchical attention in
the encoder-decoder system with three levels of in-
formation from the interleaved text; posts, phrases,
and words, rather than traditional two levels; post
and word (Nallapati et al., 2017, 2016; Tan et al.,
2017; Cheng and Lapata, 2016).

The remaining paper is structured as follows. In
Section 2, we discuss related work. In Section 3,
we provide a detailed description of our hierarchi-
cal seq2seq model. In Section 4, we provide a
detailed description on the synthetic data creation
algorithm. In Section 5, we describe and discuss
the experiments. And in Section 6, we present our
conclusions.

2 Related Work

Ma et al. (2012); Aker et al. (2016); Shang et al.
(2018) each designed a system that summarizes
posts in multi-party conversations in order to pro-
vide readers with overview on the discussed mat-
ters. They broadly follow the same two-step ap-
proach: cluster the posts and then extract a sum-
mary from each cluster.

There are two kinds of summarization: abstrac-
tive and extractive. In abstractive summarization,
the model utilizes a corpus level vocabulary and
generates novel sentences as the summary, while
extractive models extract or rearrange the source
words as the summary. Abstractive models based
on neural sequence-to-sequence (seq2seq) (Rush
et al., 2015) proved to generate summaries with
higher ROUGE scores than the feature-based ab-
stractive models.

Li et al. (2015) proposed an encoder-decoder
(auto-encoder) model that utilizes a hierarchy of
networks: word-to-word followed by sentence-to-
sentence. Their model is better at capturing the un-
derlying structure than a vanilla sequential encoder-
decoder model (seq2seq). Krause et al. (2017) and
Jing et al. (2018) showed multi-sentence caption-
ing of an image through a hierarchical Recurrent

Neural Network (RNN), topic-to-topic followed
by word-to-word, is better than seq2seq. These
works suggest a hierarchical decoder, thread-to-
thread followed by word-to-word, may intrinsically
disentangle the posts, and therefore, generate more
appropriate summaries.

Integration of attention into a seq2seq model
(Bahdanau et al., 2014) led to further advancement
of abstractive summarization (Nallapati et al., 2016;
Chopra et al., 2016). Nallapati et al. (2016) devised
a hierarchical attention mechanism for a seq2seq
model, where two levels of attention distributions
over the source, i.e., sentence and word, are com-
puted at every step of the word decoding. Based
on the sentence attentions, the word attentions are
rescaled. Our hierarchical attention is more intu-
itive, computes post(sentence)-level and phrase-
level attentions for every new summary sentence,
and is trained end-to-end.

Semi-supervised learning has recently gained
popularity as it helps training parameters of large
models without any training data. Researchers have
pre-trained masked language models, in which only
an encoder is used to reconstruct the text, e.g.,
BERT (Devlin et al., 2018). Liu and Lapata (2019)
used BERT as seq2seq encoder and showed im-
proved performance on several abstractive sum-
marization tasks. Similarly, researchers have pub-
lished pre-trained seq2seq models using a differ-
ent semi-supervised learning technique, where a
seq2seq model is learned to reconstruct the original
text, e.g., BART (Lewis et al., 2019) and MASS
(Song et al., 2019). In this work, we rely on transfer
learning and demonstrate that by pretraining with
appropriate interleaved text data, a seq2seq model
readily transfers to a new domain with just a few
examples.

3 Model

Our hierarchical encoder (see Figure 1 left hand
section) is based on Nallapati et al. (2017), where
word-to-word and post-to-post encoders are bi-
directional LSTMs. The word-to-word BiLSTM
encoder (F,2,) runs over word embeddings of
post P; and generates a set of hidden representa-
tions, <hf§”2“’, cee hf;‘ﬂw), of d dimensions. The
average pooled value of the word-to-word rep-
resentations of post P; (% Z?:o hf}“zw) is in-
put to the post-to-post BILSTM encoder (E}s;),
which then generates a set of representations,

E E ;
(hy", ..., h,"), corresponding to the posts.
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Figure 1:
i.e., word-to-word (F,2,,) followed by post-to-post (E

Overall, for a given channel C, output representa-
tions of word-to-word, W, and post-to-post, P, has
n X p X 2d and n X 2d dimensions respectively. The
hierarchical decoder has two uni-directional LSTM
decoders, thread-to-thread and word-to-word (see
right-hand side in Figure 1).

At step k of thread decoder (Dy2;), we com-
pute elements of post—level attention as 'yf

(attn”(th”f,Pi) i € {1,...,n}, where attn”
aligns the current thread decoder state vector hD 2
to vectors of matrix P;. A phrase is a short se—
quences of words in a sentence/post. Phrases in
interleaved texts are equivalent to visual patterns in
images, and therefore, attending phrases are more
relevant for thread recognition than attending posts.
Thus, we have phrase-level attentions focusing on
words in a channel and with a responsibility of dis-
entangling threads. At step k of thread decoder,
we also compute a sequence of attention weights,
Bk = <ﬂo s -+ - > corresponding to the set of
encoded word representatrons, <h&%w, o hyEey,
as ﬂk (attnﬁ(thth, a; j)) where a;; =
add(W”,P ), ie{l,....,n}, je{l,...,p}
add aligns a post representation to its word rep-
resentations and does element-wise addition, and
attn® maps the current thread decoder state hD &y
and vector a; ; to a scalar value. Then, we use the
post-level attention, v*, to rescale the sequence of
attention weights 3% to obtain phrase-level atten-
tions 3* as sz Bk i vE.

A weighted representation of the words (crossed
blue circle), >, Z?:r ijWij, is used as an
input to compute the next state of the thread-to-
thread decoder, Dyo;. Additionally, we also use
the last hidden state hfj"fjf] of the word-to-word

~Endd

, thread-to-thread

word-to-word decoder
decoder

John betrayed friends

Doyl Dz ppy Duzen| oy Dt Dm
. 00 01 02 03 Uq

John missed poker game

yesterday.

John

didn't

visit

Hierarchical encoder-decoder architecture. On the left, interleaved posts are encoded hierarchically,

p2p)- On the right, summaries are generated hierarchically,
thread-to-thread (D;2;) followed by word-to-word (Dyo;).

decoder LSTM (D,,2,,) of the previously gener-
ated summary sentence as the second input to D;o;.
The motivation is to provide information about the
previous sentence.

The current state th 2t is passed through a sin-
gle layer feedforward network and a distribution
over STOP=1 and CONTINUE=0 is computed:

p;:}TOP — U(g tht2t )

network. In Figure 1, the process is depicted by a
yellow circle. The thread-to-thread decoder keeps
decoding until pSTOP is greater than 0.5.

, where g is a feedforward

Additionally, the new state hf 2t and inputs to
Dyoy at that step are passed through a two-layer
feedforward network, r, followed by a dropout
layer to compute the thread representation sy.
Given a thread representation s, the word-to-
word decoder, a unidirectional attentional LSTM
(Dw2w), generates a summary for the thread; see
the right-hand side of Figure 1. Our word-to-word
decoder is based on Bahdanau et al. (2014).

At step [ of word-to-word decoding of summary
of thread k, we compute elements of word level
attention, i.e., ak . we refer to Bahdanau et al.
(2014) for further details on it. However, we use
phrase-level word attentions for rescaling the word
level attention as & Jl = norm(f; k - X akj ), where
norm (softmax) renormalizes the values. Thus,
contrary to popular two-level hierarchical attention
(Nallapati et al., 2016; Cheng and Lapata, 2016;
Tan et al., 2017), we have three levels of hierarchi-
cal attention and each with its responsibility and is

coordinated through the rescaling operation.

We model end-to-end

following objec-

train
minimize

our

to the
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Notations

C A sequence of pairs of single-thread texts and single-
sentence summaries

a A minimum number of threads

b A maximum number of threads

m A minimum number of posts

n A maximum number of posts

WINDOW returns an iterator object that traverse a given sequence
elements in windowed manner

w window size

t step size

o An iterator object that returns a window size sequence
of pairs of single-thread texts and single-sentence sum-
maries

E A window size sequence of pairs of single-thread texts

and single-sentence summaries
r A sequence of sentences
M A sequence of single-sentence summaries
2 A uniform sampling function
A A single thread text as a sequence of sentences
T A single-sentence summary as a sequence of words
1 A multi-thread interleaved text
M A multi-sentence summary of an interleaved text

{axs} A set in which variable a is repeated b times
S A sequence of positive integers

REVERSE reverses an array

Por removes the last element from an array

P A sentence/post as a sequence of words

[] array indexing operation

A set of elements that belong to X butnotto Y

Z A sequence of pairs of multi-thread interleaved texts
and multi-sentence summaries

Table 2: We use lowercase italics for variables, up-
percase italics for sets and sequences, math symbols
for mathematical operations and uppercase words for
methods.

m q
tive: > > logpe (yEt we, <1, W) +

k=1i=1
m
)\ZyETOP log(prOP), where (w*0, ...
k=1
and (y ., y"9) are words in a ground-truth
summary and D,,9,, generation respectively.

wk,t;()

k,0
-

4 Synthetic Dataset

Obtaining labeled training data for interleaved con-
versation summarization is challenging. The avail-
able ones are either extractive Verberne et al. (2018)
or too small (Barker et al., 2016; Anguera et al.,
2012) to train a neural model and thoroughly ver-
ify the architecture. To get around this issue, we
synthesized a dataset by utilizing a corpus of con-
ventional texts for which summaries are available.
We created a corpus of interleaved texts from the
abstracts and titles of articles from the PubMed
corpus (Dernoncourt and Lee, 2017). We chose
PubMed abstracts as it has, in contrast to other cor-
pora such as news articles or StackOverflow posts,
a single-sentence summary that can only be com-
prehended out of a whole abstract. Further, the
number of sentences more closely resembles that
of a conversationalist in a conversation.

Algorithm 1 Interleaving Algorithm

1: procedure INTERLEAVE(C, a, b, m, n)
2 0,Z < WINDOW(C, w, t), Array()
3 while O # 0 do
4: E,I',M',S + O.NEXT(), Array(), Array(), {}
5: r~U(a,b)
6: for j=1tordo > Selection
7 A, T + E[j]
8: q ~U(m,n)
9: I ADD(A[1:¢])
10: M’ .ApD(T)
11: S SU{jxq}
12: 1, M, 1 < Array(), Array(), |S|
13: for 1 to /do > Interleaving
14: k < U(S)
15: P <+ REVERSE(!'[k]).POP()
16: 1.ADD(P)
17: T« M'[k]
18: if 7 & M then:
19: M.ADD(T)
20: S+ S\k
21: Z.ADD(I;M)

22: return Z

Random interleaving of the sentences from a
small number of PubMed abstracts roughly resem-
bles interleaved texts, and, correspondingly, inter-
leaving of titles resembles its multi-sentence sum-
mary. We devised an algorithm for creating syn-
thetic interleaved texts based on this idea.

Interleave Algorithm: The Interleave Algo-
rithm generates interleaved texts, each containing
randomly interleaved sentences from a small num-
ber of abstracts, where the number is a random
value within a specified range. The number of sen-
tences used per abstract is also a random value
within a specified range. Abstracts to be included
in an interleaved text are first selected, then the
selected abstracts are interleaved, and finally the
interleaved texts together with a concatenation of
the titles of the selected abstracts are returned.

We first refer to Table 2 for terms and no-
tations used in Algorithm. 1. INTERLEAVE
takes a corpus of abstract-title pairs, C =
(A1;T1,A9;To,...,AN;Tn), and returns a se-
quence of pairs of multi-thread interleaved texts
and multi-sentence summaries, Z. Each inter-
leaved text in the generated sequence will contain
a number of threads ranging between a to b, where
the number is randomly selected. Each thread, in
turn, will contain a number of posts or sentences
ranging between m and n, where this number is
also randomly selected. The WINDOW function is
given C, a desired window size, w, and step size, ¢,

|N]=w

and it returns an iterator object, O, of size *——+1.
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WINDOW helps to enlarge the interleaved corpus
without redundancy as abstracts are randomly sam-
pled out of an iterator element, E, and also new
abstracts are always included in the next element
through sliding. Similarly, sets of sentences are ran-
domly sampled out of the selected abstracts. Thus,
interleaved text-summary pairs in the corpus are
different. The two parts of the INTERLEAVE algo-
rithm, Selection and Interleaving, will be described
next.

Selection: I/ in step 5 determines the number
of threads, r. Then, thread candidates for an inter-
leaved text are chosen out of an iterator element E,
a window size sequence of pairs of single-thread
texts and single-sentence summaries. Next, post
candidates for each selected thread, A, are cho-
sen. U in step 8 determines the number of posts,
g. Thread indices are repeated as many times as its
posts and stored in a set, S.

Interleaving: In every step in a loop of a size
equivalent to the length of indices S, ¢/ randomly
selects a thread index. REVERSE and POP in step
15 help in selecting a post, P, in the selected thread
in a FIFO manner. The single-sentence summary,
T, of the thread is added to the multi-sentence sum-
mary sequence, M, if it didn’t exist previously.

As an interleaved text-summary pair in the cor-
pus has a thread size between a and b and post
size per thread between m and n, the larger the dif-
ference between a and b and m and n in a corpus,
the harder the disentangling and summarization
task. So, we vary these parameters and create dif-
ferent synthetic corpora of varying difficulty for
the experiments. Table 3 shows an example of a
data instance from a Interleaved PubMed corpus
compiled using a=2, b=5, m=2 and n=>5.

S Experiments

Parameters: For the word-to-word encoder, the
steps are limited to 20, while the steps in the word-
to-word decoder are limited to 15. The steps in the
post-to-post encoder and thread-to-thread decoder
depend on the corpus type, e.g., a Hard corpus com-
piled using a=2, b=5, m=2 and n=5 has 25 steps in
post-to-post encoder, i.e., b xn (the maximum pos-
sible size of posts in an item in the corpus) and 5
steps in thread-to-thread decoder, i.e., b (the maxi-
mum possible threads in an item in the corpus). We
initialized all weights, including word embeddings,
with a random normal distribution with mean 0 and
standard deviation 0.1. The embedding vectors and

Interleaved text

T . ..conducted to evaluate the influence of excessive sweat-

ing during long-distance running on the urinary concentration
of caffeine. ..

@ . .to assess the effect of a program of supervised fitness

walking and patient education on functional status. . .

T ...102 patients with a documented diagnosis of primary
osteoarthritis of one or both knees participated. ..

@ ...examined the effects of intensity of training on ratings
of perceived exertion (...

Summary

T caffeine in sport. influence of endurance exercise on the
urinary caffeine concentration.

@ supervised fitness walking in patients with osteoarthritis of
the knee. a randomized , controlled trial.

? the effect of training intensity on ratings of perceived exer-
tion.

Table 3: An example of a synthetic Interleaved text and
summary pair compiled using PubMed corpus and Al-
gorithm. 1. It includes three threads (abstracts) identifi-
able through superscribed symbols 7, w, and ¢.

Input Text Model
dis (upper bd) | hier2hier
(Shang et al., 2018)
ent ‘ hier2hier

Rouge-1 Rouge-2 Rouge-L
39.09 30.11 15.22
29.11 1576  10.13
3711 2797 14.26

Table 4: Synthetic interleaved text summarization
performance (Rouge Recall-Scores) comparing models
when the threads are disentangled (top section, upper
bound) and when the threads are entangled (bottom sec-
tion, real-world) on an Interleaved PubMed Corpus. dis
= disentangled (ground-truth) and ent = entangled.

hidden states of the encoder and decoder in the
models are set to dimension 100. Texts are lower-
cased. The vocabulary size is limited to 8000. We
pad short sequences with a special token, (PAD).
We use Adam (Kingma and Ba, 2014) with an ini-
tial learning rate of .0001 and batch size of 64 for
training. The training, evaluation and test sets in a
Hard Interleaved PubMed corpus (a=2, b=5, m=2
and n=5) are of sizes of 170k, 4k and 4k respec-
tively.

We report ROUGE-1, ROUGE-2, and ROUGE-
L as the quantitative evaluation of the models.

Upper-bound: In upper-bound experiments, we
check the impact of disentanglement on the abstrac-
tive summarization models. In order to do this, we
first evaluate the performance of a model when
provided the ground-truth disentanglement (thread
indices) information. We also evaluate the perfor-
mance of models for either end-to-end or two-step
summarization.

Ground-truth Disentangled: The ground-truth
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disentanglement information is used and posts of
threads are disentangled and concatenated (posts
are thread-wise sequentially arranged, i.e., non-
interleaved). The first row in Table 4 shows per-
formance of the hier2hier summarization model.
Clearly, the model can easily detect a thread bound-
ary in concatenated threads and perform very well,
and therefore, sets an upper bound for the task.

No disentanglement: In real-world scenar-
ios, i.e., with no disentanglement, Shang et al.
(2018)’s unsupervised two-step system first dis-
entangles/clusters the posts thread-wise and then
compresses clusters to single-sentence summaries.
While hier2hier is trained end-to-end, and therefore,
generates multi-sentence summaries for a given in-
terleaved text. Table 4 shows Shang et al. (2018)
performs worse than hier2hier (compare rows 2
and 3), indicating that a hier2hier model trained on
a sufficiently large dataset is better at summariza-
tion than the unsupervised sentence compression
method, especially in fluency as indicated by an
approximately 12 point increase in Rouge-2. Addi-
tionally, the hier2hier model trained on entangled
texts achieves slightly lower performance to when
it is trained on disentangled texts (compare rows
1 and 3), indicating that the disentanglement com-
ponent can be avoided if summaries are available.
The bottom section in Table 5 show an example of
the model generations (shown in color). The top
indexes of the phrase-level attention (B) is directly
visualized in the table through the color coding
matching the generation. This shows phrase level
attention actually supports in learning to disentan-
gle the interleaved texts.

Transfer Learning: We utilize our interleaving
algorithm and PubMed data to compile an inter-
leaved corpus with a similar thread distribution as
a corpus of real meetings, the AMI meeting corpus.
AMI is a very small size corpus, so we have a train,
eval and test split of 112, 10 and 20 respectively.
Our analysis of the AMI corpus show that 90% of
meetings have < 12 summary sentences while 60%
of meetings have > 8 summary sentences, so we
used 8 and 12 as the min (a) and max (b) number
of threads respectively in the algorithm and cre-
ate a synthetic corpus. We pretrain the hier2hier
model for several iterations on the synthetic corpus,
and then transfer and fine-tune the model on the
AMI corpus with all parameters fixed except for
the word-to-word decoder and hierarchical atten-
tion parameters. As PubMed and AMI are from

Interleaved text

...conducted to evaluate the influence of excessive sweat-
ing during long-distance running on the urinary concentra-
tion of caffeine. ..

...to assess the effect of a program of supervised fitness
walking and patient education on functional status. ..

... 102 patients with a documented diagnosis of primary os-
teoarthritis of one or both knees participated. . .
...examined the effects of intensity of training on ratings
of perceived exertion (...

Generation
effect of excessive [UNK] during [UNK] running on the
urinary concentration of caffeine .

effect of a physical fitness walking on functional status ,
pain , and pain

effects of intensity of training on perceived [UNK] in
[UNK] athletes .

Table 5: An example of hier2hier generated summary
sentences of a three thread interleaved text. Summaries
are coloured differently and colors of attended phrases
(B) in the text are identical to those of the generations.
The table is best viewed in color.

50 4 :
A - T
T T T T T e
r”— ___Ih.
40 -
3] e
E —& Recall-1_TL300
’ ] —& Precision-1_TL300
@ & Recall-2_300
8 -# Precision-2_300
25+
204
15 g T T e T -
................. .
a
1041 I ‘
" g 100k
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Figure 2: ROUGE uni- and bi-gram precision (green)
and recall (blue) of AMI fine-tuned hier2hier models
with different numbers of pretraining iterations. Maxi-
mum words in a summary is 300. As a reference, solid
horizontal lines show the scores of a model trained only
on AMI.

different domains, we use the byte pair encoding
(BPE) (Sennrich et al., 2016) based subword dic-
tionary. As shown in Table 6, hier2hier readily
transfers its disentangling knowledge, and there-
fore, obtains a boost in recall while maintaining
its precision. The Li et al. (2019) system has the
best ROUGE-1 scores, however their model is not
directly comparable as unlike Shang et al. (2018)
and our text-based model, it uses audio and video
in addition to text.

Additionally, we also performed transfer learn-
ing experiments with models pre-trained for a dif-
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ferent number of iterations, and as seen in Figure 2,
hier2hier readily transfers its disentangling knowl-
edge, and therefore, obtains a boost in recall while
maintaining its precision. However, longer pretrain-
ing drives the model to generate shorter summaries
similar to PubMed abstracts, and thereby, results in
increasing precision and decreasing recall.

We also experimented with state of the art
transformer-based seq2seq models, e.g., Bert-
SumExtAbs (Liu and Lapata, 2019) and BART
(Lewis et al., 2019). BertSumExtAbs requires fine-
tuning of the encoder and a de novo training of
decoder while both encoder and decoder of BART
are only fine-tuned. We use only AMI data for
the de novo training and fine-tuning purpose, and
the bottom two rows in Table 6 show the results
from these models.! Although our hier2hier_t-learn
also only requires fine-tuning of the decoder and
hierarchical attention, a highly-sophisticated semi-
supervised training of both the encoder and decoder
of BART and larger model size (100x) yields better
performance. However, for applications that have
limited memory, as on some mobile devices, our
model may be more desirable. Furthermore, de-
spite a pre-trained encoder of BertSumExtAbs, a
de novo training of a large size decoder with a tiny
AMI data lead to over-fitting, and therefore, lower
scores.

Human Evaluation: We also performed a qual-
itative evaluation of our system using human judg-
ments. Following Chen and Bansal (2018), we
performed a comparative evaluation, where we pro-
vided six human judges (graduate students fluent in
English) with meetings (= 6000 words) and sum-
maries from three sources, i.e., human reference,
two-step baseline and hier2hier_t-learn (here after
referred to as the ”our model”), and asked them to
rate on a scale of 1 to 5 the two questions: 1) is the
summary concise, fluent and grammatical (fluency)
and 2) does the summary retain key information
from the meeting (relevancy)?

We sampled six meetings (each with three sum-
maries corresponding to three sources), duplicated
them, and then randomly sampled two dissimilar
meetings and assigned them to each judge to anno-
tate. For reference, an annotation sample would be
an ASR transcript and human written summaries

'Due to the small AMI data size, batch size and initial
learning rate of BERTSumEXxt are set to 8 and 5e-4 respec-
tively, batch size in BERTSumExtAbs is 16 and initial learning
rates of BERT and transformer decoder in BERTSumExtAbs
are 0.001 and 0.01 respectively.

ROUGE-1 ROUGE-2
Model P R Fl P R Fl
two-step (Shang et al., 2018) | 34.61 41.84 37.37 | 6.92 8.29 7.45

hier2hier
hier2hier_t-learn

46.30 38.17 41.30
47.68 44.37 45.56

14.84 12.23 13.13
16.02 14.98 15.35

(Lietal, 2019) 5329 [ - - 1351

BertSumExtAbs 55.95 36.21 43.24 | 18.35 12.16 14.39

BART(base) 42.17 59.19 49.03 | 16.52 23.05 19.15
Table 6: Rouge Scores for summary size 300

words on the AMI Corpus. t-learn=transfer-leaning.
BART (base) = BART with 6 encoder and decoder lay-
ers and 140M parameters. Li et al. uses audio+video in
addition to text and the transformer models (the bottom
two rows) have lots of extra data for pre-training.

h2h_t-learn summaries

1) the project manager opened the meeting and went over
the minutes of the previous. ..

3) the industrial designer discussed the interior workings of
aremote and the team. . .

5) the group discussed the shape of the device and decided
to make the device easier. ..

two-step (Shang et al., 2018) summaries

1) marketing report uh we observed remote control users in
a usability lab

7) majority except for the forty five to fifty five year olds
for some reason didnt want a voice act speech. ..

14) headed towards like a b a big yellow and black remote
as far as maybe thats our next meeting that we discuss that

Table 7: The top and bottom sections show our hier-
archical and the Shang et al. (2018) system summaries
respectively for ASR transcripts in Table 1. a) refer to
the a'” sentence in a multi-sentence summary.

as in Table 1 and our model and Shang et al. (2018)
summaries as in Table 7. The judges were not
shown the source of the summaries. The twelve
ratings that we received are converted into two bi-
nary comparisons and are summarized in Table 8.
Our model summaries were often judged to be bet-
ter than the Shang et al. (2018) system summaries
in both fluency and relevancy. Gwet’s AC1 and
Brennan’s and Prediger’s kappa inter-rater agree-
ment statistics show strong agreement for fluency.
2 However, compared to human summaries, our
model summaries were similar in terms of fluency
but were lower in terms of relevancy, with inter-
rater statistics indicating fair strength of agreement.

2Gwet’s AC(1) and Brennan and Prediger’s Kappa ad-
just the impact of the empirical distributions over the chance
agreement, and therefore, are better suited for cases where
the proportion of agreements on one class differs from that of
another.
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Metric Win | Tie Lose | gwet | bp
acl
Our Model vs. Shang et al. (2018)
Fluency 9 2 1 0.72 | 0.63
Relevancy | 9 1 2 -0.02 | -1.3
Our Model vs. Human Reference
Fluency 3 2 7 0.27 | 0.25
Relevancy | 2 0 10 0.38 | 0.25

Table 8: Comparative ratings by human judges of sum-
maries on fluency and relevancy metrics. gwet acl and
bp refer to Gwet’s AC(1) and Brennan-Prediger Kappa
coefficients respectively.

We also compared statistics of reference sum-
maries against Our and Shang et al. (2018) model
generated summaries of maximum 300 words. We
observe our model generates approximately 145
words outputs, which is close to ground-truth hu-
man written summaries of size approximately 165
words. However, the Shang et al. (2018) system
generates summaries of average 290 words. Fur-
ther, the median number of threads (number of sum-
maries) of our model, human written summaries
and Shang et al. (2018) are 8, 8.5, 17, respectively.
This indicates our model is learning to generate
human-like summaries, while Shang et al. (2018)
aims to distill words up to the permissible limit, and
therefore, has high recall and very low precision;
see Table 6. Additionally, our model has twice the
Shang et al. (2018) Rouge-2 values, which indi-
cates high readability and was supported by human
judges. Further, the difference in number of threads
(summaries) between our model and reference are
< 3, 2, and 1 for 85%, 65%, and 40% of cases,
respectively. This clearly indicates the strength of
our hierarchical model in disentangling threads.

6 Conclusion

We investigated the use of an end-to-end hierarchi-
cal encoder-decoder model, hier2hier, with three
levels of hierarchical attention for jointly summa-
rizing and implicitly disentangling interleaved text.
To train this model, we examined the use of pre-
training using synthesized data and fine-tuning for
adaptation to a new domain with limited labeled
real-world data. On real-world AMI data, our
fine-tuned end-to-end system outperforms a two-
step system by 22% (Rouge-1). Experiments were
also conducted against the transformer-based Bert-
SumExtAbs and BART systems, which indicate
that these transformer models can also summa-

rize interleaved texts. Specifically our hier2hier
model also outperformed the transformer-based
BertSumExtAbs but not BART, which suggests
that use of pretraining of both the decoder as well
as the encoder is important, and also indicates the
utility of our synthetic data.
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Abstract

The IMPRESSIONS section of a radiology re-
port about an imaging study is a summary
of the radiologist’s reasoning and conclusions,
and it also aids the referring physician in con-
firming or excluding certain diagnoses. A cas-
cade of tasks are required to automatically gen-
erate an abstractive summary of the typical
information-rich radiology report. These tasks
include acquisition of salient content from
the report and generation of a concise, eas-
ily consumable IMPRESSIONS section. Prior
research on radiology report summarization
has focused on single-step end-to-end mod-
els — which subsume the task of salient con-
tent acquisition. To fully explore the cascade
structure and explainability of radiology report
summarization, we introduce two innovations.
First, we design a two-step approach: ex-
tractive summarization followed by abstractive
summarization. Second, we additionally break
down the extractive part into two independent
tasks: extraction of salient (1) sentences and
(2) keywords. Experiments on English radiol-
ogy reports from two clinical sites show our
novel approach leads to a more precise sum-
mary compared to single-step and to two-step-
with-single-extractive-process baselines with
an overall improvement in F1 score of 3-4%.

1 Introduction

A diagnostic radiology report about an examina-
tion includes FINDINGS in which the radiologist
describes normal and abnormal imaging results of
their analysis (Dunnick and Langlotz, 2008). It also
includes IMPRESSIONS or a summary that commu-
nicates conclusions about the findings and sugges-
tions for the referring physician; a sample report is
shown in Table 1. FINDINGS are often lengthy and
information-rich. According to a survey of refer-
ring physicians, IMPRESSIONS may be the only part
of the report that is read (Wallis and McCoubrie,
2011). Overall, referring physicians seem to appre-
ciate the explainability (or self-explanitoriness) of

FINDINGS

¥there is no evidence of midline shift or mass effect.

there is soft tissue swelling or hematoma in the right frontal
or supraorbital region.

underlying sinus walls and calvarium are intact.
there is no obvious laceration.

Ythere is subtle thickening of the falx at the high convexity
with its mid to posterior portion.

there is no associated subarachnoid hemorrhage.

Ythis likely reflects normal prominence of the falx in a
patient of this age.

¥remote consideration would be a very thin subdural col-
lection.

IMPRESSIONS

1) no definite acute intracranial process.

2) mild prominence of the falx is likely normal for this
patient.

3) remote possibility of very thin subdural collection has
not been entirely excluded.

Table 1: FINDINGS (top) and IMPRESSIONS (bottom)
sections of a radiologist’s report. ¢ indicates a sentence
in FINDINGS that overlaps with sentences in IMPRES-
SIONS. Italicized words in FINDINGS are core concepts
(e.g., disorder and procedure) that assist in answering
clinical questions.

IMPRESSIONS as it helps them evaluate differential
diagnoses while avoiding additional conversations
with the radiologist or the need for repeat proce-
dures.

A well known end-to-end method for text sum-
marization is two-step: extractive summarization
followed by abstractive summarization. For in-
stance, Chen and Bansal (2018) initially train ex-
tractive and abstractive systems separately and then
use the extractive system as an agent in a single-
agent reinforcement learning (RL) setup with the
abstractive system as part of the environment. Their
extractive system extracts salient sentences and the
abstractive system paraphrases these sentences to
produce a summary. This summary is in turn used
to compute the reward for RL training. However,
this single-agent setup often fails to extract some
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salient sentences or it extracts irrelevant ones, lead-
ing to the generation of incomplete/incorrect IM-
PRESSIONS. We hypothesize that granular cate-
gories of core concepts (e.g., abnormalities, proce-
dures) can be leveraged for generating more com-
prehensive summaries. Thus, a separate RL agent
is dedicated to the task of extracting salient key-
words (core concepts) in the two-step system. The
novelty in this approach is that the new, second
agent can now collaborate with the first one and
the two can influence each other in their extraction
decisions.

Multiagent reinforcement learning (MARL) re-
quires that an agent coordinate with the other
agents to achieve the desired goal. MARL often
has centralized training and decentralized execu-
tion (Foerster et al., 2016; Kraemer and Banerjee,
2016). There are several protocols for MARL train-
ing, such as sharing parameters between agents and
explicit (Foerster et al., 2016, 2018; Sukhbaatar
et al., 2016; Mordatch and Abbeel, 2018) or im-
plicit (Tian et al., 2020) communication between
agents by using an actor-critic policy gradient with
a centralized critic for all agents (Foerster et al.,
2018). The aim of these protocols is to correctly
assign credits so that an agent can deduce its con-
tribution to the team’s success. To train our co-
operative agents that extract salient sentences and
keywords, we propose a novel Differentiable Multi-
agent Actor-Critic (DiMAC) RL learning method.
We learn independent agents in an actor-critic setup
and use a communication channel to allow agents
to coordinate by passing real-valued messages. As
gradients are pushed through the communication
channel, DiIMAC is end-to-end trainable across
agents.

The novelties in the paper are threefold:

* a summarization system that leverages core
concepts via keywords, refines them and
makes them the basis for more fine-grained
explainability

* a multi-agent RL (MARL) based extractive
component for a two-step summarization
framework,

* a Differentiable Multi-agent Actor-Critic (Di-
MAC) with independent actors leveraging a
communication channel for cooperation

The remaining paper is structured as follows. In
Section 2, we provide a detailed description of our

Notations

General MLE RL
F | FINDINGS E encoder network a agent (actors)
1 | IMPRESSIONS | D pointer network ¢ | critic
K | Keywords w2w | word LSTM u | action
w | word 528 sentence LSTM m | message value
s sentence « attention score r | reward
p | position c context vector G | discounted reward
m | total words v trainable vector V | value function
n | total sentences | ¢ switch value Q | action value function
h | hidden vector w trainable matrix A | advantage function
y | train label Conv | CNN network

Table 2: Notation used in this paper: general notation
and notation for two-step maximum likelihood estima-
tion (MLE) and reinforcement learning (RL). Notations
are often combined, e.g., hEw2v refers to the word en-
coder’s hidden state vector and a,, to the word agent.

two-step framework. In Section 3, we introduce
the DIMAC training algorithm. In Section 4, we
describe training data and experiments. In Section
5, we discuss the results. In Section 6, we dis-
cuss related work. In Section 7, we present our
conclusions.

2 Model

Problem statement. We design a two-step sum-
marization framework that takes the FINDINGS (F")
section of a radiology report (consisting of a se-
quence of sentences) and a set of keywords (K) as
input and produces an IMPRESSIONS (/) section
(consisting of a sequence of sentences).

In the first step of the framework, the two extrac-
tors independently select words and sentences from
FINDINGS F' but also coordinate such that the se-
lection of salient words is followed by the selection
of the sentence comprising these words. In the next
step, a seq2seq abstractor paraphrases the selected
sentences to generate IMPRESSIONS /. Figure 1
illustrates the proposed framework. We refer to
Table 2 for basic notations used in this paper. We
often combine notations to indicate a framework
component concisely.

Two-step summarization framework. The
proposed system includes encoder networks to en-
code words and sentences into vector representa-
tions. It also includes two pointer extractor net-
works (Vinyals et al., 2015) to determine salient
words and sentences by selecting their indices.
Both extractor networks run for the same number
of steps; however, at each step, the output index of
one extractor network is chosen while the other is
set as empty ({)). When the input is (), an extractor
pauses its activity and guides the other extractor in
an optimal direction.

Encoder. A bi-directional LSTM based word
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Figure 1: Our two-step summarization framework. DiMAC components (actors/extractors, communicator (),
environment and communication between them) are indicated by blue dashed lines and arrows. (i) The first step
of the framework consists of encoder-extractor networks. Left side: sentence (E25) and word (F,2,,) encoders.
Right side: sentence (Dgo5) and word (D,,9,,) extractors. Word and sentence encoders are bi-directional LSTMs
with word (v") and sentence (h°) embeddings as input. A convolutional network (Conv) obtains a sentence embed-
ding (h®) from word (v*) and position (vP) embeddings. An extractor is an LSTM pointer network with context
vectors as input and either empty (f)) or a source position as output at each step. (ii) In the second step of the
framework, the seq2seq abstractor paraphrases selected sentences. During DiMAC reinforcement learning, the
communicator takes contexts and actor hidden states and sends them back messages (m). The critic is omitted.
Abstracted sentences (5) and selected words are used to compute rewards. Figure best viewed in color.

encoder, Ey,2,, is run on m word embeddings of
FINDINGS sentences to obtain word representations,
{hfw2w ... pPuw} A convolutional network
(Conw) is run on concatenated word (v*) and po-
sition (vP) embeddings in a sentence to obtain an
intermediate sentence representation (h°). Then, a
bi-directional LSTM sentence encoder, Fso,, lever-
ages the intermediate representations to obtain the
final sentence representations, {h=2 ... hEs2},

Extractors. Two LSTM based pointer extrac-
tors, i.e., word, D,,2.,, and sentence, Doy, select
a source word and sentence index at each step of
decoding respectively. At any step j of decoding,
each extractor independently uses its hidden state
hf w2w and hf 2% to compute an attention score
over its source item w; and sy, as:
ol = softmax(ngZ)(WDth“’Qw + WEhiEww))
af,; = softmax (3T (W hD=2s 1 W pFs))
where WP, WE v, WD, WE and V are trainable pa-
rameters, 7" and ¢ are transpose and tanh functions
respectively, and softmax normalizes the scores.
Word and sentence context vectors are computed us-
ing attention scores and encoder representations as
A =3 al kR and ¢ = Yop_ ag hp
respectively.

Additionally, at step j, the decision on whether

word or sentence extractor output is set to
0 is based on a switch probability ¢; =
a(swit(:h(thw?“J7 c, hJDS?S, c;)), where switch is
a feed-forward network (omitted in Figure 1). The
switch value of O or 1 indicates whether to set the

output of sentence or word extractor to ().

Based on its current cell state hjp 28 Dgog COM-
putes the next cell state, both the context vectors ¢’
and cj- and the selected source item encoder repre-

sentation, h”s2s. Sharing context vectors between
extractors is similar to the cross attention mech-
anism as described by Jadhav and Rajan (2018).
In case Do is at pause (i.e., qj:O), the F4o5 end
representation is taken as the selected item rep-
resentation. D,,,, follows the same approach to
compute its next state.

As we lack gold standard FINDINGS keywords
and sentence-wise one-to-one match between
IMPRESSIONS and FINDINGS to train networks to
perform selection, we heuristically obtain such la-
bels. See Section 4.2 for details. We perform a
maximum-likelihood (ML) end-to-end training of
the encoder-extractor networks to minimize the
following loss; Z;:l —(1 = y))(y} logay) —
yi(y3logaj) — yilog q;, where ¢ is the step when
Dgos selects a dummy END, which indicates end
of the extraction, and y?, y; and y;’ are heuristi-
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cally obtained switch, word and sentence selection
labels at step j respectively.

Abstractor. The abstractor condenses each se-
lected sentence to a concise summary. We employ
a pointer generator network (See et al., 2017) for
this purpose. It uses a copy mechanism to solve
the out-of-vocabulary (OOV) problem and a cov-
erage mechanism to solve the repetition problem.
See (See et al., 2017) for details. We indepen-
dently train the abstractor using heuristically ob-
tained one-to-one matches between FINDINGS and
IMPRESSIONS sentences.

3 DiMAC

As extractor and abstractor are separately trained
in a two-step framework, Chen and Bansal (2018)
proposed using RL training with the extractor as-
suming the agent role and the abstractor as part of
the environment to address the separation. Further-
more, as RL loss is computed out of final summary
and ground-truth IMPRESSIONS, RL training ad-
dresses the error due to heuristic labels in the pre-
trained networks. Unlike Chen and Bansal (2018),
our setup involves multiple extractors, so we use
MARL for the coordination. In other words, the
word and sentence extractors D,,2,, and Dgaos oOper-
ate as RL agents a,, and a (Figure 1, right sidie).
In (Foerster et al., 2018), an actor-critic MARL
has a centralized critic and parameter-sharing ac-
tors. In contrast, our extractors have different char-
acteristics, e.g., amount of selection (salient words
greater than sentences) and size of source represen-
tations; therefore, we exclude parameter sharing
between actors. Additionally, to not have actors
influence each other’s policies, we have a critic that
estimates the value function by not conditioning
on the actions of other agents, thereby ensuring
actor independence. Furthermore, we introduce a
communicator () that coordinates actors through
message passing. The dedicated channel m ad-
dresses the issue of the environment appearing non-
stationary due to independent agents; see (Foerster
et al., 2016; Sukhbaatar et al., 2016; Mordatch and
Abbeel, 2018). The channel allows gradients to
flow between actors, transforming the setup into an
end-to-end Differentiable Multi-agent Actor Critic
(DIMAC). The actors and the communicator are ini-
tialized with the maximum-likelihood (ML) trained
extractors and switch network, respectively.
Actions. Actors a,, and as have action spaces
of source words {wi, - ,w,} and sentences

{51, , sn}, respectively. At any decoding step
7, actors choose actions (i.e., source selection) u‘;.w
and u?s by using policy networks 7% and 7% and
hidden states hJ* and h*. Due to the commu-
nication between actors in DIMAC training, we
intuitively expect some correlation in the actions.
Reward. For any decoding step 7, if the commu-
nicator indicates sentence selection (m = 0), a sen-
tence reward 'r;’s is computed using R; (ROUGE
unigram recall) between the abstract summary é?-s
of selected sentence s?s (out of action u?s) from
the abstractor and a ground-truth IMPRESSIONS
sentence. We sequentially match summary and IM-
PRESSIONS sentences such that a learns to select
relevant sentences sequentially. Similarly, word
reward ri* for selected word w}* out of action

?“’ is 1 if the word is in the subset of keywords in

FINDINGS, KT, else it is 0. Again, we match se-
lected and FINDINGS keywords sequentially. When
an agent selects extra items, the reward for those
selections is 0, and thus, the agent learns to select
only relevant sentences and keywords.

In addition, joint actions of actors eventually
generate a global reward in a multi-agent coopera-
tive setting as: 79 = Ry ({87*,--- ,0,--- , 8}, 1)+
ARy ({we, -0, wi}, KT'), where t is the
step when a; selects END and ) is a hyperparam-
eter to adjust the global word reward contribution.
As KF keywords are not gold-standard, we set
A = 0.1; this means that generated summary sen-
tences drive most of the global learning. 9 is in-
cluded as the reward at the last step ¢ for both
actors.

Action value functions Qj* and Qj* for ac-
tions u}* and u}* are estimated as Euﬁ e (G5 |

a a a a a
i, uj*] and E“‘}ivhﬁi[st | R, uje], respec-

tively, where G and G* are discounted rewards

u

computed as Zf;é vlr?il and Zf;g fylr;‘j_l and
v = 0.99 is a hyperparameter.

Critic. Like the actors, the critic ¢ is an LSTM
based network. It runs for the same number of
steps as the actors and estimates gradients to train
them. As the critic is used only in training, at
each step j, the critic conditions on the actors’
ground-truth selection indices, yj and y7’, as the
actions and uses these indices to obtain word and
sentence encoder representations. In addition to
source representations, it uses its state, h;f, and
attends to all encoder states, {hfww, -+-} and
{h=2 ... }) to estimate a value function V;. V;
is then used to compute advantage functions A;w
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Algorithm 1 Differentiable Multi-Agent Actor
Critic

1: procedure TRAIN-DIMAC

2: Initialize parameters of actors (a., and as), critic (¢)

& communicator (m) as 0% = Dgas, 0** = Dyaw,
0° := Do & 0™ := switch

3 for each training episode i do

4 stepg <1

5 while action u}* # END do

6: compute actors & critic states

7 sample actions u$® & uj®

8: compute rewards " & r4° for v & uj®
9: compute message m; & value function V;
10: j—3+1
11: compute global reward r?
12: forj=1tto1do
13: compute discounted reward G5° and G}
14: estimate action-value functions Q5" & Qf°
15: compute advantages Aj* & A%
16: accumulate critic gradient A§°
17: accumulate actor gradients AG“s &AG*
18: update critic 05, = 0; — aAf°

update actors as 675, = 0;° + aAd* &
07y, = 67" + aAg™
20: return 0, ‘v & 0™

and A?-S for actors as Q?w —Vj and Q‘;S — V. At
any step, one of the two ground-truth actions y; /
y;’ is empty. Therefore, the computed value and
action-value functions V;; and @); at that step intu-
itively become agent-specific, resulting in indepen-
dent agent learning. Finally, agent specific advan-
tage functions are used to compute actor gradients
as Vgau log i A% and Vges log 7 Aj*. Impor-
tantly, value, action-value and advantage can be
calculated in a single forward pass of the actor and
critic for each agent. See appendix for details and
proofs.

Communication. The communicator m (Fig-
ure 1, red circles) passes messages between the
actors. Actor previous hidden states and contexts,
h?s, h?w, c; and ¢, are fed to m and a sigmoidal
m; is obtained. Value m; is fed to a; while 1 —m;
is fed to a,,. The gradient of m; flows between
actors during backpropagation and provides rich
training signal that minimizes the learning effort.

See Algorithm 1 for DIMAC training algorithm
details.

4 Experiments

4.1 Dataset

We preprocessed and filtered radiology reports
from two medical centers in the USA (Courtesy
of Princeton Radiology, Princeton and University

FINDINGS IMPRESSIONS
#w per sentence | 10.54 (06.53) 8.52 (05.80)
#s per report 8.23 (04.68) 1.75 (01.16)
#w per report 86.77 (64.72) 14.89 (15.81)

Table 3: Dataset statistics: number of words/sentences
per sentence/report. Standard deviation in parentheses.

of Colorado Health). ' The resulting dataset
comprises 37,408 radiology reports, which we
randomly split into training (31,808), validation
(3,740) and test sets (1,860). Table 3 gives dataset
statistics.

4.2 Experimental Setup

Training labels. Given an IMPRESSIONS sentence,
we find a unique FINDINGS sentence with the high-
est sentence similarity score. We follow Chen and
Bansal (2018) and Liu and Lapata (2019) and use
ROUGE-L as the sentence similarity scorer. Fur-
thermore, they use a greedy matching algorithm
that takes similarity scores of all IMPRESSIONS
and FINDINGS sentence combinations and yields
a sequence of unique FINDINGS indices {y{, -}
of size equivalent to the length of IMPRESSIONS.
There is a 1-to-1 correspondence between FIND-
INGS sentences at indices and IMPRESSIONS sen-
tences. We refer to the papers for more details.
These 1-to-1 correspondence are used for abstrac-
tor pretraining.

We use AutoPhrase (Shang et al., 2018) to ex-
tract keywords from training reports automatically.
We select only high-quality keywords, K, and
avoid too frequent ones as these can bias the system
to only perform keyword selection. We implement
an empirical threshold determined by hyperparam-
eter search experiments.> We then find a subset of
keywords, K, in FINDINGS F' and compile their
indices {y}’, - - - }.

As the two extractors run for the same number of
steps, we interleave the above sentence and word
indices {y®,--- } and {y", - - - } into one sequence.
In more detail, given a sentence index, all keywords
indices within that sentence are placed in the se-
quence, followed by its index. A binary switch
variable y? (with values 0 and 1) distinguishes the

!Sentences split using Stanford CoreNLP (Manning et al.,
2014). The following reports are excluded: (a) no FINDINGS
and/or IMPRESSIONS; (b) FINDINGS has fewer than 3 words;
(c) FINDINGS has fewer words or fewer sentences than IM-
PRESSIONS. We replace special tokens like numbers, dates
and abbreviations and used scispacy lemmatization.

2 AutoPhrase ranks keywords using a quality score based
on frequency. The threshold is set on this score.
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index type in the sequence, i.e., index refers to sen-
tence vs. keyword. Both extractors require, during
a decoding step j, training labels y7 and y;’; we
set the value of “non-available type” as indicated
by yj to 0. For example, when y7 is 0, y¥’ is 0.
Overall, an element in the final sequence is a tuple
of ¥4, y® and y" and provides training labels for
the switch, word and sentence extractor networks.
See Appendix A for details on the interleaving of
indices.

Hyperparameters. Included in Appendix C.

Evaluation measure. We follow standard prac-
tice and evaluate the quality of generated IMPRES-
SIONS by comparing against ground-truth IMPRES-
SIONS using ROUGE (Lin, 2004).

4.3 Baseline Models

In this section we describe the baselines we com-
pare our model against: a wide variety of extractive
and abstractive systems.

Extractive systems

LexRank (Erkan and Radev, 2011) is a graph-
based method for computing relative importance in
extractive summarization.

Abstractive systems

PTGEN (See et al., 2017) introduces an encoder-
decoder model that can copy words from the source
text via pointing, while retaining the ability to pro-
duce novel words through the generator.

PTGEN+Coverage (See et al., 2017) intro-
duces a coverage mechanism to the original PT-
GEN model to avoid repetition.

Zhang et al. (2018) provides an automatic gen-
eration system for radiology IMPRESSIONS using
neural seq2seq learning. The model encodes back-
ground information of the radiology study and uses
this information to guide the decoding process.

Self supervised learning has recently gained pop-
ularity as parameters of large models can be trained
with little to no labeled data. Pre-trained language
models in which a transformer encoder is trained
to reconstruct the original text from masked text,
e.g., BERT (Devlin et al., 2018), have become an
important component in recent summarization mod-
els (Liu and Lapata, 2019; Zhang et al., 2020; Za-
heer et al., 2020). We also present results from
experiments using these summarization models.
Additionally, we experimented with a pre-trained
seq2seq model which is learned using different
self supervised techniques to reconstruct the origi-
nal text, e.g., BART (Lewis et al., 2019).

BertSumExtAbs (Liu and Lapata, 2019) is an
encoder-decoder summarization framework that
adopts BERT as its encoder. BERT is replaced
by Clinical BERT (Alsentzer et al., 2019) in all our
experiments as it is adapted for the medical do-
main. At the first stage, a model with the BERT
encoder accomplishes an extraction task. Then, the
trained BERT encoder and a 6-layered transformer
(Vaswani et al., 2017) are combined to form an ab-
stractive system. As the encoder in the abstractive
system is pre-trained multiple times in compari-
son to the decoder, two separate Adam optimizers
(each with different warm-up steps and learning
rates) are used during training. As the training is
performed in two stages, BertSumExtAbs serves
as the two-stage abstractive summarization system
baseline for our experiments.> We also include re-
sults from BERTSUMADs, a single-stage version
in which encoder and decoder are trained only on
the abstractive task.

BART (Lewis et al., 2019) is a state of the art
transformer-based seq2seq model similar to BERT-
SUMAbs. However, unlike BERTSUMADbs’s fine-
tuning of the encoder and denovo training of the
decoder, for BART, both encoder and decoder are
only fine-tuned.

Sentence Rewrite (Chen and Bansal, 2018) is
a two-step summarization model that initially ex-
tracts and then rewrites the sentences. This model
serves as a two-step single agent baseline system
for our experiments.

5 Results

In this section, we compare results from our model
and various baselines using both automatic and
human evaluation.

Automatic Evaluation. Table 4 shows report
summarization results of various models trained
and tested on the same data. Our DIMAC model
surpasses extractive-only and abstractive-only base-
lines, including LexRank and PTGEN+Coverage.
It also outperforms the two-step single agent base-
line model (Sentence Rewrite (Chen and Bansal,
2018)) and the two-stage BERTSUMEXxtAbs (Liu
and Lapata, 2019). Besides the pre-trained encoder

3We require hyperparameters somewhat different from the
standard setup due to the small radiology report data size.
Hyperparameter tuning yielded the following values. Batch
size and initial learning rate of BERTSumEXxt are set to 16 and
Se-4, batch size in BERTSumExtAbs is 8 and initial learning
rates of BERT and transformer decoder in BERTSumEXxtAbs
are 0.0005 and 0.005.
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Models

LexRank (Erkan and Radev, 2011)
PTGEN (See et al., 2017)
PTGEN+Coverage (See et al., 2017)
Zhang et al. (2018)

BERTSUMADbs (Liu and Lapata, 2019)
BERTSUMEXxtAbs (Liu and Lapata, 2019)
BART (Lewis et al., 2019)

Sentence Rewrite (Chen and Bansal, 2018)
DIMAC

ROUGE-1 ROUGE-2 ROUGE-L
27.33 14.78 29.8
39.82 17.35 38.04
41.22 19.61 40.87
44.16 22.67 43.07
49.82 41.02 49.39
52.70 43.21 52.19
41.23 29.02 40.02
59.82 48.54 59.11
62.65 51.55 61.06

Table 4: Results for baseline methods and DiMAC on the test split of the medical reports. The experimental setup
is the same for all methods, i.e., the same train/validation/test split of the medical reports was used. Additionally,
as DiMAC is a multi-agent two-step system built on top of Sentence Rewrite (Chen and Bansal, 2018) (a single-
agent two-step setup), we keep abstractor and all hyperparameters except those specific to DIMAC the same for a
fair comparison. All ROUGE scores have a 95% confidence interval of at most +0.50 as calculated by the official

ROUGE script.

of BertSumExtAbs, which is an advantage com-
pared to other baselines, a denovo training of a
large size decoder with a relatively small number of
radiology reports may have led to overfitting. This
might explain the scores compared to the two-step
systems. Furthermore, a highly sophisticated semi-
supervised training of the encoder and decoder of
BART-base resulted in lower performance com-
pared to our model, despite the relatively larger size
(100x) of BART. We hypothesize that pre-training
mostly on a different domain text (e.g., Wikipedia,
Books Corpus and News) and fine-tuning on small
data could have adversely affected BART’s perfor-
mance in our setting. The domain difference may
also contribute to the relatively lower performance
of BART-base versus BERTSUMEXxtAbs, thereby
signifying the importance of pre-training with rele-
vant domain text.

Moreover, DIMAC offers approximately 18 to
28% performance gains over (Zhang et al., 2018), a
single-step single-agent summarization system de-
signed specifically for the radiology domain. In our
opinion, the performance improvements observed
with DIMAC are likely driven by the extract-then-
abstract mechanism combined with auxiliary (and
salient) information from keywords, which mimics
the actual reasoning process of radiologists.

It is important to note that our model supports
user-level validation by linking the predicted M-
PRESSIONS sentences to sentences in FINDINGS,
making the results explainable to radiologists and
referring physicians.

Human Evaluation. To assess the overall qual-
ity and factual correctness (Zhang et al., 2019) of
the IMPRESSIONS generated by DIMAC, we ob-
tained evaluations from two board-certified radiol-

Gwet
Win Tie | Lose AC1
DiMAC vs. Base model
Overall quality 25.00 | 59.37 | 15.63 305
Factual correctness | 12.50 | 84.37 | 03.13 711
DiMAC vs. Ground Truth

Overall quality 25.00 | 46.87 | 28.13 .082
Factual correctness | 21.87 | 53.13 | 25.00 | -.080

Table 5: Percentage of 16 radiology reports for which
human evaluators rated DIMAC better than (win), the
same as (tie) or worse than (lose) the base model and
ground truth on overall quality and factual correctness.
We also provide Gwet’s Agreement Coefficient as a
measure of agreement between raters; values below 0.2
indicate poor agreement, values above 0.8 indicate very
good agreement.

ogists. We randomly selected 16 radiology reports
from the test set. For each radiology report, we
presented to the evaluators its FINDINGS and three
(blinded) versions of the summary, i.e., IMPRES-
SIONS: (1) the ground truth, (2) Sentence Rewrite
(Chen and Bansal, 2018) and (3) DiMAC. As Sen-
tence Rewrite has a similar two-step approach, i.e.,
extract-then-abstract, we evaluate the qualitative
performance of DIMAC with Sentence Rewrite as
the base model (instead of BERTSUMEXtAbs as it
is a two-stage single-step system and also had lower
Rouge scores compared to Sentence Rewrite).

We shuffled the three summaries such that the
order cannot be guessed. Each radiologist rated the
summaries on two measures in relation to the FIND-
INGS: (1) overall quality and (2) factual correctness
and completeness. For example, the phrase “pleu-
ral effusions” is a fact (or imaging finding); but
the phrase “small bilateral pleural effusions” is a
more precise description and should therefore have
a better overall quality score. For each measure,
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we asked the radiologists to score the summary as
1, 2 or 3 for bad, borderline or good. Then we com-
bined the assigned scores under two comparisons:
(1) our model versus the base model and (2) our
model versus ground truth.

We have 32 evaluations in total: 2 radiologists
x 16 reports. We compared the scores provided by
the radiologists to determine if they were the same
(tie), higher (win) or lower (lose) for our model vs.
ground truth and our model vs. base model. Table 5
shows that DiMAC has clearly better factual cor-
rectness than the base model: 12.5% of cases are
better, 3.13% are worse; gwet AC1 (Gwet, 2008)
inter-rater agreement for this result is strong. Di-
MAC exceeds the base model in 25% (vs. 15.6%
“lose”) of evaluations for overall quality with mod-
erate inter-rater agreement. DiMAC is only slightly
worse than ground truth in overall quality (win:
25%, lose: 28.13%) and factual correctness (win:
21.87%, lose: 25%) — although inter-rater agree-
ment is low in this case.

5.1 Qualitative Results Analysis

Table 6 shows a radiology report from our dataset
(FINDINGS and IMPRESSIONS) and IMPRESSIONS
generated by DIMAC and the base model. Due to
the hierarchical connections between words and
sentences, there is significant overlap between the
extracted sentences and words. This phenomenon
eventually contributes to the RL sentence extrac-
tion reward and helps to extract sentences with
more keywords. The keywords include disease
or clinical diagnoses (e.g., nodule, lymphadenopa-
thy, effusion), anatomical concepts (e.g., hepatic)
and qualifiers (e.g., recent, multiple, bilateral).
The baseline model (Chen and Bansal, 2018) erro-
neously states “right greater than left pleural effu-
sions”, i.e., it hallucinates. In the sentence “There
is no axillary or hilar lymphadenopathy”, the sen-
tence reward is low and eventually it is not ex-
tracted despite having the keyword “lymphadenopa-
thy”.

6 Related Works

Abstractive Summarization. An abstractive sum-
mary is a text consisting of novel phrases describ-
ing the content of the original text. Abstractive
summarization involves a cascade of topic fusion
and text generation (Hovy et al., 1999). Each task
in this cascade typically requires expert-derived
annotations, which is labor-intensive and time-

FINDINGS from the report from a medical site
There are multiple bilateral lung nodules , most consistent
with metastatic disease .
There are more nodules on the right than the left .
An enlarged prevascular lymph node measures 0.6 x 0.4 cm .
There is no axillary or hilar lymphadenopathy .
No pleural or pericardial effusion is seen .
There is calcification in the aortic valve and coronary arteries .
There are numerous large hepatic masses which have been

better described on recent ct scan of the abdomen .

There is degenerative disease in the thoracic spine with mild
compression of the superior endplate of a lower thoracic ver-
tebral body .

No suspicious osseous lesion is seen .

IMPRESSIONS from the report from a medical site
Multiple bilateral lung nodules , consistent with metastatic
disease .

Mediastinal lymphadenopathy .

Multiple liver masses .

IMPRESSIONS generated by DIMAC

Multiple bilateral lung nodules , most consistent with
metastatic disease .

No pleural effusions .

Numerous hepatic masses , better described on recent ct scan
of the abdomen .

IMPRESSIONS generated by base model

Multiple bilateral lung nodules, most consistent with
metastatic disease .

right greater than left pleural effusions .

enlarged right paratracheal lymph node .

numerous hepatic masses .

Table 6: FINDINGS and IMPRESSIONS of a radiology
report from the report from a medical site and IMPRES-
SIONS generated by base model and DiMAC. Extracted
sentences are highlighted in blue. Extracted words are
shown in bold and underlined. The base model (Chen
and Bansal, 2018) erroneously states “right greater than
left pleural effusions”, i.e., it hallucinates.

consuming. Thus, many recent abstractive sum-
marization approaches focus on supervised/semi-
supervised single-step end-to-end trainable models
that implicitly address the sub-tasks of content ac-
quisition and paraphrasing.

As part of two-stage but single step abstractive
summarization, a pretrained encoder first learns the
extraction task independently. Then the pretrained
encoder is embedded into an encoder-decoder ab-
stractive summarization model to assist in better
referencing the source content, e.g., Liu and Lap-
ata (2019); Hsu et al. (2018). On the other hand,
in two-step abstractive summarization, extractive
summarization is followed by abstractive summa-
rization and is trained end-to-end, e.g., Chen and
Bansal (2018). Contrary to the two-stage single-
step approach, both extractive and abstractive sum-
marization are pretrained (and function) separately
in a two-step approach; however, an RL-based end-
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to-end training enables alignment between them to
generate better summaries. DIMAC is a two-step
abstractive system.

Multi-agent Reinforcement Learning
(MARL). In a single-agent actor-critic (Sutton
et al., 1999; Konda and Tsitsiklis, 2000) policy
gradient method, an agent policy 6™ is optimized
by following a gradient computed using a value
function estimated by a critic. The simplest MARL
setup applies policy gradients independently (each
agent with its own actor and critic) and thereby
restricts each agent to learn only from its own
action history (Tan, 1993). From each agent’s
point of view in this setting, the environment is
not stationary and therefore, the RL stationary
environment assumption is violated.

MARL with communication or collaboration
protocols. Foerster et al. (2018) proposed coun-
terfactual policy gradients, which is an actor-critic
policy gradient that leverages a centralized coun-
terfactual critic that estimates value function for
each actor by using actions performed by the other
agents. However, unlike our setting, actors in (Fo-
erster et al., 2018) are similar and share parameters.
Additionally, the parameter sharing scheme has the
limitation that the agents lack tighter coordination.
Foerster et al. (2016), Sukhbaatar et al. (2016) and
Mordatch and Abbeel (2018) proposed to tightly
coordinate independent agents rather than use a
dedicated channel. As incorporating an explicit
communication channel mimics human (bidirec-
tional) interactions, we design a similar Differen-
tiable Multi-agent Actor-Critic (DiMAC) RL for
our setup. In DiMAC, each agent selects one of its
actions and communicates with the others at every
point in time. Thus, the resulting joint action (influ-
enced by the agents’ communication) would aim to
reach the desired (optimal) goal. In the future, we
will experiment with more variations of MARL
(such as counter-factual critic) and transformer-
based networks.

7 Conclusion

In this work, we introduce a novel extractive ap-
proach into a two-step RL-based summarization
task (extractive-then-abstractive). This approach is
a MARL (rather than the traditional single-agent
RL) which includes a new agent that extracts salient
keywords from the source text and collaborates
with an agent that extracts salient sentences. We
also present a Differentiable Multi-agent Actor-

Critic (DiMAC) learning method, a novel yet sim-
ple MARL training for independent agents com-
municating via a dedicated channel. We apply the
proposed two-step summarization model with Di-
MAC MARL training to English radiology reports.
Results from our experiments indicate, based on
automatic and human expert evaluations, that the
DiMAC summarization model can outperform ex-
isting baseline models for text summarization. Our
summarization model generates the IMPRESSIONS
to reflect human-level inference and actionable in-
formation (e.g., salient sentences and keywords)
towards supporting improved workflow efficiency
and better-informed clinical diagnosis based on
medical imaging findings.
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Appendix
A Training Labels

In any training episode, we use Rouge-L and com-
pute similarity scores between sentences in FIND-
INGS and IMPRESSIONS. Then, for each IMPRES-
SIONS sentence, we find the FINDINGS sentence
that has the highest similarity score, and we com-
pile its index. Furthermore, index compilation is
a selection without replacement process, i.e., each
sentence will only be selected once. This yields
a sequence of unique sentence indices {y{, -}
of a size equivalent to the length of IMPRES-
SIONS. Additionally, we flatten FINDINGS sen-
tences {s1, - , S, } to a long sequence of words
{w1, -+ ,wp}. We then find words that are in the
given keywords set K and compile their indices
{yy’,---}. For example, in Table 1, salient sen-
tence and word indices are {1, 7, 8} and {6, 7, 9,
10, - - -, 81, 82} respectively.

Finally, we interleave sentences and word in-
dices {y;,--- } and {y}", - - - } into one sequence to
train extractors. Basically, given a sentence index,
all keywords indices within that sentence are placed
in the sequence. In addition, we use a binary switch
variable y? (with values 0 and 1) to distinguish the
index type in the sequence, i.e., y9=0 implies sen-
tence index and y?=1 implies word index. Thus,
the length of the binary switch variables sequence

is the same as the interleaved indices. As extractors
run for the same number of steps, training requires
the labels y7 and y;” at any step j. However, the in-
terleave sequence at any step includes only one out
of the two. So, we set the value of "non-available
type" as indicated by y? to (). Overall, an element
in the final sequence is a tuple of y9, y° and y™.
For Table 1, the final sequence of training labels is
{1, 0,6, 1,0,7,1,0,9, 1,0, 10), (0, 1, 1),
-, (1,0, 81), (1, 0, 82), (0, 8, D)}

B Encoder-Extractor Training

Algorithm. 2 shows the training of word encoder
(Ewow), sentence convolutional network (Conv),
sentence encoder (Fyo5), word extractor (Do),
sentence extractor (Dsos) and switch network
(switch).

Algorithm 2 Encoder-Extractor Training

1: procedure TRAIN-JOINT-EXTRACTORS

2: Random Initialize: F.,2.,Conv, Esas, Dyow, Dsas
& switch
3 for 1 to | Reports | do
4 {hi, -+ yhn} < Conv({s1, - ,sn})
5: {hgﬁi” b Esos({h1, -+ })
6: {h1w2w7"'>}<_EWQW({w17"'})
7: Loss + Array()
8 h1D1112w7h1Ds2s « hTEnw2w’ hsts
9: forj=1totdo
10: a’ Attn(hf”?“’7 {REw2e )
11: cf > af % hFw2w
12: o’ Attn(h?”s, {hy=2= ... })
s n s FEgos
13: cjezkzla,})x hy; =2 .
14: qj < switch(h;*", cf’, hy*%, c3))
15: h]]':)-ﬁulzw « Dwa(h]-Dwzw,C;’,C';)
DS £ Ds s w S
16: h].Jrf — Dsgs(hjj ¢, ¢3)
17: Loss.ADD(—(1 — y7)(y;’ log a™))
18: Loss.ADD(—yj (y; log &)
19: Loss.ADD(—y{ log g;)
20: compute gradients, {Ag,,, Loss, - -+ }
21: update E.y2.,, Conv, Esas, Dyos, Dsas & switch

22: return F,,2.,, Conv, Esos, Dyos, Dsos & switch

C Hyperparameter

We set the maximum limit for words in a report to
800 tokens, and the maximum number of sentences
is truncated to 60 per report. We use word2vec
(Mikolov et al., 2013) on the training set to gen-
erate word embeddings of 128 dimensions. The
vocabulary is 50,000 most common words in the
training set. The dimension of each intermediate
sentence representation is 300 after using 1-D con-
volution filters with 3 different windows sizes (i.e.
3, 4, and 5). The dimension of all the LSTMs in
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our framework is 256. The optimizer used is Adam
with a learning rate of 0.001 in the pre-training
phase and 0.0001 in the RL training phase. We ap-
ply gradient clipping to alleviate gradient explosion
using a 2-norm of 1.5. We adopt the early stopping
method on the validation set. In the RL setting, the
discounted factor -y is set as 0.95. At test time, we
use beam size 5 for beam search.

D Single Agent Actor-Critic

In the case of a single agent actor-critic RL, for any
training episode, actor a uses its policy network 7¢
and samples actions {u{,--- ,u¢} for ¢ time steps
with each action uj;, receiving a reward . Further-
more, at step j, a discounted reward is computed
as G = = ’ylr?H.

A batch of training episodes is used to esti-
mate the actor’s action value at step j as Q? =
Eu;;tvh;;t [G;’ | h, u‘;] Similarly, the critic (c)
estimates a value function for step j as V; =
Epa (G | hf]. An advantage function is computed
as A7 = Qf — Vj. Policy gradient theorem com-
putes the gradient to update the actor parameter 6¢

as

t
A = Ega [Z Ve log 74 A4 (1)

j=1

The value function component V; in the policy
gradient helps to reduce the variance without chang-
ing the expectation as

—Ege
== _d"(h)Y_ VeriV;
h ué
== d(h)V;Ve Y 7§
h u?

=0

Vga log 75V

where d™ (h) is the discounted ergodic state distri-
bution (Sutton et al., 1999). V} is a function of state
and not action, thus moved outside V, and since

uo T5=1, the gradient becomes 0. A6? is em-
pirically estimated using N episodes in a training
batch as

N t
a 1 a pAa
1= j:

E Multi Agent Actor-Critic

2

In the case of multi-agent actor-critic RL. with a
set of actors, a={--- ,ag,---}, for any training

episode, an actor ay, uses its policy network 7% and

samples actions {u{*,--- ,uf*} for ¢ time steps

with each action uj* receiving a reward 3. Fur-

thermore, at step 7, a discounted reward for ay, is

ag t—j3 1 .a

computed as Gy =207 Tjﬁ-'l‘ .
Like the single agent actor-critic, a batch of train-

ing episodes is used to estimate the action value of

. ar a a ag

ay, atstep j as Q" = Euj-‘ft,hj{“t (G5 | RG* uft ).
The contribution of value function from a cen-

tralized critic at any step j in the overall gradient

is computed as

— Ega vga log W;‘/‘;

where 6% and 7¢ are the actors’ @ joint parameters
and policies respectively. Vj is the value function
computed by the critic at step 5. We drop the step
notation j subsequently as all notations are specific
to step j. The agent-wise break of policies and
the contribution of the value function in the overall
gradient is

==Y _d"(h)> D VurV

h ar  uk

=0

where d™ is the discounted ergodic state distribu-
tion, u“* is agent a; action and V is the estimated
value function by the critic. Although two actors
are running at each step in our DIMAC training,
only one of them is active while the other is on
pause () selection). Therefore, the contribution of
the term ), > o Ve 7V is similar to a single-
agent scenario, and therefore, the gradient is 0. Fur-
thermore, the critic estimated value ensures that the
active agent gets rewarded for its action leading to
the overall success.
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7.1 Conclusion

7.1 Conclusion

In the introductory chapter, we motivated the idea of a single uniform general-
purpose framework for all NLP tasks, putting forth a series of strong arguments to
justify the use of a general-purpose framework for handling the majority of NLP
tasks. We advocated for the seq2seq approach, which presents tasks as input and
output token sequences derived from a shared or separate vocabulary, as an ef-
fective general-purpose framework for managing the majority of NLP tasks. We
presented an overview of key neural networks for NLP that are relevant to this
dissertation, along with various NLP tasks for benchmarking a general-purpose
NLP framework. In the following chapters, we examined and applied seq2seq
techniques to various tasks in both NLU and NLG domains across multiple re-
search papers. By employing seq2seq, we noticed a considerable enhancement in
performance compared to traditional methods.

7.1.1 Contributions

Based on the four research questions initially posed, we can systematically and
concisely enumerate the contributions of this dissertation as follows.

(1) Limits: We illustrated how seq2seq can be efficiently employed outside
the realm of NLG for information extraction (IE) tasks like entity classi-
fication and relation extraction tasks. However, it’s vital to carefully craft
output sequences for optimal seq2seq performance; for instance, output se-
quence should include class paths in hierarchical classification and relation
argument positions in relation extraction tasks. Furthermore, transforming
a restructured task’s output sequence to the format required by the origi-
nal evaluation metric usually entails post-processing, we showed that this
stage provides an opportunity to further improve performance. Addition-
ally, we show these IE tasks can be efficiently solved with 2-3 output to-
kens, thereby maintaining computational complexity comparable to tradi-
tional neural methods with several output layers.

(i1) Data: We highlighted the need to consider newswire biases and collect non-
standard social media text to test neural models. We defined a teaser tweet
as a short text combining interesting facts from an article with eye-catching
language, shared on Twitter. We created a new task to generate teaser tweets
from articles and studied this using various seq2seq methods to understand
their newswire biases. Moreover, we conducted a study on “Simulation-
to-real” domain adaptation to tackle the data scarcity issue in low-resource
abstractive meeting summarization. We showed that using the structure of
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7.1 Conclusion

a small real-world meeting dataset to create a synthetic meeting dataset en-
ables the model to learn the complex process of thread disentanglement
needed for summarization.

(iii)) Model: We demonstrated that seq2seq is a powerful tool for generation
tasks, as it can produce non-standard social media teasing expressions with
sufficient training data. We showed how a seq2seq model can perform both
NLU and NLG benchmark tasks. Additionally, we illustrated that a seq2seq
model trained to summarize large-scale, interleaved PubMed articles can
easily adapt to summarizing user-generated meetings using only a few train-
ing labels. Furthermore, we showed how multiple seq2seq networks can
be optimized together using multi-agent reinforcement learning to perform
multi-step radiology report summarization, with each seq2seq acting as an
interpretable subsystem in each step.

(iv) Improvements: We demonstrate that some reformulated tasks necessitate a
specific kind of seq2seq technique. For example, in openlE, output enti-
ties come from the input text and cannot be predetermined “a priori” like
classes; as a result, they can only be handled by a special type of pointer
networks (Vinyals et al., 2015). We introduce a hierarchical seq2seq ab-
stractive meeting summarization system with attention at word, phrase, and
sentence levels to jointly identify and summarize key topics in a meeting
transcript. Additionally, we develop a multi-agent reinforcement learning
approach for optimizing multiple seq2seq systems arranged sequentially,
focusing on multi-step extract-and-rewrite summarization for information-
rich radiology reports.

7.1.2 Limitations

Naturally, the scope of this work is quite limited, and we were only able to address
a small fraction of the research questions outlined in Section 1.1.2. Numerous
significant NLP benchmark tasks from both NLU and NLG fields that could po-
tentially utilize a seq2seq model have not been addressed in this study. Our focus
was exclusively on English language datasets, and we did not explore the impact
of linguistic features like right-to-left or top-to-bottom writing systems on the
performance of the seq2seq model. Furthermore, assessing the seq2seq model’s
ability to handle cross-lingual benchmark tasks presents an interesting area for fu-
ture research. Lastly, it is worth considering if a seq2seq model is indeed the ideal
candidate for a general-purpose framework, or if a sequential network might be a
more appropriate approach to achieve the desired universality, transferability, and
reliability.
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7.1.3 Future Work

For all four research questions, we delineate potential future tasks and relevant
literature that cover these research avenues.

@)

(ii)

(iii)

(iv)

Task-specific reformulations can make it more challenging to achieve trans-
ferability. For example, a seq2seq model trained on NLG tasks may not
transfer well to NLU tasks, primarily due to differences in the output vo-
cabulary. It is logical to translate external vocabulary—such as class la-
bels—into the language of input tokens. Prompt tuning with rules (PTR)
suggests using a verbalizer to match class labels to vocabulary terms (Schick
and Schiitze, 2021). To ensure transferability, a general-purpose seq2seq
model should explore the same direction. Moreover, to achieve universal-
ity, several factors may need to be considered, including language, multilin-
gualism, task, domain, medium of expression, geography, demography, and
time period (Bhatt et al., 2021). Some aspects, like multilingualism, are not
addressed in this study but remain significant nonetheless.

The effectiveness of pre-training with simulated data is correlated with the
similarity between the simulated data and the target domain task. There-
fore, a more thorough study of “simulation-to-real” transfer is required to
address the data scarcity problem. Teaser tweets, created by skilled writ-
ers, may still be considered a standard or canonical type of text, so seq2seq
model benchmarking should incorporate a broader range of user-generated
text from websites, social media, and collaborative projects like Wikipedia.
Furthermore, the coverage of figurative expressions in a teaser corpus ne-
cessitates deeper exploration and classification.

Due to the vast vocabulary and numerous long-tail tokens with minimal or
no training data, a seq2seq model often relies on commonly observed to-
kens from the vocabulary during decoding. Some diversity-promoting tech-
niques, such as Maximal Marginal Relevance (MMR) and Determinantal
Point Processes (DPP), aim to address this issue (Cho et al., 2019). How-
ever, a more promising approach would involve drawing tokens based not
only on contextual information like prior tokens, but also other linguistic as-
pects such as discourse and pragmatics. In a similar vein, Liu et al. (2021)
conducted a study on hierarchical classification using inductive reasoning
(i.e., predicting current labels based on activated attributes of previous la-
bels).

Our initial analysis indicates that the seq2seq model can generate basic fig-
urative language, but there is still potential for improving methods to create
text with a wider variety of figurative expressions, such as metaphors and
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similes, more frequently. In a two-step summarization system, it might be
possible to achieve further improvements in performance and explainabil-
ity by eliminating the strict alignment between the extraction and rewriting
steps. This could involve not restricting the length of the rewritten summary
to the number of extracted sentences, which could help reduce redundancy
and decrease errors.
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